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RESEARCH PROGRAM
America’s highway system is critical to meeting the mobility 
and economic needs of local communities, regions, and the 
nation. Developments in research and technology—such as 
advanced materials, communications technology, new data 
collection technologies, and human factors science—offer 
a new opportunity to improve the safety and reliability of 
this important national resource. Breakthrough resolution 
of significant transportation problems, however, requires 
concentrated resources over a short time frame. Reflecting 
this need, the second Strategic Highway Research Program 
(SHRP 2) has an intense, large-scale focus, integrates mul-
tiple fields of research and technology, and is fundamentally 
different from the broad, mission-oriented, discipline-based 
research programs that have been the mainstay of the high-
way research industry for half a century.

The need for SHRP 2 was identified in TRB Special 
Report 260: Strategic Highway Research: Saving Lives, 
Reducing Congestion, Improving Quality of Life, pub-
lished in 2001 and based on a study sponsored by Congress 
through the Transportation Equity Act for the 21st  Century 
(TEA-21). SHRP 2, modeled after the first Strategic High-
way Research Program, is a focused, time-constrained, 
management-driven program designed to complement 
existing highway research programs. SHRP 2 focuses on 
applied research in four areas: Safety, to prevent or reduce 
the severity of highway crashes by understanding driver 
behavior; Renewal, to address the aging infrastructure 
through rapid design and construction methods that cause 
minimal disruptions and produce lasting facilities; Reli-
ability, to reduce congestion through incident reduction, 
management, response, and mitigation; and Capacity, to 
integrate mobility, economic, environmental, and commu-
nity needs in the planning and designing of new transporta-
tion capacity.

SHRP 2 was authorized in August 2005 as part of 
the Safe, Accountable, Flexible, Efficient Transportation 
Equity Act: A Legacy for Users (SAFETEA-LU). The pro-
gram is managed by the Transportation Research Board 
(TRB) on behalf of the National Research Council (NRC). 
SHRP 2 is conducted under a memorandum of understand-
ing among the American Association of State Highway and 
Transportation Officials (AASHTO), the Federal Highway 
Administration (FHWA), and the National Academy of Sci-
ences, parent organization of TRB and NRC. The program 
provides for competitive, merit-based selection of research 
contractors; independent research project oversight; and 
dissemination of research results.
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FOREWORD

Travel time reliability can be defi ned as consistency of travel time over time. The pri-
mary goal of SHRP 2 Reliability research is to improve the reliability of highway travel 
times by mitigating the effects of events that cause travel times to fl uctuate unpredict-
ably. Through this research, seven sources of unreliable travel times have been identi-
fi ed: traffi c incidents, work zones, demand fl uctuations, special events, traffi c control 
devices, weather, and inadequate base capacity.

This guide documents the research of the L02 Project, Establishing Monitoring 
Programs for Travel Time Reliability. It also provides further discussion of how to 
develop and use a travel time reliability monitoring system (TTRMS). The Guide will 
be useful for system operators in determining what actions they need to take to reduce 
the variability of travel time and enhance reliability. Accompanying the Guide is a 
brief, stand-alone document that provides suggestions for communicating information 
about time travel reliability using maps, fi gures, and tables. The document, Handbook 
for Communicating Travel Time Reliability Through Graphics and Tables, and the 
Guide are available at http://www.trb.org/Main/Blurbs/168764.aspx.

A TTRMS can help operating agencies monitor system performance, understand 
the impacts of the various factors that infl uence travel time, and provide credible infor-
mation to system users about what travel time reliability to expect. With this infor-
mation, operating agencies can make better decisions about what actions to take to 
help improve reliability. At the time this research was performed, most transportation 
agencies did not have these capabilities.

The Guide has two parts. Chapters 1 through 5 describe the process of measuring, 
characterizing, identifying, and understanding the effects of recurrent congestion and 
nonrecurrent events that affect travel time reliability. The appendices provide more 
detailed information about the functional specifi cation of a monitoring system, meth-
ods, a series of case studies, and a set of use cases that describe how different users of 
the TTRMS interact with the system.

Abdelmename Hedhli
SHRP 2 Visiting Professional, Reliability
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This guide describes how to develop and use a travel time reliability monitoring system 
(TTRMS). It explains why such a system is useful, how it helps agencies do a better 
job of managing network performance, and the actions a traffi c management center 
must take to establish a TTRMS. The Guide was prepared under Project L02 within 
the Strategic Highway Research Program 2 (SHRP 2) under the management of the 
Transportation Research Board.

Travel time reliability is the absence of variability in travel times. If a system is 
reliable, people can get to where they want to go, when they want to be there, all the 
time. For example, if a freeway is reliable, then its travel times are the same for the 
same condition, all year long. It is similar to a vehicle that always starts when the key 
is turned on. Of course, in reality no system or roadway is perfectly reliable, and unex-
pected events (e.g., incidents) sometimes signifi cantly reduce the reliability of a system.

This executive summary describes the structure of the Guide; briefl y addresses the 
questions of the necessity, function, and structure of a TTRMS; and provides an illus-
tration and overview of implementation.

STRUCTURE OF THE GUIDE

The Guide is organized into the following major parts:

•	 The executive summary, which gives agency managers a description of a TTRMS 
explains why it is valuable and how it can be used. The summary is intended to 
prepare such individuals for the input they will receive from their staff and help 
them make informed decisions about future actions.

 
EXECUTIVE SUMMARY
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•	 A 5-chapter guide that describes the process of measuring, characterizing, identify-
ing, and understanding the effects of recurrent congestion and nonrecurrent events 
that affect travel time reliability. 

•	 Four appendices that provide more detailed information on the functional speci-
fications of a monitoring system, methodological details, a series of case studies, 
and a series of use cases (applications). 

Project L02 also has a separate final report that documents the research that led 
to the Guide.

WHY IS A TRAVEL TIME RELIABILITY MONITORING SYSTEM NEEDED?

Travel time reliability is effectively the absence of variation in travel times. The absence 
of reliability can be largely attributed to seven influencing factors that cause conges-
tion and unreliable travel times (illustrated in Figure ES.1):

•	 Incidents;

•	 Weather;

•	 Work zones;

•	 Fluctuation in demand;

•	 Special events;

•	 Traffic control devices; and

•	 Inadequate base capacity. 

Figure ES.1. The seven major sources (also called factors) of nonrecurrent congestion.
Source: Strategic Highway Research Program 2.
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System operators want to determine how to reduce variability and enhance reli-
ability; system users want to avoid variability. When making trips, system users want 
to select routes with reliable travel times, and they want to leave at the right moment 
so they can arrive on time or minimize the probability of being late.

A TTRMS should be created because it provides features and capabilities that 
most transportation management centers (TMCs) lack. A TTRMS can help operating 
agencies monitor the performance of their system, understand the impacts of the vari-
ous influencing factors, provide credible information to system users about what travel 
time reliability to expect, and decide what actions to take to help improve reliability. 

Creating a TTRMS involves creating a new module that plugs into an existing 
TMC platform. The TTRMS relies on the TMC to gather sensor data, manage data 
processing and storage, and communicate the results of its findings to the outside 
world. The TTRMS focuses on using the incoming sensor data, along with supplemen-
tal information about the influencing factors, to create a credible picture of how well 
the system is performing at the present time and how well it performed in the past. 

The payoff is better reliability. The TTRMS will ensure that the TMC team knows 
how reliability will suffer if certain events take place. It will let them understand the 
impacts of weather, incidents, and special events. It will also help the TMC team man-
age the network’s reliability in real time by providing up-to-date information about 
how the variability in segment and route travel times is either increasing or decreasing 
in response to actions taken. 

WHAT SHOULD A TRAVEL TIME RELIABILITY MONITORING SYSTEM DO?

Figure ES.2 shows the four key information flow steps a TTRMS must execute to fulfill 
its purpose as a decision support tool. 

First, the TTRMS needs to effectively measure travel times. This is a complex 
technical topic due to the variability of traveler behavior and the plethora of different 
measurement sensors. Correctly measuring travel times along a given route requires a 
great deal of systems development effort and statistical knowledge. This guide serves 
as a primer on how to measure travel times using available technologies and statistical 
techniques. Measuring an individual travel time is the foundational unit of analysis for 
reliability monitoring.

Second, the TTRMS needs to clearly characterize the reliability of a given system. 
This process entails taking a set of measured travel times and assembling them into a 
statistical model of the behavior of a given segment or route. The statistical paradigm 
outlined in this guide uses probability density functions and cumulative density func-
tions (CDFs) to characterize the performance of a given segment or route, usually 
specific to a particular operating regime (a combination of congestion level and non-
recurring event). This guide gives specific advice on the statistical decisions required to 
effectively characterize the travel times. Characterizing the reliability of a segment or 
route is fundamental to making good decisions about how to improve the performance 
of that segment or route.
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Third, the TTRMS needs to identify the sources of unreliability. Once the reli-
ability of a segment or route has been characterized, transportation managers need to 
understand what caused the unreliability (and how to improve it). This guide follows 
the causal list used by the Federal Highway Administration (FHWA) to describe why 
congestion arises and breaks these sources into the seven major influencing factors 
listed above. It discusses how to pull in data for these influencing factors and effec-
tively fuse them with travel time data. Identifying the travel times affected by these 
sources of congestion is required preparation for understanding system reliability.

Finally, the TTRMS needs to help operators understand the impact of these sources 
of unreliability on the system. This final step in turning raw data into actionable deci-
sions requires both quantitative and qualitative methodologies: operators need clear 
visualizations of data, as well as quantifications. This dual approach supports both 
data discovery and final decision making about a given route. Understanding reliabil-
ity is the key to good decision making about improving system reliability.

Once in place, a TTRMS that accurately and consistently executes these four steps 
becomes a powerful tool for traffic management. It is a tool that decision makers can 
use to understand how much of their delay is due to unreliability, and how to mitigate 
that delay. For example, should a freeway operator deploy more service patrol vehicles 
(to clear incidents more quickly) or focus efforts on coordinating special-event traffic 
(to reduce delay from stadium access)? A reliability monitoring system, as outlined in 

Figure ES.2. Information flow in a TTRMS.

Low High

Computation Engine
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this guide, can tell an operator which of these activities is worth the investment and 
what the payoff will look like. Building this system will add a new, powerful, practical 
traffic management tool to the arsenal of system operators.

HOW SHOULD A TRAVEL TIME RELIABILITY MONITORING SYSTEM  
BE STRUCTURED?

The process described above is designed to be integrated within an existing traffic 
management system with a structure like that generalized in Figure ES.3. Inside the 
large box in Figure ES.3 are the three major modules of a TTRMS: a data manager, 
a computation engine, and a report generator. The data manager assembles incoming 
information from traffic sensors and other systems, such as weather data feeds and 
incident reporting systems, and places them in a database that is ready for analysis 
as “cleaned data.” The computation engine works with the cleaned data to prepare 
indications of the system’s reliability: when it is reliable, when it is not, to what ex-
tent, under what conditions, and so forth. In the figure this is illustrated by “regime 
TT-PDFs,” or travel time probability density functions organized by regimes. Regimes 
consist of the congestion level and the type of nonrecurring event (including none), 
such as high congestion and an incident or low congestion and work zone activity. The 
report generator responds to inquiries from users (system managers or travelers) and 
uses the computation engine to analyze the data and provide information that can then 
be presented to the inquirer or decision maker.

Each of these modules is discussed and described in the Guide. In addition, case 
studies and use cases illustrate how these modules work together to produce answers 
to questions that managers would likely pose. The appendices provide further details 
about how each of the modules should work, together and separately.

Figure ES.3. Reliability monitoring system overview, with boxes for modules and circles 
for inputs and outputs.
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AN ILLUSTRATION

Figure ES.4 shows the travel times for a specific trip on a freeway (I-5 in San Diego, 
California) throughout a typical weekday, excluding any nonrecurrent events such as 
incidents, weather, unusual demand, or special events. Time of day is shown along the 
x-axis, and the travel time in minutes is shown on the y-axis.

It is clear from Figure ES.4 that the travel times on this roadway segment are not 
always the same; the system is unreliable, even without the influence of incidents and 
weather. Not only does the travel time vary but also the spread in the times varies, 
slightly during the a.m. peak but dramatically during the p.m. peak. At about mid-
night, the minimum and maximum are only 5 minutes different (50 versus 55 minutes), 
but they differ by 50 minutes during the weekday p.m. peak without the additional 
influence of nonrecurring events (50 versus 100 minutes). This is the effect of recurring 
congestion.

Figure ES.5 shows the same travel times, now with nonrecurrent events included. 
It is clear that nonrecurring events have an impact, with the spread between minimum 
and maximum times widening. Adverse weather is a good example of the effect a non-
recurrent event can have, especially during the peak period. Traffic incidents also have 
an effect on travel time reliability, as do special events and unusually high demand. The 
TTRMS helps indicate when, why, and by how much travel time will vary.

Figure ES.6 shows an example from a different data source (I-8 westbound in San 
Diego) of what to expect as an output from a TTRMS. The figure shows plots with the 
distribution of travel rates (seconds per mile) across a 3-month period under two iden-
tified operating conditions (uncongested and high recurrent congestion) and whether 
an incident is present. The distributions for this example are shown cumulatively (as a 
CDF); the location of each line shows how many travel rates are that value or shorter. 
For example, when traffic incidents occur during heavy (recurrent) congestion, one-
half (50%) of the travel rates are up to 65 s/mi. That is, 50% of the travel rates are 
either this long or shorter (smaller). The 90th percentile travel rate is 100 s/mi. Or put 
another way, nine of every 10 vehicles is traveling at that rate or faster. 

The value comes from comparing one distribution with another. For example, 
analysts can compare the distribution for high recurrent congestion with traffic inci-
dents with high recurrent congestion without incidents. Without incidents, 50% of the 
vehicles are traveling at approximately 55 s/mi instead of 65 s/mi—considerably faster. 
At the 90th percentile, the traveling difference is even more dramatic, being approxi-
mately 60 s/mi versus 100 s/mi. 

The cumulative density functions presented as an output of the TTRMS are the 
technical means by which many useful outcomes can be reached. Some examples 
include the following:

•	 Understanding the system. The TTRMS shows that the impact of incidents on 
travel rates is dramatic, particularly during periods when the facility is already 
congested due to normal traffic conditions (e.g., peak hour travel). This knowledge 
allows an agency to prioritize funding toward measuring and responding to the 
types of nonrecurrent events that most significantly affect that agency’s system.
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Figure ES.4. Illustration of variation in travel times by time of day across a year with nonrecurrent events excluded.

Figure ES.5. Variation in travel times by time of day across a year with nonrecurrent events included.
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•	 Communicating to the public. The TTRMS can be used to communicate travel 
times or ranges of travel times to the traveling public and to passenger and freight 
movers, both pretrip and en route. This allows the public to be informed and a 
partner in managing the demand on the system.

•	 Measuring the effects of actions. The TTRMS can be used to measure the effect 
of actions taken to improve reliability. The mitigating actions would be intended 
to cause the travel times (or travel rates) during incidents to get closer to those 
when there are no incidents. Moreover, after the mitigating actions are taken, the 
TTRMS would be able to show how reliability improved.

The Guide contains many examples of potential applications of the use of a 
TTRMS through a series of use cases. The use cases are organized around the various 
stakeholders who use or manage aspects of the surface transportation system, includ-
ing the following:

•	 Policy and planning support. Agency administrators and planners who have re-
sponsibility for and make capital investment decisions about the highway network;

•	 Overall highway system. Operators of the roadway system (supply), including 
its freeways, arterials, collectors, and local streets; and drivers of private autos, 
trucks, and transit vehicles (demand);

•	 Transit subsystem. Operators of transit systems that operate on the highway net-
work, primarily buses and light rail (supply) and riders (demand); and

Figure ES.6. How travel rates are affected by congestion and nonrecurring incidents.
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•	 Freight subsystem. Freight service suppliers (supply) and shippers and receivers 
that make use of those services (demand). 

IMPLEMENTATION

Much of the work of developing a TTRMS can be carried out by a team that includes 
people with expertise in database management, statistics, traffic detection technology, 
and traffic engineering. Executive-level guidance to the implementation team should 
answer the following questions:

•	 What is the desired geographical scope of the system?

•	 Are periodic reports (weekly, monthly, quarterly, or annual) sufficient or does the 
system need to be providing continuous real-time reporting capabilities?

•	 Is the reliability information primarily for the agency’s internal use or is the intent 
to provide information to the public in a way that will influence travel decisions?

•	 How much detail is required? Is it sufficient to have a generalized comparison of 
reliability on different routes or is it desirable to know about the reliability of in-
dividual trips on a specific highway segment? 

CONCLUSION

A TTRMS will help an agency understand the reliability performance of their systems 
and monitor how reliability improves over time. It will help an agency answer a variety 
of key questions, including the following:

•	 What is the extent of congestion within the system (in space and time)?

•	 What is the effect of nonrecurring events (i.e., the seven sources of unreliability) 
on the operation of the system?

•	 How are freeways and arterials performing relative to performance targets set by 
the agency?

•	 Are capacity investments and other improvements necessary given the current dis-
tribution of travel times?

•	 Are operational improvement actions and capacity investments improving the 
travel times and their reliability? 
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This guide describes how to develop and use a travel time reliability monitoring system 
(TTRMS). It explains why such a system is useful, how it helps agencies do a better job 
of managing network performance, and what a traffi c management center team must 
do to establish a TTRMS.

Travel time reliability is the absence of variability in the travel times. If a system 
is reliable, people can get to where they want to go, when they want to be there, all 
the time. For example, if a freeway is reliable, then its travel times are the same for 
the same condition, all year long. It is similar to a vehicle that always starts when the 
key is turned on. Of course, in reality no system or roadway is perfectly reliable, and 
unexpected events sometimes signifi cantly reduce the reliability of a system. These 
unexpected events are due to internal and external infl uencing factors like capacity 
reductions and traffi c control devices (internal) and weather, incidents, special events, 
work zones, and demand (external).

A TTRMS should be created because it provides features and capabilities that 
most transportation management centers (TMCs) lack. A TTRMS can help operating 
agencies monitor the performance of their system, understand the impacts of the vari-
ous infl uencing factors, provide credible information to system users about what travel 
time reliability to expect, and decide what actions to take to help improve reliability. 

Creating a TTRMS involves creating a new module that plugs into an existing 
TMC platform. The TTRMS relies on the TMC to gather sensor data, manage data 
processing and storage, and communicate the results of its fi ndings to the outside world. 
The TTRMS focuses on using the incoming sensor data, along with supplemental 

1
INTRODUCTION
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information about the influencing factors, to create a credible picture of how well the 
system is performing at the present time and in the past. 

The payoff is better reliability. The TTRMS will ensure that the TMC team knows 
how reliability will suffer if certain events take place. It will let them understand the 
impacts of weather, incidents, and special events. It will also help the TMC team man-
age the network’s reliability in real time by providing up-to-date information about 
how the variability in segment and route travel times is either increasing or decreasing 
in response to actions taken. 

It is clear that this variability exists. Figure 1.1 shows the various 5-minute travel 
times observed across 2011 for I-5 in San Diego, California. There are 72,000 data 
points plotted in the figure. It is easy to see that travel times vary widely during the 
p.m. peak:

•	 The variation is greater when congestion is higher (i.e., when the demand-to- 
capacity ratio is high).

•	 The variation is much lower off peak, especially at night and early in the morn-
ing, when congestion is low. There were impacts not only from congestion (which 
is internal to the system) but also from incidents, weather, special events, and 
 unusually high demand. 
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Figure 1.1. Five-minute average travel times on I-5 in San Diego.
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Figure 1.2 shows the four key information flow steps a TTRMS must execute to 
fulfill its purpose as a decision support tool. 

First, the TTRMS needs to effectively measure travel times. This is a complex 
technical topic due to the variability of traveler behavior and the plethora of different 
measurement sensors. Correctly measuring travel times along a given route requires a 
great deal of systems development effort and statistical knowledge. This guide serves 
as a primer on how to measure travel times effectively using available technologies and 
statistical techniques. Measuring an individual travel time is the foundational unit of 
analysis for reliability monitoring.

Second, the TTRMS needs to clearly characterize the reliability of a given system. 
This entails taking a set of measured travel times and assembling them into a statistical 
model of the behavior of a given segment or route. In this guide, regimes refer to the 
categories of conditions under which the segment, route, or network is operating at a 
given point in time (or from one time to another). The statistical paradigm outlined in 
this guide uses probability density functions (PDFs) to characterize the performance of 
a given segment or route, usually specific to a particular operating regime (a combina-
tion of congestion level and nonrecurring event). This guide gives specific advice on the 
statistical decisions required to effectively characterize the travel times. Characterizing 
the reliability of a segment or route is fundamental to making good decisions about 
how to improve the performance of that segment or route.

Third, the TTRMS should identify the sources of unreliability. Once the reliability 
of a segment or route has been characterized, transportation managers need to under-
stand what caused the unreliability (and how to improve it). This guide follows the 

Low High

Computation Engine

Figure 1.2. Information flow in a TTRMS.
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causal list used by the Federal Highway Administration to describe why congestion 
arises and breaks these sources into the seven major influencing factors (two internal 
and five external) shown in Figure 1.3. It discusses how to pull in data for these influ-
encing factors and effectively fuse them with travel time data. Identifying the travel 
times affected by these sources of congestion is required preparation for understanding 
system reliability.

Finally, the TTRMS should help operators understand the impact of these sources 
of unreliability on the system. This final step in turning raw data into actionable deci-
sions requires both quantitative and qualitative methodologies: operators need clear 
visualizations of data, as well as quantifications. This dual approach supports both 
data discovery and final decision making about a given route. Understanding reliabil-
ity is the key to good decision making about improving system reliability.

Once in place, a TTRMS that accurately and consistently executes these four steps 
becomes a powerful tool for traffic management. It is a tool that decision makers can 
use to understand how much of their delay is due to unreliability, and how to mitigate 
that delay. For example, should a freeway operator deploy more service patrol vehicles 
(to clear incidents more quickly) or focus efforts on coordinating special-event traffic 
(to reduce delay from stadium access)? A reliability monitoring system, as outlined in 
this guide, can tell an operator which of these activities is worth the investment and 
what the payoff will look like. Building this system will add a new, powerful, practical 
traffic management tool to the arsenal of system operators.

Figure 1.3. The seven major sources (also called factors) of nonrecurrent congestion.
Source: Strategic Highway Research Program 2.
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CONTEXT WITHIN STRATEGIC HIGHWAY RESEARCH PROGRAM 2

Reliability is one of the four focus areas of the Strategic Highway Research Program 
(SHRP) 2, authorized by Congress in 2006, and its purpose is to “reduce congestion 
and improve travel time reliability through incident management, response, and miti-
gation” (1). Four thematic groups have been established under this focus area: 

•	 Data, metrics, analysis, and decision support;

•	 Institutional change, human behavior, and resource needs;

•	 Incorporating reliability into planning, programming, and design; and

•	 Fostering innovation to improve travel time reliability.

The project under which this guide has been prepared is SHRP 2 Project L02. The 
project supports the first theme by providing guidance to operating agencies about 
how they can put better measurement methods into practice and understand the rela-
tionship that travel time reliability has to the seven major sources of nonrecurrent 
congestion (2):

•	 Traffic incidents;

•	 Weather;

•	 Work zones;

•	 Fluctuation in demand;

•	 Special events;

•	 Traffic control devices; and

•	 Inadequate base capacity. 

A key part of the delivery of travel time reliability to the traveling public is the 
presence of a TTRMS that can assist engineers, planners, managers, and policy makers 
in making sound traffic management decisions.

STRUCTURE OF THE GUIDE

The Guide follows the block diagram presented in Figure 1.4 to assist in describing 
the TTRMS. Each module is shown as a box, and the inputs and outputs are shown as 
circles. “Other Systems” refers to systems that monitor the influencing factors.

Five chapters define and describe the TTRMS:

•	 Chapter 1, Introduction, presents an overview of travel time reliability.

•	 Chapter 2, Data Collection and Management, discusses the types and application 
of various types of sensors, the management of data from those sensors, and the 
 integration of data from other systems that provide input on sources of  unreliability 
(e.g., weather, incidents). This represents the left side of the block diagram in Fig-
ure 1.4 and includes traffic sensors, other systems, and the data manager.
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Figure 1.4. Reliability monitoring system overview, with boxes for modules and circles 
for inputs and outputs.

•	 Chapter 3, Computational Methods, discusses how PDFs are derived from the 
various data sources. This represents the center part of Figure 1.4 and includes 
the process of generating travel time PDFs (TT-PDFs) that can be used to derive a 
variety of reports to users.

•	 Chapter 4, Applications, presents a discussion of potential use cases for a travel 
time monitoring system and illustrates its use with a series of real-world case 
studies.

•	 Chapter 5, Summary, illustrates the entire analytical process of a TTRMS. 

The Guide is supplemented by four appendices that provide additional detail to 
support the development and application of travel time monitoring systems:

•	 Appendix A, Monitoring System Architecture, provides supporting detail for 
Chapter 2 and presents examples of detailed data structures for the organization 
of various data sources.

•	 Appendix B, Methodological Details, provides supporting detail for Chapter 3 by 
presenting detailed discussions of the analytical methods that can be used to calcu-
late travel time reliability measures from a variety of input sources.

•	 Appendix C, Case Studies, provides supporting detail for Chapter 4 and offers 
detailed case studies that exercise various aspects of the Guide, including system 
architecture, analysis of recurrent and nonrecurrent sources of congestion, and the 
application of a variety of use cases.

•	 Appendix D, Use Case Analyses, illustrates the application of a variety of use cases 
for a TTRMS to provide further supporting detail for Chapter 4.
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HOW TO USE THE GUIDE

Agency staff can read this guide to understand what a TTRMS can do and what fea-
tures make the most sense for their own situation. For example, from which sources 
can an agency collect data? Which steps can an agency employ in processing data? 
What performance measures can an agency realistically calculate? How can informa-
tion be presented to various end users? This guide can be used as a starting point for 
agencies to review current practices, recent reliability research, and developing tech-
nologies with the aim of designing a system that meets each agency’s particular needs. 

The use cases and case studies presented in Chapter 4 helped guide the prepara-
tion of the module descriptions. Use cases are a formal systems engineering construct 
that transforms user needs into short, descriptive narratives that describe a system’s 
 behavior. Use cases capture a system’s behavioral requirements by detailing scenario-
driven threads through the functional requirements. The collective use cases define the 
monitoring system by capturing its functionalities and applications for various users. 
Each use case defines the purpose for the analysis, the steps the user must take to obtain 
the desired data, the results of the steps, the spatial aggregation used, and the travel 
time reliability measures that can be reported. The measures listed in these use cases are 
only examples and represent possible ways that reliability information can be conveyed.

Travel time monitoring increasingly incorporates a blend of infrastructure from 
the public and private sectors. As a result, some elements of travel time monitoring 
systems in current use have proprietary components. This guide is not intended to pro-
vide a bid-ready specification of all aspects of a travel time monitoring system, some 
aspects of which may be proprietary. Nevertheless, the reader will be able to  better 
understand the functional specification of such a system as defined by its required 
inputs and outputs.

WHAT IS TRAVEL TIME RELIABILITY?

While no consensus exists on the definition of travel time reliability, Elefteriadou and 
Ciu (3) provide a starting basis in their study of travel time reliability definitions. As 
they comment, Ebeling (4) provides a useful basic idea, defining reliability as “the 
probability that a component or system will perform a required function for a given 
period of time when used under stated operating conditions. It is the probability of a 
non-failure over time.” Reliability is thus slightly different from consistency, which has 
to do with the absence of variability. 

In a highway network context, a system is reliable (formally speaking) if each 
traveler or shipper experiences actual time of arrival (ATA) that match desired time of 
arrival (DTA) within some window, as shown in Figure 1.5. In some cases ATA and 
DTA are extremely important, depending on trip constraints and penalty at the desti-
nation. For example, a trip to catch a plane is more constrained than a trip to the store. 

If the ATA lies outside the DTA window, especially if the ATA occurs after the 
DTA, a reliable trip was not completed. That is, the transportation system is reliable, 
technically speaking, if the ATAs all lie within their DTA windows. Otherwise, the 
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system has failed. As Elefteriadou and Ciu (3) point out, such a definition of reliability 
becomes well-defined. 

In a general sense, the reliability of the system can be measured using utility theory, 
as described, for example, by Hansson (5). Utility (of the trip) is maximized if the 
ATA is inside the DTA window; conversely, disutility is greater if the ATA lies outside 
the DTA window. The aggregate disutility for all trips among all users is the “societal 
cost” of the system’s unreliability. The function that evaluates the disutility may be 
symmetric or asymmetric depending on the situation, as shown in Figure 1.6.  Truckers 
incur significant penalties if they are either late or early in delivering shipments to 
receivers. Individual travelers can be late for appointments or miss the opportunity 
to insert additional tasks like stopping for coffee or sleeping later if they are early.

If it were possible to observe all the trips on a given transportation system, and if 
all DTA windows for those trips were known, then the reliability of a given transpor-
tation system could actually be assessed. One could compute the percentage of ATAs 
that fall within their DTA windows. This would be a useful metric both for the entities 
making the trips and the organizations providing the service (e.g., the TMC or transit 
system operator). The aggregate disutility could also be computed by summing the 
disutility values for each trip. Obviously, this world does not exist.

What can be observed today, at least in part, are travel times on segments and 
routes in the network. For example, some TMCs can monitor probes (vehicles equipped 
with tags in areas that have toll roads) and others can generate speed distributions at 
specific point locations in the network where sensors (speed traps) are installed. As a 
result, the TMC can establish desired travel times or, better yet, desired travel rates 
(DTRs) in seconds per mile so that the length of the facilities does not interfere with 

Figure 1.5. Concepts of desired and actual times of arrival.
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performance levels to be achieved on the segments and routes, consistent with Ebeling 
(4). These DTRs can be dependent on the regime under which the system is operating 
(combination of the influencing factors), and they can be adjusted over time as net-
work conditions change (e.g., as demand grows or improvements are made).

If single-value measures seem easiest to master or communicate, the median travel 
rate is a good choice. If more complex and powerful tools are desired, travel rate PDFs 
(TR-PDFs) are a good choice. Research conducted for the development of this guide 
found that in general, travel times do not follow a normal (Gaussian or bell-shaped) 
statistical distribution. As a result, the median value (half above and half below) is 
generally a better measure of central tendency than the more familiar average (mean) 
value. Similarly, semivariance was found to be a better measure of variation than the 
standard deviation.

A segment or route is performing reliably if its actual travel rate (ATR) lies within 
the acceptable DTR window given the regime under which the segment or route is 
operating. The TMC team can monitor the number of segments or routes whose ATR 
lies within the DTR window; they can see how that number varies based on the net-
work, segment, or route operating conditions (e.g., an incident during high conges-
tion); and actions can be identified to increase the number of segments or routes whose 
ATRs are within their DTR windows.

This paradigm can also be extended to the system users. Trips can be considered 
successful if their ATR falls within an allowable DTR window based on the condi-
tions under which the trip was made. Reliability can be measured by the percentage of 
trips whose ATRs fall within the allowable DTR window. By extension, the aggregate 
disutility experienced by the travelers or shippers can be assessed, in principle, using 

Figure 1.6. Disutility function to characterize desired and actual times of arrival.
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disutility functions that compare the ATRs one at a time with their corresponding 
DTRs and then sum the results. 

Service providers want to see if different ways to operate the system would be 
likely to produce better alignment between the ATRs and DTRs (or if capacity invest-
ments are needed). Naturally, this decision making is aimed at variability reduction 
and shifts in the median values, either lower or higher, so that the requisite confidence 
interval objectives are met given the desired travel time windows. 

The decision making by the TMC team is similar to the mean–variance trade-off 
analyses so prevalent in financial planning; see, for example, Maginn et al. (6). In this 
instance, the trade-off is between minimizing the median travel times by, for example, 
building new network links or adding capacity to reduce the median travel rates, ver-
sus taking actions such as improving incident response or managing the impacts of 
weather better so that the variation in the travel rates is reduced (i.e., getting more 
ATRs within their DTR windows). 

SUPPLY-SIDE AND DEMAND-SIDE PERSPECTIVES

The concepts of supply side and demand side have some bearing on travel time reli-
ability. The supply side focuses on the TMC team and its interest in managing the seg-
ment-, route-, and network-level reliability so that performance goals are met. These 
goals are most likely predicated on simple metrics like the median travel rate rather 
than the distribution of individual vehicle travel times. In addition, consistency across 
time (in a longitudinal sense) is the primary concern: how does the team make sure 
that every a.m. peak has an adequate reliability performance?

The demand side focuses on individual travelers and the travel times they expe-
rience in making trips. Travelers’ decisions regarding modes, routes, and departure 
times are associated with their own sociodemographics and the context in which they 
travel. Observations of individual vehicle (trip) travel times are important, and the 
travel time density functions of interest pertain to travel times experienced by indi-
vidual travelers at specific points in time. That means the reported percentiles of those 
travel times (e.g., the 15th, 50th, and 85th percentiles) pertain to the travel times for 
those travelers.

When considering reliability it is important to understand the context of the 
analysis. Two analysts could think they are talking about the same reliability ideas. 
One, however, may be focused on the reliability of median travel times for the same 
5- minute time periods across a year (the duty cycle for the network), while the other is 
focused on the travel times experienced by individual vehicles in those same 5-minute 
periods across the year, or for a single 5-minute period (or an hour) for a given net-
work on the same day (the latter is more of a cross-sectional data analysis). Neither 
analyst has the right or wrong perspective; both are valuable. However, before they 
go too far in their discussion, they need to make sure they are both thinking about the 
problem in the same way or clarify that they understand how their perspectives are 
different and relate to one another.
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TRIP-MAKING CONCEPTS

Several trip-making concepts are important in understanding the material presented 
in this guide. The first and most important concept is that trips made by persons and 
packages are the fundamental events on which travel time reliability is focused. Per-
sonal travel time reliability has to do with individual person trips, and freight travel 
time reliability has to do with individual package shipments. 

The second concept is that travel times and trip times are different. A trip refers 
to an origin, a destination, and implicitly, a trip purpose. Trips can be chained trips 
involving intermediate stops, and thus trip times can be different from travel times. 
Trip times are the end-to-end times involved—from origin to destination—and allow 
for intermediate stops and side-trips. Travel times have such extra times removed and 
refer to the amount of time spent traveling. 

However, this distinction also pertains to observations of times for segments and 
routes. Trip time is the elapsed time between when one sensor identifies a vehicle and a 
second sensor at some other location identifies the same vehicle at a later time. Trip 
times can be travel times, but not necessarily. The trip time could include stops or 
detours, since the specific route of the vehicle between the two sensors might not be 
known. Travel time refers to the actual driving time between the sensors. Trip times 
need to be filtered in order to obtain accurate travel times.

The third concept is travel rate. This is travel time per unit distance, such as min-
utes per mile. Travel times help travelers understand how long it will take them to 
accomplish their trips and help system managers determine what travel times to dis-
play on variable message signs. In contrast, travel rates help system managers compare 
the performance of one segment with another so that strategies can be developed for 
making capital investments that help to improve the performance of the segments and 
the network as a whole. 

The fourth concept—an acceptance of the current technological frontier—is that 
individual person and package trips and travel times are difficult to observe. At present 
the best options available are automatic vehicle identification– and automatic vehicle 
location–based sensors. When those technologies become more prevalent, it will be 
easier to collect data on individual trips. 

The final concept is the acceptability of using aggregate measures as surrogates 
for the more detailed picture of individual trips. The aggregates are derived from the 
more detailed information (e.g., as in the average speeds provided by single-loop and 
double-loop detectors). Also, single-occupant vehicles are a significant portion of the 
traffic stream, especially during congested conditions, so insights about individual per-
son trips can be seen in the vehicle data.

The main point is that travel time reliability and the ideas about it presented in 
this guide are intended to address questions about individual person and package 
trips, even though surrogate data are used. This means the methodology is designed 
to provide insights about travel time reliability that might be experienced by persons 
and packages by extension of the insights derived from analyses of more aggregate 
measures.
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PROBABILITY DENSITY FUNCTIONS

Much of the material presented in this guide emphasizes the creation and analysis of 
PDFs to describe the distribution of travel times and travel rates and to compare the 
performance of one facility with another or one operating condition with another.

These distributions are often presented three ways. The first way is as a histogram, 
in which bar heights are used to represent the relative frequency with which specific 
conditions pertain. Figure 1.7 shows a histogram of travel times for I-8 in San Diego 
during the a.m. peak for various operating conditions: normal, when the system was 
affected by an incident, and when the system was affected by weather. No special 
events were observed in the selected data set. 

Figure 1.7. Travel time histogram for various event conditions.

)
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The second way in which these distributions are presented is via a PDF. Figure 1.8 
shows the corresponding PDFs for the three conditions. The PDF is a density function 
that is based on the values in the histograms. In the PDF, as in the histograms, one can 
clearly see that some travel times are more common than others and that the distribu-
tion of the travel times is different for the various operating conditions. Note that these 
histograms of San Diego data do not follow the familiar bell-shaped curve. The data 
have a significant skew even after they have been categorized.

The third way in which these distributions are presented is in a cumulative density 
function (CDF). The CDF is based on the PDF in that a value shown in the CDF at any 
point in the graph is the integral of the PDF up to that point (i.e., the area enclosed 
within the PDF above the horizontal axis). A property of the PDF is that its area 
sums to 1.0, which means the CDF ultimately rises to a maximum of 1.0. Figure 1.9 
shows the CDFs for the various regimes associated with the performance of I-5 in San 
Diego (the same facility illustrated in Figure 1.1). As with the PDF, one can clearly 

Figure 1.8. PDFs for various event conditions.
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Figure 1.9. CDFs under various regimes (operating conditions). Uncong = uncongested. 

see differences in the distribution of the travel rates (as compared with travel times) 
and that the distribution of rates varies among regimes. It is through the use of these 
tools—the histogram, PDF, and CDF—that the case studies and use cases reach conclu-
sions about the influence of various factors on the travel times and travel rates. 

The distributions can be, and often are, multimodal (in a statistical sense, meaning 
there is more than one point at which the PDF reaches a maximum). This can occur 
because the data may reflect more than one operating condition or regime across the 
span of time being studied or because users may have experienced different treatments 
during the analysis time frame. An illustration of the former arises when the average 
travel times for a given 5-minute time slice are studied across a year. It is likely that dif-
ferent operating conditions existed on different days (because of weather and incidents 
and different demand levels), so multimodality should be expected. An illustration of 
the latter situation occurs when travelers do not all experience the same control treat-
ment. For arterial networks, this could arise when some users are able to progress 
between traffic signals without stopping, but others are not. For freeway networks, it 
can be because some vehicles are delayed by ramp metering controls, but others are 
not; or when some vehicles experience delays from paying tolls (e.g., cash), but others 
do not (e.g., toll tags).
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Since the word mode is used in other ways in transportation, in this guide the 
word regime is used instead of mode to describe these various operating conditions 
(or subconditions). Moreover, common traffic engineering names (e.g., congested, 
uncongested, transition, incident, and weather) are used to describe these regimes. The 
regimes help enhance the quality of the PDFs. They keep the PDFs from being noisy, 
and they help maximize the incremental value derived from data acquired every day.

The last concept—and an important one—is that all the reliability metrics of inter-
est can be derived from these PDFs. The PDFs completely describe the travel times or 
travel rates (travel times per unit distance). Hence, the typical metrics of interest for 
characterizing reliability—planning index, buffer index, average, median, 95th per-
centile, or others—can be computed on the basis of the PDFs. As a result, these PDFs, 
supplemented by ancillary data about the environment (e.g., weather, incidents) that 
exists (or will exist) in the time frame of the analysis, represent sufficient information 
to answer the questions about measuring reliability.
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As a fi rst step in reliability monitoring data collection, agencies need to thoroughly 
evaluate the existing data sources in their region and determine how they can be lev-
eraged to support travel time computations. After this step, agencies can take appro-
priate measures to determine how these sources can be integrated into the reliability 
monitoring system and identify where existing infrastructure should be supplemented 
with additional sensors or data sources. 

The fi rst part of this chapter describes the potential sources for traffi c data that 
can support the computation of route-level travel times and the potential sources of 
nontraffi c data related to the sources of congestion.

Figure 2.1 summarizes the data fl ow from various data sources into route-level 
travel time probability density functions (TT-PDFs). This chapter discusses the traffi c 
data sources and data types shown in the two lower portions of the fi gure. The pro-
cessing steps for converting the various data sources into route-level TT-PDFs (upper 
portion of Figure 2.1) are presented in Chapter 3.

The two broad categories of traffi c data sources shown in Figure 2.1, infrastruc-
ture-based sources (devices mounted along the roadside) and vehicle-based sources, 
can be further separated into four categories of traffi c data sources:

1. Infrastructure-based detectors that can sense volume, occupancy, and other mea-
sures, but not speeds;

2. Infrastructure-based detectors that can sense speeds, as well as other measures;

3. Automated vehicle identifi cation (AVI) systems; and

4. Automated vehicle location (AVL) systems. 

2
DATA COLLECTION 
AND MANAGEMENT
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Public agencies typically own and operate the infrastructure-based detectors and 
the AVI systems (used for tolls), and private, third-party sources often own and oper-
ate the AVL systems (although transit agencies are increasingly using AVL systems). 
This chapter outlines the differences in capabilities between these traffic data collection 
types and discusses the benefits and drawbacks of available technologies. Figures 2.2 
and 2.3 show the categories and types of infrastructure-based and vehicle-based sen-
sors described in this chapter.

INFRASTRUCTURE-BASED SOURCES

Infrastructure-based detectors, which include loop and radar detectors, are already 
a common component of traffic management systems in many regions. Some can 
measure vehicle speeds directly, and others use postprocessing algorithms to estimate 
speeds based on counts and occupancy. The detectors that can directly measure speeds 
are more valuable. These sensors have a limited ability to monitor travel time reliabil-
ity. Although very prevalent, these technologies only provide data values at one fixed 
location along the roadway, which means they can only report spot speeds. Conse-
quently, they cannot directly inform on an individual vehicle’s route or time of travel 
between two points. As a result, the data they transmit require some processing and 
extrapolation before travel times can be calculated. This limitation also means that 
the accuracy of the travel time measures they produce is a function of how closely 
detectors are spaced along the roadway. If existing deployments have detectors spaced 

Figure 2.1. Data flow from various sources into route-level TT-PDFs. AVI = automatic vehicle identification 
and AVL = automatic vehicle location.
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Figure 2.2. Types of infrastructure-based data collection sources.

Figure 2.3. Types of vehicle-based data collection sources.
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at a frequency of one-half mile or less, they are suggested for inclusion in a reliability 
monitoring system. If detectors are placed less frequently on key routes, agencies may 
want to consider either installing more detectors or supplementing the existing detec-
tion with AVI sensors.

Data from infrastructure-based sources need to be reviewed for quality before 
calculating travel time reliability metrics. An example of this review is presented in 
Chapter 4 in the Northern Virginia case study, in which a process is illustrated for 
identifying detectors that are stuck or not collecting data for inductive loops and 
radar-based sensors. The Northern Virginia case study also describes challenges and 
mitigations for integrating the data feed from infrastructure-based detectors with a 
reliability monitoring system.

The following sections discuss technologies that are considered to be infrastruc-
ture-based sources. 

Loop Detectors
Loop detectors are located in-pavement on many roadway facilities. They have histori-
cally been the most common traffic monitoring tool due to their relatively low instal-
lation cost and high performance. Coverage, however, varies greatly among  cities and 
states. In many urban locations, they are common on freeway facilities. Many arterials 
also use loop detectors to control actuated and adaptive traffic signals. However, it 
should be noted that loop detectors used in traffic-responsive signal systems are usu-
ally not well adapted to providing the data required to support reliability monitoring. 
First, due to memory constraints in the traffic signal controller, data are usually not 
collected for each individual lane and are usually discarded rather than being sent 
to a control center for archiving and analysis. Even when data are sent to a control 
center, they are usually aggregated up to levels that are too high (e.g., hourly flow 
and occupancy values) to enable accurate travel time calculations. However, in some 
cases it will be possible for agencies to modify the existing signal system sensors to col-
lect additional data and transmit them to a centralized location to support reliability 
monitoring. 

Loop detectors typically measure traffic volumes and occupancies and send data 
to a centralized location every 20 to 60 seconds. From these data, spot speeds can be 
calculated with reasonable accuracy, at least in freeway applications, and can be used 
to extrapolate travel times. Loop detectors in a dual configuration can directly report 
speed values. However, loop detectors have two significant drawbacks: their intrusive 
installation and their significant maintenance requirements stemming from their vul-
nerability to damage or destruction. 

Wireless Magnetometer Detectors
Like loop detectors, wireless magnetometer detectors are located in the roadway sur-
face. However, wireless magnetometer detectors can be installed simply by drilling a 
hole into the pavement, eliminating the need for cutting pavement during installation 
and reducing maintenance requirements. These sensors use radio signals to communi-
cate with access points located on the roadside, usually on poles, preventing the need 
to hardwire a detector to a controller cabinet. Like loop detectors, they report volume 
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and occupancy data with a granularity that depends on the sensor’s setting. Sensors in 
a dual configuration can also directly report speed values. Because the data accuracy 
of wireless magnetometer detectors is similar to that of inductive loops (1), wireless 
magnetometer sensors are a good alternative to loop detectors for agencies that wish 
to install additional in-road infrastructure detectors. Recent developments have also 
adapted some wireless magnetometer detectors to reidentify vehicles at a second detec-
tor, giving them AVI capabilities that are described later in this chapter. 

Video Image Processors
Many agencies have begun installing video image processors, especially on  arterial 
facilities, as an alternative to loop detection. Video image processing can retrieve vol-
ume, occupancy, and speed data from cameras on the roadway. This technology usu-
ally requires users to manually set up detection zones on a computer that are in the 
field of view of each camera, meaning that it is important that the cameras not be 
moved and the detection zones be set up correctly. Some specialized systems can also 
reidentify vehicles detected at two cameras (2), giving them AVI capabilities (discussed 
below). This technology could be a viable method for travel time reliability monitoring 
for agencies that already have video cameras installed. Video-based detection generally 
works best in locations with relatively mild weather, as they are sensitive to challeng-
ing weather conditions such as snow, fog, or temperature change. 

Radar Detectors
To overcome the intrusive installation and maintenance of loop detectors, many re-
gions have deployed microwave radar detectors, which are placed overhead or road-
side and measure volume and speed data. One drawback to radar detectors is that they 
can lose their speed calibrations. Nevertheless, radar detectors are a viable option for 
agencies that want to increase the frequency of data collection infrastructure along a 
roadway without installing additional loop detectors. 

Other Infrastructure-Based Sources
Other overhead vehicle detection technologies have capabilities similar to those of 
microwave radar detectors. These can be considered on a site-specific basis or used for 
travel time reliability monitoring in locations where they have already been deployed. 
These technologies include passive infrared sensors, ultrasonic sensors, passive acous-
tic array sensors, and combinations of these technologies (2).

AUTOMATED VEHICLE IDENTIFICATION SOURCES

AVI data collection sources, which include Bluetooth readers and license plate readers 
(LPRs), detect a passing vehicle at one sensor and reidentify the vehicle at a second 
 sensor, allowing the vehicle’s trip time between two points to be directly computed. 
The drawback of AVI technologies is that although they provide the trip time between 
two points, they cannot identify the route taken by individual vehicles or whether 
the trip included any stops. Since there are often multiple ways to travel between two 
points, especially in urban areas, and since the travel time without stops is the value 
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of interest in reliability calculations, processing and filtering is required to ensure that 
reliability computations are based on representative travel times for a given route. 
Techniques to perform this data processing are described in Chapter 3, and an ex-
ample is illustrated in the Sacramento–Lake Tahoe, California, case study in Chapter 
4. Inaccuracies can also be reduced by deploying sensor readers at frequent intervals 
to decrease the likelihood that a vehicle took a different route than the one assumed in 
the computation. Appendix B provides guidance about sensor spacing and sampling. 
The technologies discussed below are sources for AVI trip time data.

Bluetooth
Bluetooth receiver technology has only recently been applied to traffic data collection, 
but appears promising for measuring trip times, especially on arterials. Bluetooth de-
tectors record the public media access control address of a driver’s mobile phone or 
other consumer electronic device as the vehicle passes a point. This recorded ID num-
ber (or a curtailed version of it, to reduce privacy concerns) can then be matched as 
the vehicle passes subsequent detectors, allowing travel times between points to be cal-
culated. Some vendors are also developing Wi-Fi detectors based on similar principles.

This technology is advantageous in that it is accurate, low cost, and portable. A 
drawback, however, is that only a small percentage of drivers have Bluetooth-enabled 
devices in their vehicles; estimates range from 5% in the Washington, D.C., metro-
politan area to 1% outside Indianapolis (3, 4). Still, it can be assumed that these per-
centages will grow as commercial Bluetooth applications, particularly smartphones, 
become more prevalent, making Bluetooth an important data collection alternative for 
future projects. 

Several issues with Bluetooth measurements need to be accounted for in the data 
filtration process. First, Bluetooth readers frequently record the same wireless network 
ID more than once as a vehicle passes, especially when vehicles are traveling slowly. 
These duplicate addresses have to be removed to avoid counting a vehicle’s travel time 
more than once. Second, Bluetooth readers have a wide detection range that could col-
lect travel times that do not reflect actual conditions. For example, a Bluetooth sensor 
station on a freeway might detect a vehicle waiting in a queue on an entrance ramp, 
thus generating a travel time that is not representative of mainline freeway traffic 
flow. These unrepresentative trip times have to be filtered out during data processing. 
Additionally, on arterial streets, Bluetooth readers report trip times from nonvehicular 
modes like walking or cycling; these times have to be removed in the data cleaning 
process.

License Plate Readers
LPRs employ cameras that capture a digital image of a vehicle’s license plate and use 
optical character recognition to read the plate number. Although primarily used for 
toll enforcement, LPR can also be used to calculate trip times for vehicles that pass by 
two or more cameras. LPR has been used by the Florida Department of Transporta-
tion (DOT) to distribute travel times to changeable message signs in various Florida 
cities and has also been used on the Arizona SR-68 work zone project near the Hoover 
Dam (5).
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The advantage of LPR is that it can collect trip time samples from vehicles without 
requiring the presence of any specific device within the vehicle. However, this method 
has several drawbacks. It is not well suited for data collection on high-speed freeways. 
Plate matching is not always accurate, especially during adverse weather conditions 
(6). The equipment needed is costly, and there are privacy concerns that come with 
tracking a vehicle by its license plate number. 

The FHWA Travel Time Data Collection Handbook includes the following guide-
lines for using LPR (6):

•	 Place cameras at midroute checkpoints such as major interchanges, intersections, 
jurisdictional boundaries, and transition points between different roadway cross 
sections or land uses with the following spacing (which can vary depending on the 
roadway network and the desired detail of study):

 — Freeways and expressways, high access frequency: 1 to 3 mi;

 — Freeways and expressways, low access frequency: 3 to 5 mi;

 — Arterial streets, high cross-street frequency: 0.5 to 1 mi; and

 — Arterial streets, low cross-street frequency: 1 to 2 mi.

•	 Fifty license plate matches is the target sample size for a given roadway segment 
and time period to accurately represent travel time variability. The percentage of 
successful matches is about 5% to 20% in a given period. 

Because of LPR’s accuracy issues and high cost, it is recommended that only those 
locations that have already installed LPR infrastructure use it as a primary method of 
data collection for reliability monitoring. 

Radio-Frequency Identification
Radio-frequency identification (RFID) technology is employed in electronic toll collec-
tion and can be used to reidentify vehicles for travel time purposes. RFID is embedded 
in toll tags such as E-ZPass on the East Coast and FasTrak in the San  Francisco Bay 
Area, California. More than 20 states have locations that use RFID toll tags, including 
some that have collected travel time data from their systems, such as the San Francisco 
Bay Area; New York and New Jersey; Houston, Texas; and Orlando, Florida (7, 8). 
The iFlorida toll tag travel time project found that toll tag penetration is high in urban 
areas with toll roads, but much lower in other areas. This means that this data collec-
tion option is best suited for urban areas with a high toll tag saturation rate. The study 
found comparable rates of saturation between urban freeways and urban arterials; 
however, the percentage of vehicles that could be reidentified at a second sensor was 
lower for arterials because more vehicles enter and exit the facility between sensor 
stations. As a result, in Orlando, toll tag readers usually only generated between 10 
and 20 travel time estimates per hour (8). Agencies should thoroughly evaluate their 
regional saturation rate of RFID toll tags to determine whether this technology can 
supply the number of travel time samples needed to robustly estimate reliability mea-
sures over time. 
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RFID is an alternative for areas that do not have electronic toll collection if agen-
cies distribute RFID tags to volunteer drivers. This was done in San Antonio, Texas, 
as part of the TransGuide traffic monitoring program, where 30,000 tags were dis-
tributed in the first 10 months of operation (9). To increase the number of RFID tags 
in the regional vehicle fleet, FHWA’s Travel Time Data Collection Handbook suggests 
offering the following incentives:

•	 Priority passage through toll facilities;

•	 Priority passage through weigh and inspection stations (for trucks);

•	 Ability to receive in-vehicle travel information;

•	 Free electronic tag;

•	 Voucher for merchandise or fuel;

•	 Registration for roadside maintenance service; and

•	 Some type of user incentive payment. 

Aside from sample size concerns, privacy issues are raised because RFID trans-
mits data that identifies an individual vehicle. Therefore, if RFID is used to collect 
travel times, the system will need to encrypt data to remove personal information. The 
iFlorida deployment does this by sending the DOT database an encrypted hash that 
represents the toll tag number, rather than the actual toll tag number itself. 

Vehicle Signature Matching 
Vehicle signature matching refers to methods that match the unique magnetic signa-
ture of a vehicle as it passes over a detector to the same signature from an upstream 
detector. Single-loop, double-loop, and wireless magnetometer detectors all have this 
capability. Although loops are not capable of matching every vehicle, research and 
testing of this method have shown that it can match enough vehicles to provide accu-
rate travel time distributions for both freeways and arterials (10).

One advantage of vehicle signature matching is that it can use existing detectors in 
new ways that improve travel time data accuracy. For arterials, it is advantageous over 
traditional detector data because it estimates travel times without the need for signal 
phase information. It also offers an additional benefit over other AVI technologies in 
that it avoids potential privacy concerns through anonymity. This technology has only 
seen limited use in practice thus far, with projects in a few locations in California, but 
it appears promising for measuring travel times on both freeways and arterials (10).

AUTOMATED VEHICLE LOCATION SOURCES

AVL refers to technologies that track a vehicle along its entire path of travel. These 
methods provide the most accurate and direct measurements of travel times, but they 
have not yet seen deployment sufficient to provide reliable data on a regional scale. 
This situation will change as more vehicles become equipped with AVL technologies 
and agencies become more accustomed to using them for real-time data collection. An 
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example of using AVL equipment to analyze transit performance is illustrated in the 
San Diego, California, case study in Chapter 4. 

Global Positioning Satellite
Any vehicle equipped with a global positioning satellite (GPS) receiver can be tracked 
along its path of travel to calculate route-based travel times and other traffic data. GPS 
technology is well suited for accurate travel time calculations because it can pinpoint a 
car’s location within a few meters and its speed within 3 mph (11).

GPS has traditionally been used to calculate travel times through test probe vehi-
cles equipped with GPS receivers. The value of these data is limited because of the 
small number of test probe vehicles typically deployed, and the method does not pro-
vide real-time data on a permanent basis. However, even in a more advanced system 
that monitors all GPS-equipped vehicles in real time, the low market penetration rate 
of GPS technology will be a constraint on the ability to accurately represent travel time 
variations. However, it can be reasonably assumed that more vehicles and devices will 
have GPS capabilities in the future.

GPS is also used by many transit agencies to monitor bus locations and schedule 
adherence in real time. Another alternative for agencies that wish to monitor reliability 
is to use equipped buses as travel time probes. By identifying and separating out bus-
specific activities, such as dwell times and different acceleration rates, arterial travel 
times can be estimated from bus AVL data (12). 

Connected Vehicle
The connected vehicle research program, sponsored by the U.S. Department of Trans-
portation (DOT), is focused on leveraging wireless technology to allow vehicles and 
roadway facilities to communicate with one another with the aim of improving safety, 
monitoring conditions, and providing traveler information (13). The majority of con-
nected vehicle research will be completed by 2013. Although the full scope of the 
contributions that the research will make to reliability monitoring efforts is as yet 
unknown, it seems that connected vehicle technologies could provide a rich source of 
travel time information, because the vehicle-to-infrastructure communication channels 
implemented through the connected vehicle program could be used to send collected 
vehicle-specific location data to a central data server for travel time processing. 

Cellular Networks
Cellular telephone networks provide cell phone coverage to travelers by shifting the 
signal to different base stations during travel; this process generates tracking data that 
can be used to calculate travel times. The precision of location data increases with 
the number of cellular towers for which a phone is in range. In urban areas, location 
 accuracy can be within a hundred feet (14), which in some cases is too large to assign 
vehicles to a specific link, especially in dense urban networks. In rural areas, location 
accuracy can be off by more than a mile, which would negate the value of travel times 
estimated in this manner. To obtain cellular travel times for reliability monitoring, 
agencies would either have to partner with cell phone companies or buy data from a 
third-party provider. 
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PRIVATE SECTOR–BASED SOURCES

Interview results from this project established that many public transportation agen-
cies are interested in obtaining data from private sources in order to save time and 
money on data collection and processing. Although these private sources can provide 
data for facilities that are otherwise unmonitored (such as arterials), the lack of trans-
parency in their proprietary methods of data collection could present challenges for 
agencies seeking to monitor reliability.

The data disseminated by these sources vary. In most cases, the commercial offer-
ings provide a speed range (i.e., 30 to 40 mph) for stretches of roadway defined by 
traffic message channel IDs. These data are, by their very nature, opaque to agencies. 
For example, it is not clear from the data where on that stretch of roadway the speeds 
were observed, or when during the time period they were observed. More importantly, 
little information is given on the methods used to calculate the speeds. For example, 
the speeds may have been calculated from multiple GPS probe readings on the road-
way, and thus be highly accurate, or they may have been interpolated entirely from 
historical data because no real-time samples were collected during the time period.

Transportation Data
Private source firms collect data from a variety of sources, including GPS probes, road 
sensors, toll tags, and cell phones. Many of these firms also collect incident and event 
data. Typically, the business model of these firms revolves largely around the traveler 
information market, and they sell data to public agencies as a sideline to their core 
business. As a result, the data largely reflect the needs of traveler information systems 
and not performance measurement.

The simplest data these firms collect are from fixed roadway sensors. These are 
largely the result of a series of public–private partnerships, stretching back to the mid 
1990s, in which firms were allowed to install and maintain fixed detectors on public 
roadways, usually in exchange for an exclusive concession to sell the traffic data to 
another market, such as the local media market. Typically, these data are available to 
the public agency as part of the concession. In some cases, the agency might procure 
these data, or additional rights to data they already receive (e.g., as part of a new travel 
time reliability system).

Increasingly, private firms are collecting probe data. Probe data have historically 
been the purview of freight companies, which were the only firms that had the neces-
sary cost incentives to equip their vehicles with GPS. For example, freight companies 
can rent or purchase tracking devices to place on vehicles and pay a flat communica-
tion fee to receive web access and real-time alerts on vehicle locations. Thus, the first 
data sources for private providers were primarily freight carriers. However, in a world 
of cheaper GPS and ubiquitous smartphones, this situation is rapidly changing. An 
estimated 51% of drivers have smartphones, many of whom use the devices’ GPS 
capabilities in-vehicle for navigation assistance (15). Firms are increasingly acquiring 
data directly from consumers as part of the growing personal navigation market. As a 
consequence, the size and diversity of the probe data sets are exploding.
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Data Transparency
Although some providers may supply metadata on the data quality (e.g., a ranking 
scale), the methods for quality assessment remain opaque. For the most part, these 
limitations are inherent to the business model of the data provider. Private source data 
providers tend to base their competitive advantage on their network of data sources 
and data fusion methodologies. Because of this, they are unlikely to reveal the underly-
ing sources and methodologies to the agencies that may wish to know.

This opacity must be considered by agencies interested in using private source data 
to produce or supplement reliability information. Generally speaking, an agency must 
ask itself two questions:

•	 Can we perform the necessary (travel time reliability) calculations with this form 
of data?

•	 Do we believe that the data are sufficiently accurate? 

If the answer to both questions is yes, then the black box approach to data acqui-
sition may be entirely appropriate for a given agency. The questions generally must 
be answered on an application-by-application basis. For example, to answer the first 
question, an agency might attempt to build travel time distributions out of data binned 
by speed to examine if these simplified distributions were adequate to its needs. To 
answer the second question, an agency could purchase a data sample from a firm and 
independently test its accuracy.

DATA MANAGEMENT FOR RECURRING CONDITIONS

Travel time reliability is often monitored through a combination of real-time and off-
line systems. Offline, regimes are developed that characterize the manner in which seg-
ments and routes operate. In real time, tests are performed to determine what regime 
is operative for a segment or route at any given point in time and what regimes are 
likely to be operative in the short-term future. The regimes are described by PDFs that 
portray the distribution of travel times likely to be experienced by travelers.

The best database design for this type of situation is a data warehouse model in 
which data are stored in the database in a nonnormalized format at multiple levels of 
aggregation and imputation. This technique ensures that the system can support report 
generation at several levels of temporal and geographic granularity. 

A data warehouse is a type of relational database that is composed of two-
dimensional storage elements (tables). Each table has fields (columns) and records 
(rows). Tables relate to one another through common fields. An example relation-
ship between tables in a travel time database is shown in Table 2.1. The top table of 
Table 2.1 contains background information on routes in the system, and the bottom 
table contains 5-minute travel times. The two tables relate to one another through 
the Route ID field.
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Five types of tables are commonly used in reliability monitoring systems: 

1. Configuration information. This is information that is not in real time and does 
not change in the field. Examples of configuration information include the defi-
nitions of the routes for which reliability will be monitored and the locations of 
detectors and sensors on freeways and arterials. 

2. Raw data. These data are directly received by devices in the field and are not pro-
cessed in any significant way. The form of the raw data is dependent on the sensor 
technology; for example, data from loop detectors contain different fields from 
data from a GPS device. As a result, different raw data tables are needed for each 
of the four data sources: infrastructure-based detectors that can sense volume, 
occu pancy, and other measures, but not speeds; infrastructure-based detectors that 
can sense speeds, as well as other measures; AVI; and AVL. Examples of these are 
included in Appendix A.

3. Travel time information by sensor type. Because the computational process for 
deriving travel time information from the raw data is dependent on the technology 
used in data collection, different database tables are needed to store the travel time 
information derived from the different source types. Where routes are monitored 
by multiple technologies, data from the different sources can be fused to improve 
the travel time information. In these cases, a final database table is needed to 
store the fused travel time data, which ultimately are used to update the travel time 
density functions and regimes and facilitate the reliability computations.

4. Travel time density functions. These density functions are derived offline from the 
travel times kept in the data tables described above. They are commonly separated 
by segment and route regimes that have been identified by the travel time reliabil-
ity monitoring methodology described in Chapter 3.

5. Reliability summaries. These tables contain information that portrays the manner 
in which segments, routes, and special areas have been operating in specific spatial 
and temporal time frames. 

TABLE 2.1. EXAMPLE DATABASE TABLE RELATIONSHIP
Route ID Route Name Length (mi)

009 Golden Gate Bridge to Bay Bridge 6

020 Walnut Creek to Oakland Coliseum 15

116 Downtown Berkeley to Rockridge 6

Time ID Route ID Travel Time (min) Operative Regime

11/25/200917:00:00 009 25 1

11/25/200917:00:00 020 32 3

11/25/200917:00:00 116 15 2
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Database design usually takes the form of a schema that formally describes the 
database structure, including the tables, their relationships, and constraints on data 
value types and lengths. Appendix A presents sample tables that can store information 
generated during all steps of the reliability monitoring computation process, from the 
raw data to the travel time density functions and reliability metrics. The exact tables, 
fields, and relationships are flexible to the needs of the agency, the data available, and 
the desired reporting capabilities. 

DATA MANAGEMENT FOR NONRECURRING EVENTS

Additional information beyond the already-discussed traffic data is required to under-
stand the impact of nonrecurring events on travel time reliability. The primary non-
recurring events that affect reliability are incidents, weather, construction, and special 
events. The ability of agencies to collect data on these events, and the types of data 
they can collect, will vary between locations. Because of this variation, the discussion 
in this section is meant to be flexible, so that agencies can tailor recommendations to 
fit the data that they have at their disposal. 

Data Characterization
The four major sources of nonrecurrent congestion (incidents, weather, construction, 
and special events) are described below.

Transportation Incidents
Traffic incidents can reduce available roadway capacity. Incidents include accidents, 
vehicle disablements, debris on the roadway, and vehicle abandonments. Higher fre-
quency of incidents on specific roadway segments is typically associated with greater 
travel time variability. There are many viable sources for collecting incident data. Most 
state (and some local) emergency response agencies use computer-aided dispatch sys-
tems to respond to incidents; these systems have feeds that can be used by transporta-
tion agencies. The benefit of this data source is that it is in real time, but the drawback 
is that the data have not been cleaned (e.g., locations may not be clearly specified and 
durations may be inaccurate). Many state DOTs have databases with cleaned-up inci-
dent records for state highways (e.g., the Caltrans Accident Surveillance and Analysis 
System) for the purpose of performing detailed analyses. These sources can also be 
 leveraged for reliability monitoring. Another potential source for incident data is the 
local traffic management center, where operators usually enter incident information 
into their management software. Finally, private sources such as Traffic.com often col-
lect incident data at a high level of specificity from various sources, including video, 
mobile (patrol) units, and emergency communication frequencies. Although many 
 potential sources for incident data exist, these data are often incomplete, many times 
lacking severity indicators, clearance times, and exact incident locations. 

The following variables can be used to relate traffic incidents with travel time vari-
ability: location, date, type, starting time and duration, full time to clearance, severity, 
and lanes affected.
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Transit incidents, such as bus collisions or disablements, can disrupt the opera-
tions of a transit system and cause major delays. Such incidents are increasingly being 
detected by the AVL systems used by transit agencies.

Weather 
Severe weather events include rain, snow, extreme temperatures, strong winds, blow-
ing dust, and wildfires. Adverse weather typically results in lower vehicular speeds and 
higher incident frequencies, increasing travel time variability. One source for weather 
data is existing weather stations operated by various governmental organizations or 
research bodies. The most accurate sources of weather information are the Automated 
Surface Observing System and Automated Weather Observing System stations main-
tained and used for real-time airport operations by the Federal Aviation Administra-
tion. Another good source is an online interface from the National Climatic Data 
 Center of the National Oceanic and Atmospheric Administration, which provides 
hourly, daily, and monthly weather summaries for 1,600 U.S. locations. For moun-
tainous rural areas, the major sources of weather-related delay are closures and chain-
control stations. These data are frequently available from rural traffic management 
centers, although collecting feeds of such data is rare and problematic. One of the 
richer sources of this data may be highway advisory radio networks, which broadcast 
closure and chain-control locations and are frequently available via statewide feed. 
Any weather data obtained from sources not directly on a monitored route will have 
to be associated with nearby routes in the system. 

Another option for collecting weather data is to install environmental sensor sta-
tions at key roadway locations. Many states have used these to build road weather 
information systems that archive weather data and use them in roadway-related deci-
sion making. 

The following variables can be used to relate weather to travel time variability: 
air temperature, type of precipitation, amount of precipitation, visibility, wind speed, 
pavement temperature, and surface condition.

Transit agencies can use similar methods to monitor weather conditions and 
develop operational plans to help them deal with potential disruptions in service 
and variability in travel times during a variety of adverse weather events.

As of this writing, the process for connecting weather data to travel time monitor-
ing systems is largely manual. Examples from the San Diego and Atlanta, Georgia, 
case studies are presented in Chapter 4.

Work Zones
Work zones typically reduce the capacity of roadways, increase driver distractions, 
increase incident frequency, and cause major delays in the transportation network. 
They are typically associated with higher travel time variability. There are a few dif-
ferent sources of information for construction-related lane closures. Many states have 
lane-closure systems that serve as a communication interface between contractors and 
state agencies to facilitate lane-closure management. This data source can be obtained 
in real time. Private sources are another option; for example, Traffic.com reports both 
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scheduled and unscheduled construction events. Another option is to manually obtain 
construction-related information from changeable message sign logs or feeds.

The following variables can be used to relate work zones to travel time variability: 
start time and duration, start and end locations, and lanes affected.

Special Events
Because there are no standardized, centralized sources for special event data, this in-
formation frequently must be collected by individuals rather than by systems. One 
option is to manually review calendars for major event venues near a route. Another 
option is to obtain event data from TMCs, many of which collect event logs to know 
when and where to activate event-based signal-timing plans. 

The following variables can be used to relate special events to travel time  variability: 
location, routes affected, duration, type of event, and attendance.

Data Storage
The data storage regime for nonrecurring events is dependent on exactly which vari-
ables are collected, and at what granularity. The spatial and temporal resolution of 
nonrecurring events data is an important consideration that affects the strength of the 
relationships developed with travel time variability. Data on nonrecurring events, to 
some degree, need to be aggregated to the same temporal and spatial resolution, in 
that all the data must be spatially collected by route and temporally collected for each 
day in the analysis period. Collecting data on some of the sources at higher spatial and 
temporal resolutions would lead to more accurate analysis. 

The case studies and use case analyses (Chapter 4) suggest that a granularity of 
5 minutes is sufficient to link the effects of nonrecurring events like weather to their 
travel time impacts. Granularities greater than 15 minutes are too coarse. Finer granu-
larities, such as 1 minute or 30 seconds, are helpful but not necessary. The data on 
nonrecurrent events do not need to be stored in the same tables as the route travel 
times, as the analysis to link travel time variability with its causes is typically a manual 
exercise. Thus, the database for nonrecurring events can be uniquely designed to store 
the data that each agency is able to collect. Examples of typical data tables are pro-
vided in Appendix A.

The most useful way to store event data is in separate files tailored to the event 
type and in which beginning and ending times can be recorded along with descriptive 
information. Time of event data are needed because events have no specific synchro-
nization with traffic sampling intervals and should not be forced to be synchronous. 
Moreover, events can have temporal and spatial impacts outside the bounds of their 
duration and physical location. For example, as the Lake Tahoe analyses show, the 
effects of heavy snowstorms extended well beyond the time when the snow stopped 
falling. In Sacramento, accidents on intersecting freeways, near the interchanges with 
the subject facility, affected the travel times observed. 

An important corollary to this is that queries seeking explanatory information for 
high travel rates or times at a specific location and time must look outside the bounds 
of that location and time. For example, although the weather data may indicate that 
the weather event is over, the query must seek causal explanations from earlier weather 
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events. Similarly, although there may be no event at the location being examined, the 
query must look for events on intersecting facilities, as well as downstream of the loca-
tion being examined. 

A significant and unfortunate issue is that event data frequently lack quality infor-
mation about duration. Moreover, the end of the interval during which an incident has 
an impact on travel times tends to be larger than the duration of the incident event 
itself; that is, increased travel times persist for some time after an incident has been 
recorded as having concluded. 

A final note is that AVI and AVL data show travel time (and rate) transients with a 
granularity dictated by the frequency with which such observations are obtained. The 
case studies and use cases tend to suggest that with today’s penetration rate for such 
devices, keeping all the raw data makes sense (sanitized to protect privacy). Summariz-
ing the data based on some granularity (e.g., 5 minutes) has no value and can obscure 
useful information about travel time and travel rate transients. 

SUMMARY

The final database design for a reliability monitoring system must reflect the technolo-
gies used to collect data and the processes used to derive travel time estimates from the 
raw data. In general, four types of tables are needed to fully describe the monitoring 
system and its outputs. Configuration tables are needed to define the routes and route 
segments for which travel times are to be computed, including their starting and end-
ing point, the location of their detectors, and the type of detection. Raw data tables are 
needed to store the unaltered inputs from the various detection types. Travel time tables 
are needed to store the representative travel times calculated for each route segment, 
time period, and detection type, as well as the intermediary information generated dur-
ing the computation. Finally, reliability tables can be used to store high-level monthly, 
quarterly, and yearly summaries of reliability statistics for individual routes or higher 
spatial aggregations. One-way (irreversible) encryption can be applied to protect the 
privacy of personally identifiable information such as license plate numbers.

REFERENCES

1.  California Center for Innovative Transportation. Evaluation of Wireless Traffic 
Sensors by Sensys Networks, Inc. University of California, Berkeley, October 2006.

2.  Klein, L., M. Mills, and D. Gibson. Traffic Detector Handbook: Third Edition—
Volume 1. Report No. FHWA-HRT-06-108. Turner–Fairbank Highway Research 
Center, Federal Highway Administration, McLean, Va., Oct. 2006. 

3.  Venere, E. Method Uses ‘Bluetooth’ to Track Travel Time for Vehicles, Pedestrians. 
Purdue University News, May 27, 2008. 

4.  Traffax, Inc. http://www.traffaxinc.com. Accessed Oct. 16, 2009.

5.  PBS&J. License Plate Reader Operations. Florida Department of Transportation, 
Tallahassee, 2006.



43

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

6.  Texas Transportation Institute. Travel Time Data Collection Handbook. Report 
FHWA-PL-98-035. Federal Highway Administration, Washington, D.C., 1998.

7.  Dahlgren, J., and J. Wright. Using Vehicles Equipped with Toll Tags As Probes for 
Providing Travel Times. California Partners for Advanced Transit and Highways, 
Berkeley, 2001.

8.  Haas, R., M. Carter, E. Perry, J. Trombly, E. Bedsole, and R. Margiotta.  iFlorida 
Model Deployment Final Evaluation Report. FHWA Report No FHWA-
HOP-08-050. Federal Highway Administration, Washington, D.C., 2009. 

9.  Riley, J. D. Evaluation of Travel Time Estimates Derived from Automatic Vehicle 
Identification Tags in San Antonio, TX. MS thesis. Virginia Polytechnic Institute 
and State University, Blacksburg, 1999.

10.  Kavaler, R., K. Kwong, R. Rajagopal, and P. Varaiya. Arterial Travel Time Estima-
tion Based on Vehicle Re-Identification Using Wireless Magnetic Sensors. Transpor-
tation Research Part C: Emerging Technologies, Vol. 17, No. 6, 2009, pp. 586–606.

11.  New Research Project Captures Traffic Data Using GPS-Enabled Cell Phones. 
University of California, Berkeley. Feb. 10, 2008. http://www.physorg.com/
news121845452.html. Accessed Oct. 19, 2009.

12.  Berkow, M., J. Chee, R. Bertini, and C. Monsere. Transit Performance Measure-
ment and Arterial Travel Time Estimation Using Archived AVL Data. Presented at 
ITE District 6 Annual Meeting, Portland, Ore., 2007. 

13.  Research and Innovative Technology Administration. Achieving the Vision: From 
VII to Intellidrive. http://www.its.dot.gov/press/2010/vii2intellidrive.htm. Accessed 
Sept. 2, 2012.

14.  Wunnava, S., K. Yen, T. Babij, R. Zavaleta, R. Romero, and C. Archilla. Travel 
Time Estimation Using Cell Phones (TTECP) for Highways and Roadways. Florida 
Department of Transportation, Tallahassee, 2007.

15.  J.D. Power and Associates. Smartphone Ownership Drives Increased Vehicle 
 Owner Interest in Communication- and Connectivity-Related Features. Press 
release. http://businesscenter.jdpower.com/news/pressrelease.aspx?ID=2010095. 
Accessed Sept. 2, 2012.





45

3
COMPUTATIONAL METHODS

The computational methods used by a travel time reliability monitoring system 
(TTRMS) need to be designed to generate information about the ways in which travel 
times and rates vary during system operation and the reasons why these variations 
occur. Ultimately, system managers want to use the TTRMS to improve the reliability 
of the system and to convey its current and projected performance to the people who 
use the system. 

This guide presents ways to create the travel time probability density functions 
(TT-PDFs) and travel rate PDFs (TR-PDFs) experienced by network segments and 
routes, as well as tools that show how these PDFs are affected by infl uencing factors 
that are internal and external to the system. 

A TTRMS can be thought of as comprising three parts. The fi rst part is a travel 
time processing unit that takes the raw data outlined in Chapter 2, cleans it, fi lls in 
gaps, estimates errors, and produces the travel times on which the PDFs are based. The 
second part is a data processing unit that takes these travel times and creates the PDFs 
that characterize the performance of the system under various operating conditions. 
The third part is an analysis tool that sees how the various infl uencing factors, both 
internal and external, affect the reliability performance of the system. 

The seven major subsections of this chapter describe the TTRMS:

•	 Network concepts: how the TTRMS represents travel times.

•	 Trip-making concepts: how the TTRMS represents trip travel times.

•	 Operating conditions and regimes: how the impacts of infl uencing factors are 
studied.
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•	 Imputation: how the TTRMS should impute estimates for missing or invalid data.

•	 Segment travel time calculations: the steps and computations that transform raw 
sensor data into observations of segment travel times.

•	 Route travel time computations: how travel times are assembled into PDFs for 
segments and routes.

•	 Influencing factor analysis: how a TTRMS can be used to examine the influence on 
reliability of various causal factors, both internal and external. 

As discussed in Chapter 1, both operators (the supply side) and travelers (the 
demand side) must be considered when describing a TTRMS. Operators and  managers 
want to minimize variability in the travel times so that network performance is con-
sistent. They want to find ways to reduce this variability when it is unreasonably high. 
Travelers want to make trips that avoid highly variable travel times so they can get to 
their destinations on time. They want to make astute route and departure time decisions. 

In all instances, the fundamental unit of observation is travel times and rates for 
individual vehicles (or people or packages) making trips across the network. These 
are the entities that are moving. These are the raw data on which the TTRMS is 
based. Either the TTRMS receives these raw data directly from automated vehicle 
identification (AVI)– and automated vehicle location (AVL)–equipped vehicles, or it 
receives them implicitly through average speeds and travel times provided by single- 
and  double-loop detectors or third-party data sources (e.g., traffic management center 
segment travel times). 

Some of these raw data are eventually archived for future use in developing the 
PDFs for analyses of the past. In the case studies presented in Chapter 4, all the data 
have been kept, even the individual AVI and AVL vehicle records, to support method-
ological development across the project. But for operating agencies, this is unlikely to 
be a suitable practice, especially for AVI and AVL data, because of privacy issues and 
the large amounts of storage required. It will be sufficient to keep PDFs that describe 
the system performance under various conditions, along with samplings of the AVI 
and AVL data (scrubbed so identities are removed) and the system detector data (as is 
the current practice). The sufficiency test is this: Are the data being kept sufficient to 
develop any PDFs that are likely to be of interest in comparing past performance with 
the current status quo?

For both the present and the past, the raw data are summarized into PDFs that 
look at trends across time for the same time period (e.g., the same 5-minute periods 
on weekdays across the year) or across vehicles at the same point in time (using cross-
sectional data) to look at variations in the trip times or rates for travelers who are all 
making the same trip at the same time, or traversing the same parts of the network at 
the same point in time.

Longitudinal PDFs are often used by system operators to understand how travel 
time variability is affected by internal and external influencing factors such as conges-
tion (internal) and weather, incidents, and special events (external). Cross-sectional 
PDFs are used by travelers to understand how long it will take them to make a trip at 
a particular point in time and the probability that they will arrive on time.
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NETWORK CONCEPTS

The first task in establishing a TTRMS is to define a network topology that can be used 
to study the system’s travel time variability. Notions of monuments, passage times, seg-
ments, and routes need to be created. These four concepts are discussed below.

Monuments
The first concept is a monument, which is similar conceptually to the monuments 
used by land surveyors. It is a reference point (node) to and from which travel times 
are measured. As illustrated in Figure 3.1, although monuments could be placed at 
the ends of the physical links (i.e., in the middle of intersections or interchanges), the 
findings from this study suggest this is not wise; the travel times become ambiguous 
because turning movements confound the observations. Placing the monuments at 
the midpoints of the physical links removes this confusion by ensuring that the cor-
rect turning movement delay is included in each monument-to-monument travel time. 
This is clearly important for arterials, but it is also important for freeways. Ramp 
movements can have different travel times (e.g., direct ramp or loop ramp, as well as 
any traffic control on the ramp, such as a signal, which is sometimes the case in Los 
Angeles, California). 

The monuments need to be linked to locations that the traffic management center 
uses to monitor the system, such as the locations of system detectors on both the free-
way and arterial networks. This positioning minimizes the database management tasks 
involved in keeping track of where the monuments are located. Monuments can also 
be linked to the location of toll tag readers and AVI sensors. They should not be placed 
at locations where standing queues occur.

Figure 3.1. Monument placement on roadway segments and intersections.
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Passage Times
The second concept is a passage time, which indicates when a vehicle has passed a 
given monument. When the monument is at the location of a detector (e.g., a loop in 
the pavement or an AVI reader), the passage time is the instant at which the vehicle 
crosses the detector. In the case of an AVI reader used for collecting tolls, it is the time 
when the toll is collected. In the case of AVI sensors that may identify the tag more 
than one time when the vehicle is passing the sensor, it should be the time when the 
vehicle is closest to the sensor. For Bluetooth sensors, the response with the greatest 
signal strength should be used, or an interpolation of the response pulses to identify 
this location, or the mean of the strongest responses. For AVL vehicles, as is the case 
for some AVL applications, it should be the time when the vehicle passes the monu-
ment location based on comparing the latitude and longitude of the vehicle with the 
latitude and longitude of the monument. 

Segments
The third concept is a segment, which is a path between two monuments. In some 
cases there will be only one segment between the monuments. In other cases there may 
be two or more. It is these segments for which the travel times ought to be monitored 
and estimated. The segments can be, and should be, related to the physical network. A 
good option is to map them to demarcations of the network used for other purposes 
(e.g., traffic management center segments, which are explained later in this chapter). It 
is the segment for which PDFs are estimated.

Figure 3.2 shows examples of segments that tie the midpoint of a north–south link 
south of an intersection to the midpoint of an east–west link to the east of the intersec-
tion. The northbound-to-eastbound segment connecting the monuments on these two 
links represents the northbound right turn at the intersection. The segment in the other 
direction represents the westbound left turn. 

Routes
The fourth concept is routes, which are sequences of segments. Routes are defined by 
the sequence of segments, and thus monuments, through which they pass; routes with 
the same origin and destination are unique unless they go through the same segments 
in the same order. Figure 3.3 shows an example of two routes. 

TRIP-MAKING CONCEPTS

For system operators, monitoring the performance of segments and routes is likely to 
be sufficient unless reliability goals and objectives are established for specific sets of 
users (i.e., travelers or shippers). For travelers and shippers, however, additional trip-
making concepts are needed to appropriately analyze the raw data. These additional 
concepts include the travelers who are of interest, the geographic definitions of the 
origins and destinations, the routes and segments involved, and the conditions under 
which the trips were made.
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Figure 3.2. Turning segments connecting monuments.

M

M

Figure 3.3. Two routes passing through segments from origin (O) to destination (D).
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Users 
In this context, users are people (or packages) making trips across the network. (They 
may also be users of the TTRMS, but that definition of user is not considered here.) 
Users can be organized into groups with the same or similar trip-making behavior. An 
example would be commuters making weekday trips from Zone A to Zone B. Another 
example would be vehicles traveling from a residential zone to the airport. The analyst 
needs to determine how similar these users need to be for them to be classified as a 
single group, or how heterogeneous they can be without undermining the usefulness 
of the travel time reliability information.

Route Bundles
Route bundles are sets of two or more routes, as shown in Figure 3.4. The routes in a 
bundle can 

•	 Have the same monument pair as the start and end points (a set of different paths 
for the same point-to-point pair), as shown in Figure 3.4b; 

•	 Be for slightly different monument pairs, as in Figure 3.4a; for example, a route 
bundle may be all the routes leading from the monuments in one zone (e.g., a ZIP 
code or traffic analysis zone) to all the monuments in another zone; or 

•	 Have origin and destination monuments that are the same (Figure 3.4b). 

The majority of the intervening segment sequences might be largely the same (one 
general route) or varied (several general routes). Hence, the bundles arise because 
(a) there are many routes, (b) there are many originating or terminating monuments, 
or (c) both situations exist simultaneously.

Figure 3.4. Two types of route bundles: (a) the routes are for slightly different monu-
ment pairs and (b) the routes have the same origin and destination monuments.

(a)

(b)
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Markets
A market is formed by a set of users in combination with a route bundle. An example 
would be commuters who have toll tag–equipped vehicles (user group) who travel in 
the morning (time period) from a suburban area to a downtown destination (using a 
specific route bundle).

OPERATING CONDITIONS AND REGIMES

Operating condition concepts form the basis for describing regimes, which are the 
categories of conditions under which the segment, route, or network is operating at a 
given point in time. They also serve as the basis by which the operation at a given point 
in time can be classified. Ultimately, it is for these conditions that the PDFs are devel-
oped and via these conditions that the operation is understood (i.e., its variability) and 
for which actions are taken to improve reliability. 

Operating Conditions

Congestion Conditions
It is useful to categorize 5-minute time periods on the basis of the level of congestion 
(demand-to-capacity ratio) that would normally be occurring at that point in time. For 
example, the time from 7:55 to 8:00 on weekdays that are workdays (not holidays) 
might be classified as high congestion if it were a 5-minute time period that would 
normally be experiencing high congestion during the a.m. peak. It is well recognized 
that the level of congestion affects the variability of travel times, and a categorization 
scheme that codifies that effect is helpful.

Four common categories for congestion conditions are uncongested, low, moder-
ate, and high. Other analysts might find it helpful to use additional categories. It is 
not necessary to apply all of these categories to every segment or route. Uncongested 
is defined as meaning that the vehicle interactions do not have a perceptible impact 
on the distribution of the vehicle travel times. Travelers are able to use their desired 
speeds. Low means there is some evidence of increased variability in the travel times 
(more than would arise under uncongested conditions), and the vehicle interactions 
interfere with the ability of travelers to move at their desired speeds, but not so much 
as to create queues. Moderate means that the demand-to-capacity ratio is sufficiently 
high to create short-term queuing (i.e., queues form and dissipate quickly). High means 
that there are sustained queues caused by demand in excess of capacity that are only 
cleared when the demand-to-capacity ratio again diminishes, and the system is able to 
catch up.

Nonrecurring Events
After considering congestion conditions, the second dimension for categorizing system 
behavior is based on the nonrecurring events that occur, including “none” or “normal 
operations.” These designations are intended to be consistent with FHWA descriptions 
of sources of congestion. The research team was able to identify the impacts of inci-
dents, weather, special events, traffic control devices, and unusually high demand. The 
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impacts of “insufficient base capacity” are captured by the nominal congestion condi-
tion categories described above (i.e., situations in which the demand-to-capacity ratio 
is high enough that sustained queuing occurs). The high-demand category is equivalent 
to “fluctuations in demand.” Work zones were not present in any of the networks for 
which analyses were conducted, but it is clear from the congestion-related analyses 
that they would affect reliability. 

Regimes
Regimes are the resulting categories of conditions under which the segment, route, or 
network is operating at a given point in time (or from one time to another). It is ef-
fectively the loading condition on the system. It is helpful to define these regimes on 
the basis of combinations of the congestion condition that would normally be occur-
ring, which reflects the demand-to-capacity condition that would nominally arise at 
that point in time, as well as the nonrecurring event (if any) that was occurring at that 
point in time. 

Table 3.1, which illustrates how the regimes were used, shows the amount of 
variability experienced during a year categorized according to these regimes for three 
routes in San Diego, California, that were examined in one of the use cases. The par-
ticulars are not important here, only the illustration of the regimes. Note that for the 
I-5 route, 50% of the extra time attributable to variable travel times is attributable to 
periods of high congestion when no nonrecurring event has arisen. High congestion 
under periods of higher-than-normal demand accounts for another 13%, and non-
recurring weather and incident events account for 8% and 16%, respectively. On the 
basis of these regimes, analysts can identify times and conditions for which mitigating 
actions would be appropriate (including adding more capacity or altering the use of 
traffic control devices) to reduce the amount of extra travel time created by the vari-
ability in the travel times.

TABLE 3.1. ANNUAL VARIABILITY CATEGORIZED BY REGIME 

Route Condition
Normal
(%)

Demand
(%)

Weather
(%)

Special 
Events
(%)

Incidents
(%)

Total
(%)

Facility 
Total
(%)

I-5 Uncongested 8 1 1 0 1 11 100

High 50 13 8 3 16 89

SR-15 Uncongested 4 0 0 0 0 4 100

Low 4 0 0 0 0 5

Moderate 7 0 0 0 0 8

High 35 17 6 6 19 83

SR-163 Uncongested 4 0 0 0 0 4 100

Moderate 12 1 1 2 3 19

High 35 19 5 4 14 77
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Readers should recognize that the right set of regimes for a given segment, route, 
or system will be site specific. Care should be taken in identifying these regimes so 
that they represent the smallest set of categories that clearly describe how the system 
operates and performs. The incentive for using fewer (rather than more) categories is 
to place the data into groups of sufficient size that meaningful PDFs can be developed 
that describe the system’s operation under that condition (regime). It is also important 
that these regimes be the system states that are most critical to study, manage, and 
improve from the operating agency’s perspective. The ones that are important are 
likely to evolve over time as agencies correct problems and develop more insight into 
travel time reliability. Similar to the development of signal timing plans, the conditions 
that are the most important to monitor will be determined over time by the system 
manager.

Sample Space
The sample space (observation set, observation time frame, sample frame) is the set of 
raw data that pertains to each context for which a PDF is being developed (a regime 
or some other basis). A simple example would be the observations that pertain to the 
high-congestion normal regime. Another example, which is not a regime, is observa-
tions of travel times (or rates) between two points in time for some nonrecurring con-
dition (e.g., between 7:00 and 9:00 a.m. on weekdays that are workdays when it was 
snowing). This latter sample frame is very logical, but it is not necessarily a regime. 
The time frame of 7:00 to 9:00 a.m. is likely to be one across which the nominal level 
of congestion varies considerably, and the nonrecurring condition of snowing is a spe-
cific instance of a weather condition. The analyst could develop and study PDFs for 
this condition to see how they indicate system performance (variability in the travel 
times) is different for this situation than it is for others (e.g., high congestion without a 
nonrecurring event). The sample space for this particular condition would be observa-
tions of travel times (or rates) that occurred during this time frame when it was snow-
ing. The main point is that it is always important to understand what data were used 
to conduct the analysis so that the findings are correctly understood and interpreted in 
a manner consistent with the data used in the analysis.

IMPUTATION

For a TTRMS to function effectively, it needs complete information about the travel 
times and rates for all segments in the network. Missing data make it impossible to 
both analyze current (and past performance) and to develop projections of future con-
ditions. This section provides guidance about how best to deal with situations in which 
field data are missing.

Imputation for Infrastructure-Based Sensors 
The most prevalent type of roadway data comes from point sensors, such as loop 
and radar detectors. Although these data sources provide valuable information about 
roadway performance, they have two main drawbacks: detectors frequently malfunc-
tion and they only provide data in a temporal dimension (speeds at a point, or their 
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inverse, spot rates). Travel times require data over spatial segments. The first issue is 
best dealt with through an imputation process, which fills in data holes left by bad 
detectors. 

Rigorous imputation is a two-step process. First, the system needs to systemati-
cally determine which detectors are malfunctioning. Second, the data from the broken 
detectors must be discarded and the remaining holes filled in with imputed values. 

Imputation Concept
Once the system has classified infrastructure-based detectors as good or bad, it must 
remove the data transmitted by the bad detectors so that invalid travel times are not 
incorporated into the reliability computations. However, removing bad data points 
will leave routes and facilities with incomplete data sets for time periods when one or 
more detectors were malfunctioning. Since travel time computations for infrastructure-
based sensors rely on the aggregation and extrapolation of values from every detector 
on the route, travel time computations for a route would be compromised each time 
a detector failed (which, given the nature of detectors, will occur frequently). For this 
reason, imputation is required to fill in the data holes and thus enable the calculation 
of travel times and variability. Figure 3.5 shows the high-level concept of imputation.

From a data management perspective, agencies are advised to store and archive the 
raw data and the imputed data in parallel, rather than discarding the raw data sent by 
detectors diagnosed as bad. This ensures that when imputation methods change, the 
data can be reimputed as necessary. It also gives system users the ability to skeptically 
examine the results of imputation. 

When imputation is needed for infrastructure-based data, it must begin at the 
detector level. The strength of an imputation regime is determined by the quality and 
quantity of data available for imputation use. The best imputations are derived from 
local data, such as from neighboring sensors or historical patterns observed when 
the detector was working. Modest imputations can also be performed in areas that 
have good global information by forming general regional relationships between 
detectors in different lanes and configurations. It is important to have an imputation 
regime that makes it possible to impute data for any broken detector, regardless of its 

Figure 3.5. Imputation of traffic data.
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characteristics. The best practice is to implement a series of imputation methods in 
the order of the accuracy of their estimates. In other words, when the best imputation 
method is not possible for a certain detector and time period, the next-best approach 
can be attempted. This method ensures that imputation will be possible for detectors 
that cannot support the best or most rigorous methods. 

The following imputation methods are recommended for use, in the order given, 
to fill in data holes for bad detectors (1). The first two methods use real-time data, and 
the third and fourth methods rely on historically archived values. 

Linear Regression from Neighbors Based on Local Coefficients
This imputation method is the most accurate due to the fact that there are high cor-
relations between occupancies and volumes of detectors in adjacent locations. Infra-
structure-based detectors can be considered neighbors if they are in the same location 
in different lanes or if they are in adjacent locations upstream or downstream of the 
bad detector. In this approach, an offline regression analysis is used to continuously 
determine the relationship between each pair of neighbors in the system. The depen-
dent variable is the flow or occupancy at a detector (when the detector is good), and 
the independent variables are the flow or occupancy at adjacent detectors. When a 
detector is broken, its flow and occupancy values can be determined by using the 
estimated regression parameters. The regression equations can take the form given in 
Equations 3.1 and 3.2 as follows:

 qi(t) = a0(i,j) + a1(i,j)  qj(t) (3.1)

 ki(t) = b0(i,j) + b1(i,j)  kj(t) (3.2)

where
 (i, j) =  a pair of detectors;
 q  =  flow;
 k  =  occupancy;
 t  =  a specified time period (e.g., 5 minutes); and
 a0 , a1 , b0 , b1 =  parameters estimated between each pair of loops using 5 days of 

historical data. 

The parameters represented by a and b can be determined for any pair of loops 
that report data to a historical database. 

Linear Regression from Neighbors Based on Global Coefficients 
This imputation method is similar to the first method, but it is needed because there 
are some loops that never report data because they are always broken. This makes 
it impossible to compute local regression coefficients for them. For these loops, it is 
possible to generate a set of global parameters that expresses the relationship between 
pairs of loops in different configurations. The configurations refer to location on the 
freeway and lane number. The linear model is developed for each possible combination 
of configurations and takes the form given in Equations 3.3 and 3.4:
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 qi(t) = a0
*(d,li,lj) + a1

*(d,li,lj)qj(t) (3.3)

 ki(t) = b0
*(d,li,lj) + b1

*(d,li,lj)kj(t) (3.4)

where
 δ =  0 if i and j are in the same location, 1 otherwise;
 li =  lane number of Detector i; and
 lj =  lane number of Detector j.

The terms are derived using locally available data for each of the different configu-
rations. Figure 3.6 shows an example of this type of imputation routine.

Imputing Based on Temporal Medians
The two linear regression methods described above cannot be applied during time 
 periods when adjacent detectors are not reporting data (e.g., when there is a wide-
spread communication outage). In this case, temporal medians can be used as imputed 
values. Temporal medians can be determined by examining the data samples trans-
mitted by that detector for the same day of the week and time of day over the previous 
10 weeks. The imputed value is then taken as the median of those historical values. 
Note that if a large number of samples must be imputed using temporal medians then 
assessing travel time variability may be difficult.

Imputing Based on Cluster Medians
This is the imputation method of last resort for those detectors and time periods to 
which none of the other three methods can be applied. A cluster is defined as a group 
of detectors that have the same macroscopic flow and occupancy patterns over the 
course of a typical week, such as all of the detectors that monitor a freeway into 

Figure 3.6. Imputation routine example using locally available data for each of the 
 different configurations.
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the downtown area of a city. These detectors would have comparable macroscopic 
 patterns in that the a.m. and p.m. peak data would be similar across detectors due to 
commuting traffic. Clusters can be defined within each region. For each detector in 
the cluster, the joint vector of aggregate hourly flow and occupancy values can be as-
sembled, and from this the median time-of-day and day-of-the-week profile for each 
cluster can be calculated. 

Once values have been imputed for all broken detectors, the data set within the 
system will be complete, albeit composed of both raw data and imputed values. It 
is important that the quantity and quality of imputed data be tracked. That is, the 
database should store statistics on what percentage of the data behind a travel time 
estimate (and thus a travel time reliability measure) is imputed and what methods were 
used to impute it. This allows analysts to make subjective judgments on what percent-
age of good raw data must underlie a measure in order for it to be usable in analysis. 

Imputation for Vehicle-Based Sensors 
Vehicle-based sensors are fundamentally different from point sensors. They provide 
observations of travel times across distances—not spot rates—so they are true indi-
cations of the time required to travel from one monument to another. They are also 
observations of individual vehicle travel times—not averages or aggregates—so they 
provide a picture of the distribution of the travel times, as well. 

The critical quality control issue with vehicle-based sensor data is filtering out 
unrepresentative travel times collected from travelers who make a stop or take a dif-
ferent route. This section describes methods for identifying malfunctioning AVI sen-
sors and imputing data when sensors malfunction or an insufficient number of vehicle 
samples are obtained in a given time period. Generating estimates of the average or 
median travel times is emphasized, as opposed to imputing the entire distribution, but 
the latter is briefly addressed as well.

Identifying Malfunctioning AVI Sensors
There are two scenarios in which an AVI sensor might not transmit any data: the 
sensor is broken, or no vehicle equipped for sampling passed during the desired time 
period. Implementing a method for distinguishing these two cases is necessary so that 
malfunctioning sensors can be detected and fixed. A simple method is to flag a sensor 
as broken if it does not report any samples throughout a single day.

Travel times from AVI sensors are based on differences in time stamps for vehicles 
passing two AVI detectors. The system computes travel times for segments defined by 
two sensors positioned at the segment’s beginning and ending points. For example, 
Sensors A and B define Segment A–B. The number of vehicles measured at each sensor 
can be written as nA and nB, respectively, and the number of matched vehicles over Seg-
ment A–B as nA–B. Equation 3.5 shows the general rule:

 nA–B ≤  min (nA, nB) (3.5)

If either sensor is broken or there is little to no traffic equipped for sampling, then 
nA ≈ 0 or nB ≈ 0, and therefore nA–B ≈ 0. 
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There are three scenarios for which a vehicle-based sensor pair would report no 
travel time data:

1. Either Sensor A or Sensor B, or both, are malfunctioning.

2. No equipped vehicles passed Sensor A or Sensor B during the time period.

3. No vehicle was matched between Sensors A and B during the time period. 

For the calculation of travel times, the consequences of a malfunctioning sensor 
and few-to-no equipped vehicles at the sensor are identical: there are not enough data 
points to calculate the travel time summary statistics for the segment during the time 
period. 

Similar to the individual sensor malfunction test, a segment can be considered to 
be broken on day d if its sensors do not report any samples throughout the day. This 
missing data case is straightforward to detect. It is more difficult to handle the case in 
which there are too few data points to construct meaningful travel time trends. For 
example, if only one data point per hour is observed over a 24-hour period, detailed 
5-minute or hourly travel time trends cannot be recovered. Such data sparseness is 
expected during the night when traffic volumes are actually low, and it does not cause 
problems during these free-flow periods. But such data sparseness is not acceptable 
during peak hours in urban areas, and the system should employ a test for data sparse-
ness. Segment A–B can be considered to have sparse data on day d if the total number 
of samples throughout the day is less than a specified threshold (e.g., 200 samples 
per day). 

This approach looks at an entire day of data to determine where sensors are  broken 
and data are sparse. More-granular approaches are also possible, such as running the 
above test for individual hourly periods. However, more-granular tests would have 
to use varying thresholds based on the time of day and day of the week to fit varying 
demand patterns. 

Imputing Travel Times for Missing or Bad Vehicle-Based Sensor Data
The fact that vehicles can be traced from one AVI sensor to another provides addi-
tional ways to impute travel times not available for infrastructure-based sensors. If 
vehicle-based Sensor B is broken, it may no longer be possible to measure travel times 
from Segments A to B or B to C, but it is still possible to measure travel times from 
Segments A to C. Thus, with vehicle-based sensors, malfunctions affect the spatial 
granularity of reported travel times, but not their accuracy. 

The idea of super segments is the best way to impute travel times (and travel 
time distributions) for segments whose endpoint detector is malfunctioning. Figure 3.7 
illustrates this idea. If AVI Detector B is broken, the super Segment A–C provides a 
way to impute vehicle travel times for both Segments A–B and B–C. 

When all three detectors are working properly, regression equations can be devel-
oped that predict the travel times for Segment A–B and Segment B–C based on the 
travel time for Segment A–C. When Detector B is malfunctioning, these equations 
can be used to impute individual vehicle travel times (or the average or some other 
percentile value such as the median) based on the travel time observations between 
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Figure 3.7. Super segment examples.

Segments A and C. The same idea applies to Segments B–C and C–D if Detector C 
is malfunctioning; however, there are only two super segments that could be used to 
impute the missing values (i.e., super Segments A–D and B–D). The super segment that 
is the best predictor of the travel times on the subject segment (which might be either 
Segment B–C or Segment C–D) should be used to impute the missing travel times. 

Where infrastructure-based detection is present, one can use the point speeds (spot 
rates) from those sensors to adjust or cross check the imputed distribution of travel 
times. Equations (e.g., regression) can also be developed to use the system detector 
data directly to do this, and infrastructure-based point speeds can be used directly to 
estimate average travel times for the subject segments. 

A temporal median approach, equivalent to the one described above for infra-
structure-based imputation, can also be used. A temporal median is the median of the 
historical, nonimputed route travel time values reported for that segment for the same 
day of week and time of day over the most recent 10 weeks. As a general rule, if more 
than 50% of the data are imputed, the results can have questionable validity.

SEGMENT TRAVEL TIME CALCULATIONS

Ultimately, a TTRMS needs to have segment travel times, and from the segment travel 
times, route travel times. Moreover, these travel times are needed both on a longitu-
dinal basis (for the same points in time each day across months, seasons, and years) 
and on a cross-sectional basis (for multiple vehicles, or perhaps even multiple seg-
ments and routes at the same point in time). This section describes how to develop the 
segment travel times. 

Infrastructure-Based Sensors
Infrastructure-based sensors typically collect observations at a single location in the 
network. Examples are single- and double-loop detectors, radar detectors, and video 
detectors. The sensors all see individual vehicle inputs, but they report only sums (vol-
umes) and averages (e.g., average occupancies and speeds). Perhaps in the future these 
devices will report other statistics for the observed inputs (perhaps even a PDF), but 
that capability does not exist today.
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Estimating Spot (Time-Mean) Speeds for Single-Loop Detectors
In the case of many point sensors, the speeds are directly observed and averages of 
those speeds are periodically reported by the device. But in some cases, the speeds are 
not directly observed and must be estimated. This is typically the case for single-loop 
detectors. 

Estimation of the average speed is done by using a g-factor, which uses an assumed 
average vehicle length to estimate the average speed value from the flow and occu-
pancy data by using Equation 3.6:

 


g
speed

flow
occupancy

1
=   (3.6)

Here, (1/g) is the average effective vehicle length, which is equal to the sum of the 
actual vehicle length and the width of the loop detector. At a given loop, the average 
vehicle length will vary by time of day and day of the week due to truck traffic pat-
terns. For example, trucks make up a larger percentage of traffic in the early morning 
or midday hours in urban regions, but automobile traffic dominates during commute 
hours. Vehicle length is also dependent on the lane of the loop; loops in the rightmost 
lanes will typically have longer lengths than those in the left lanes because trucks 
usually travel in the right lanes. Despite this variability, most agencies use a constant 
g-factor that is applied across all loops and all time periods in a region. Analysis of this 
approach has shown that it can introduce errors of up to 50% into speed estimates (2). 
Since average travel time computations require the aggregation and extrapolation of 
multiple loop detector speed estimates, this potential error rate has ramifications for 
the reliability of calculated average travel times. Agencies are advised to implement 
methods that account for the time- and location-dependency of the g-factor. 

The g-factors can be estimated for each time of day and individual detector using 
a week’s worth of detector data. By manipulating the above equation to make speed 
the known variable and the g-factor the unknown variable, g-factors can be estimated 
for all free-flow time periods. Free-flow conditions can be identified in the data as time 
periods when occupancy falls below 15%. For these conditions, free-flow speeds can 
be approximated on the basis, ideally, of speed data obtained from the field for differ-
ent lanes and facility types. An example of speeds by facility type, lane, and number of 
lanes derived from double-loop detectors in the San Francisco Bay Area, California, is 
shown in Table 3.2. 
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Using the assumed free-flow speeds, g-factors can be calculated for all free-flow 
time periods according to Equation 3.7:

 g t
k t T

q t
Vfree( ) ( )

( )=
∗

×  (3.7)

where
 g(t) =  g-factor at time of day t (a 5-minute period),
 k(t) =  observed occupancy at t,
 q(t) =  observed flow at t,
 T =  duration of time period (e.g., 5 minutes), and
 Vfree =  assumed average free-flow velocity. 

Applying this equation to the data transmitted by a loop detector over a typical 
week yields a number of g-factor estimates at various hours of the day for each day of 
the week, which can be formed into a scatterplot of g-factor versus time. To obtain a 
complete set of g-factors for each 5-minute period of each day of the week, the scat-
terplot data points can be fitted with a regression curve, resulting in a function that 
gives a complete set of g-factors for each loop detector. An example of this analysis is 
shown in Figure 3.8. 

The dots in Figure 3.8 represent g-factors directly estimated during free-flow con-
ditions, and the line shows the smooth regression curve (3). The 5-minute g-factors 
from the regression function can be stored in a database for each loop detector and 
used in real time to estimate speeds from flow and occupancy values. Figure 3.9 shows 
an example of the g-factor functions for the detector in the leftmost lane (Lane 1) and 
the rightmost lane (Lane 5) of a freeway in Oakland, California. As is evident from the 
plot, the g-factors in the left lane are relatively stable over each time of day and day of 
the week, but the g-factors in the right lane vary widely as a function of time. 

TABLE 3.2. EXAMPLE OF MEASURED SPEEDS, BY LANE, IN THE SAN FRANCISCO BAY AREA

Type
No. of 
Lanes

Lane

1 2 3 4 5 6 7

HOV 1 65

HOV 2 65 65

ML 1 65

ML 2 71.2 65.1

ML 3 71.9 69.7 62.7

ML 4 74.8 70.9 67.4 62.8

ML 5 76.5 74.0 72.0 69.2 64.5

ML 6 76.5 74.0 72.0 69.2 64.5 64.5

ML 7 76.5 74.0 72.0 69.2 64.5 64.5 64.5
Note: HOV = high-occupancy vehicle; ML = managed lane.
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Figure 3.8. Example of 5-minute g-factor estimates at a detector.

Figure 3.9. Example estimates of g-factors at a detector on I-880 northbound in 
 Oakland.
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These g-factors should be updated periodically to account for seasonal variations 
in vehicle lengths or changes to truck traffic patterns. It is recommended that new 
g-factors be generated at least every 3 months. 

Estimating Segment Travel Times from Average Speeds
Traffic monitoring systems typically assign short segments of the highway network to 
each point sensor. These segments can be the segments by which travel time reliability 
is monitored, or aggregations of these short segments may form the TTRMS segments. 
The sensor-related segments often extend from midway to the upstream detector to 
midway to the downstream detector. This practice is illustrated in Figure 3.10, in which 
the segments assigned to 10 point sensors are shown. As can be seen, this midpoint-to-
midpoint designation is common. However, there are exceptions, such as in the case 
of the detector highlighted in the middle of the figure by red triangles. At this location 
the entire six-lane section is assigned to that detector. Another exception is illustrated 
by the first detector to the right of Milepost 7.12. This detector is at the eastern end 
of the six-lane section, but the entire six-lane section is assigned to it. This discussion 
focuses on how to develop average travel times for these point sensor–linked segments.

For these infrastructure-based detectors, the process of calculating segment aver-
age travel times from raw data requires estimating spot speeds from the raw data and 
transforming these speed estimates into segment travel times. Almost all estimation 
methodologies today compute mean speeds by dividing the sum of the speed observa-
tions by the number of data points observed. This value is then inverted to obtain the 
average travel rate (spot rate) at that location of the sensor; and that rate is multiplied 
by the segment length to obtain an estimate of the travel time for the segment. A short-
coming of this technique is that it misses the effects of bottlenecks or other influencing 
factors, such as on-ramps, that produce nuances in the travel speed across the segment. 

Median travel rate is actually a more useful and stable statistic, although it is not 
often employed. It is less sensitive to the impacts of outliers. The analyst can diminish 
the impact of outliers by removing them, but this can make it more difficult to fully 
capture the impacts of incidents and other disruptive events. 

Estimating Vehicle Travel Times Based on Average Travel Times
Even though the infrastructure sensors observe individual vehicle speeds (or occu-
pancies), they only report averages (speeds or occupancies, or both), along with the 
number of vehicles observed. Consequently, the infrastructure sensors cannot be used 
directly to generate observations (or estimates) of the individual vehicle travel times 

Figure 3.10. Assignment of segments to point detectors.
Source: California Performance Measurement System (PeMS).
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across a segment. To do this, separate field observations of the individual vehicle 
speeds have to be obtained or an assumption must be made (based on similar facilities) 
about the distribution of those speeds. (Use case MC1 illustrates how to do this; see 
Appendix C.) For situations in which only the average (or median) travel times are of 
interest, estimation of these vehicle travel times (and their distribution) can be skipped, 
but when distributions of segment or route travel times for individual vehicles are the 
focus of the analysis, then the estimates must be developed. 

Vehicle-Based Sensors
Vehicle-based sensors directly report individual vehicle travel times, but only for 
some roadway travelers. Hence, in this situation, the main computational steps are 
to (a) compute segment travel times for individual vehicles by taking the difference 
between the time stamps reported by the readers at either end of the segment or 
route; (b) filter out nonrepresentative travel times, such as those involving a stop; and 
(c) determine if enough valid travel time observations remain to compute an accurate 
representation of the travel times for the time period of interest. 

Generating Passage Times for Bluetooth Readers and Other Automated 
Vehicle Identification Sensors
It is common for Bluetooth readers (and other AVI sensors) to observe the same vehicle 
multiple times when the sensed device is in the vicinity of the reader. However, most of 
these devices report only one passage time. Figure 3.11 shows an extreme case for the 
sequence of readings for a single vehicle (device) obtained by a Bluetooth reader that 
was located on US-50 between Sacramento and South Lake Tahoe, California. With 
this device, all of the observations were recorded. Of greatest significance is the fact 
that this device was observed by the Bluetooth sensor for more than 700 seconds (i.e., 
more than 10 minutes). Figure 3.11 shows a plot of signal strength of the response ver-
sus time. If only a single time stamp is to be recorded, a logical value to use is the time 
of the response for which the signal strength is the largest, as in the response obtained 

Figure 3.11. Example Bluetooth responses for a single vehicle.
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about 10th from the beginning. If the sensor can record two stamps, then the first and 
the last could be reported. This would improve the estimates of the travel times for the 
segments preceding and succeeding the reader. 

If all of the Bluetooth observations are reported by the sensing device, then other 
options are available for developing segment trip times. For example, the first reported 
time stamp can be used for the upstream segment (the one preceding the reader) and 
the last one can be used for the downstream segment (the one succeeding the reader). 

Understanding Automated Vehicle Identification Data
AVI technologies report time stamps, reader IDs, and vehicle IDs for every equipped 
vehicle that passes a sensor. It is simple to calculate average travel times or travel time 
density functions between two sensors, but there may be some uncertainty about the 
route the vehicle traveled between them. This can be important in arterial networks, 
where, depending on sensor placements, there can be more than one viable route be-
tween two sensors or sequences of sensors. The best way to correct this issue is to place 
and space sensors to reduce the uncertainty in a vehicle’s path. An example application 
is shown in Figure 3.12, in which there are two possible paths between Intersection 
A and Intersection C: Path A–C and Path A–B–C. If only AVI data are available, it is 
difficult to tell which travel times correspond to which paths. To correct the issue, a 
third AVI sensor can be deployed in the middle of Path A–B–C to correctly distinguish 
between travel times of vehicles taking Path A–B–C versus Path A–C. 

Extracting Travel Times from the Data
This subsection briefly discusses extracting useful AVI data from observations ob-
tained on freeways and surface arterials from three data sets: (1) Bluetooth-based data 
collected on I-5 in Sacramento, (2) Bluetooth data collected on US-50 between South 
Lake Tahoe and Placerville, California, and (3) E-ZPass toll tag data collected on US-4 
in North Greenbush, New York.

Figure 3.12. Example application of AVI sensor placement to distinguish viable routes.
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The challenge of extracting useful data is illustrated by Figure 3.13, which shows 
the raw Bluetooth data collected for westbound trips made on US-50 between South 
Lake Tahoe and Placerville. Obviously present are trip times up to 400 minutes: 
the upper bound of the linking program used by the data processor. Also obvious is 
the signal in the noise: the dense band of trip time observations of mostly less than 
100 minutes.

The challenge is to retain the data points that represent the signal and remove 
those that represent noise. As Figure 3.13 suggests, the separation process is not simple 
because some data points, such as those near March 21, 2011, during a heavy snow-
storm, are well within the range of values that otherwise would represent noise. 

All the data points shown in Figure 3.13 are legitimate. That is, they represent 
observations of devices that first passed the Bluetooth reader at South Lake Tahoe 
and subsequently passed the reader at Placerville. Thus, there are no data points that 
represent true noise; rather, they are observations of trip times, not travel times (see 
Chapter 1 for a discussion of the difference). The short times represent nonstop moves 
between the two locations; the long ones derive from trips that involved intermediate 
stops or side trips. Those times cannot be used to ascertain the travel time trends, at 
least not without additional information (such as that provided by the more detailed 
path data provided by an AVL-based system).

There are sophisticated ways to separate the signal from the noise, like Kalman fil-
tering, but these are fairly complex for application here. Moreover, many of those 
filtering techniques assume the signal has repeating patterns, which is clearly not the 

Figure 3.13. Raw trip time observations on US-50 from South Lake Tahoe to Placerville.
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case here. Hence, a simpler technique was selected, one that can be described easily 
and implemented by practitioners.

The heart of the procedure lies in a “connect the dots” application that uses 
travel times that are close together in one small batch and then screens a next batch 
for values that have similar travel times, within bounds. In this particular instance, 
the algorithm first finds a lower bound on reasonable travel times by identifying the 
0.1% travel time. This bound eliminates outliers that represent speeds well in excess 
of reasonable values. It then works with batches of 10 data points to see which ones 
should be kept. From among the fourth through the seventh values it finds the smallest 
time that is above the acceptable threshold. It then checks the remaining nine values 
and keeps them if two conditions are satisfied: namely, the value is (a) less than a 
maximum allowable difference above the local minimum and (b) greater than a mini-
mum allowable difference below the local minimum. To make the acceptable window 
responsive to incidents and other dramatic changes, the algorithm checks to see if 
any of the accepted values are within 10% of the upper bound. If they are, the allow-
able increment to the upper bound is increased by 20%; otherwise, it is decreased by 
10%. Similarly, if any of the accepted values are within 10% of the lower bound, then 
the allowable decrement for the lower bound is increased by 10%; otherwise, it is 
decreased by 10%.

The results from applying this procedure can be seen in Figure 3.14, which shows 
the time trace of accepted travel times for the same time frame as that depicted in 
Figure 3.13. That the values representing noise have been removed is clearly evident.

Figure 3.14. Filtered trip time observations on US-50 from South Lake Tahoe to Placerville.
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Computing Automated Vehicle Identification–Based Segment Travel Times
Given the nature of the data, computing segment travel times from vehicle-based data 
is straightforward, at least in principle. For trips between Readers A and B (i.e., for 
Segment A–B) one simply computes the difference in the time stamps recorded at A 
and B. Long travel times—which are really trip times—need to be filtered out; in gen-
eral, however, computing the difference in the time stamps is the correct procedure to 
follow. Moreover, these differences in aggregate form the TT-PDF for the segment, as-
suming the observed vehicles are representative of the traffic stream and that observa-
tions have been removed for vehicles that made stops and other side trips. 

Figure 3.15 presents examples of AVI travel times obtained during four separate 
hours along a section of northbound I-5 in Sacramento. Because this direction of the 
facility sees congestion during the weekday a.m. peak but not during the weekday p.m. 
peak, the observations between 5:00 and 6:00 p.m. on January 24, 2011, provide a 
benchmark for travel times during uncongested operation.

The other three hours represent overlapping portions of the a.m. peak on dif-
ferent days. Notice that the travel times increase and then decrease, never reaching 
steady state. Also notice that although the rising and falling trend can be seen in the 
data for all three days, the travel time values are different. The maximum travel times 
reached on February 8, 2011, were the largest, and those on January 27, 2011, were 
the smallest.

Figure 3.15. Examples of Bluetooth-based vehicle travel times.
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These same data can be summarized in cumulative density functions (CDFs), an 
example of which is shown in Figure 3.16. Notice for this example the significant dif-
ference between the distribution of travel times during uncongested operation (5 to 
6 p.m. on January 24, 2011) versus the distributions during the other 1-hour samples. 
A trained eye would also spot in the CDF for 8 to 9 a.m. on February 2, 2011, that two 
overlapping distributions are present, one for the shorter travel times on the back side 
of the peak and another for the longer travel times associated with the peak of the peak. 

It is also possible to plot individual travel times to identify trends and transients 
in the data. Figure 3.17 illustrates an example of this type of plotting using data from 
I-5 southbound in Sacramento (see Chapter 4 for a description of the case study and 
Appendix D for further discussion of this particular analysis). The graph shows the 
10,000 travel times observed between February 16, 2011, at 01:14, and February 21, 
2011, at 16:33. A short, abrupt transient can be seen followed by a much longer, less 
dramatic one. Several smaller transients are also evident. The major transient was due 
to rain on February 18, 2011, and the short blip was due to an incident that same day. 

The graph in Figure 3.18 zooms in on the roughly 1,500 observations from Febru-
ary 18, 2011, during the two major events. Although there is still some overplotting, 
the dots from individual trip times can be seen. For this example, it began to rain at 
about Observation 46,000, followed by an incident at around 11:00 (around Obser-
vation 46,110). The rain had no effect on the travel times. At about 13:30 there was 

Figure 3.16. Example of CDFs of Bluetooth-based vehicle travel times.
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Figure 3.17. Daily trends in individual vehicle travel times on I-5 southbound.
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Figure 3.18. Daily trends in individual vehicle travel times on I-5 southbound (subset of data from Figure 3.17).
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another incident (about Observation 46,500), which also had no impact on the travel 
times. Then, at about 14:40 there was another incident (about Observation 46,700). 
Although at first it had a small impact, at about 15:00 it had a major impact. The 
travel times rose dramatically to about 35 minutes. By 16:00 the travel times dropped 
back to about 9 minutes. They began climbing again (about Observation 47,000) and 
peaked at about 15 minutes. While this was under way, another incident occurred at 
about 17:40, but it did not have a discernible impact. Hence, the long transient seems 
to have been caused by the rain. By 18:45, with the peak over, travel times were back 
down to 5 to 6 minutes (about Observation 47,700). 

One can also ask whether this narrow banding in the travel times is always 
present. Figure 3.19 provides an example, again from the Sacramento case study, 
of how the 5th and 75th percentile values vary. There is some evidence that the 
spread between the 5th and 75th percentile travel times decreases as the 5th percen-
tile increases. 

The example in Figure 3.19 suggests that as the facility becomes more congested 
and travel times increase, the variation in the travel times decreases. That is, the con-
gestion makes it difficult for vehicles to travel at widely varying speeds. Hence, when 
the travel time is larger, the consistency is greater. This type of analysis can be pursued 
with any similar AVI-based data set.

Figure 3.19. Example illustrating trends in the 5th and 75th percentile travel times for individual vehicles.
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Understanding Automated Vehicle Location Data
AVL technologies track vehicles as they travel. Hence, entire trips can be observed, 
including the path employed. Moreover, actual travel times (and not trip times) can be 
computed for segments and routes by comparing the time stamps for when the vehicles 
pass specific locations in the network. Trips that involve stops can be removed so that 
their trip times do not bias the travel times or the times associated with the stops, and 
other side trips can be removed so that actual travel times are obtained.

Associating Automated Vehicle Location Pings with the Highway Network
AVL data are not intrinsically tied to the underlying highway network. As Figure 3.20 
shows, the latitudes and longitudes reported are based on the information at the dis-
posal of the global positioning system (GPS) device, not the physical location of the 
highway segment being traversed. 

Hence, AVL data need to be matched to specific segments for the data to be used in 
estimating travel times. One way to do this is through map-matching algorithms. The 
data received from the vehicle-based sensors (longitude, latitude, point speed, bearing, 
and time stamps) are snapped to segments in the study network. Map matching is one 
of the core data processing algorithms for associating AVL-based travel time measure-
ments with a route. A typical GPS map-matching algorithm uses latitude, longitude, 
and bearing of a probe vehicle to search nearby roads. It then determines which route 
the vehicle is traveling and the resulting segment and route travel times.

Figure 3.20. Example of locations and headings reported by AVL-equipped vehicles. 
Source: ALK Technologies.
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In many cases, as shown in Figure 3.21 (and in Figure 3.20), for a few data points 
there are multiple possibilities for the map-matching results. 

Various GPS data mining methods have been developed to find the closest or most 
probable match. Map-matching algorithms for transportation applications can be 
divided into four categories: geometric, topological, probabilistic, and advanced (4). 
Geometric algorithms use only the geometry of the link, but topological algorithms 
also use the connectivity of the network. In probabilistic approaches, an error region 
is first used to determine matches, and then the topology is used when multiple links or 
link segments lie within the created error region. Advanced algorithms include Kalman 
filtering, Bayesian inference, belief theory, and fuzzy logic. 

Most AVL-based systems use monuments of some kind to compute segment and 
route travel times. One technique for establishing the time stamps associated with mon-
uments involves filtering the pings to select the one that is closest to the monument. This 
was the technique employed in selecting the pings displayed in Figure 3.20. There is no 
control over when the pings are issued (every few seconds), and the expectation is that a 
ping will be issued at some point in time when the vehicle is near each monument. A sec-
ond technique involves having the vehicles generate their own  monument-to-monument 
travel times. When an AVL-equipped vehicle passes each monument it creates a mes-
sage packet indicating the monument it just passed, the associated time stamp, the 
previous monument passed, the time stamp associated with that previous monument 
passage, and the next monument in the path. In this case, data records similar to the 
AVI  detector-to-detector records are created and can be used to create segment- and 
route-specific travel times. In some systems the path followed is also included in the 
data packet, so the route followed is known, as well.

Figure 3.21. Example of map-matching challenges for AVL data. 
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Generating Segment Travel Times from Automated Vehicle Location Data
Computing segment travel times from AVL data is straightforward. Four steps are in-
volved, the first two of which have already implicitly been described. First, the latitude 
and longitude values reported by the vehicle are used to associate the vehicle pings with 
particular facilities. Second, the ping closest to the monument location is selected for 
association with passing that particular monument. Third, the distance from the monu-
ment to the vehicle’s location when the ping was issued is assessed. (Refer to Figure 3.20 
to see why this assessment is important.) This assessment is done for both the ping at 
the A node and the ping at the B node for the segment. Fourth, the vehicle’s travel rate 
(seconds per mile) is computed for that segment by dividing the difference in the time 
stamps by the total distance covered (i.e., the distance on the highway network between 
the monuments as adjusted for the ping locations). The travel time for the segment is 
computed by multiplying the travel rate by the actual length of the segment. 

Similar to the case with AVI data, computing segment travel times from vehicle-
based data is straightforward, at least in principle. For trips between Monuments A 
and B (i.e., for Segment A–B), one simply computes the difference in the time stamps 
recorded at A and B. Observations that are not travel times but trip times can be fil-
tered if the vehicle visits other monuments between A and B. Moreover, these differ-
ences, in aggregate, form the TT-PDF for the segment, assuming the observed vehicles 
are representative of the traffic stream and that observations with stops and side trips 
have been removed. 

ROUTE TRAVEL TIME CALCULATIONS

A TTRMS should be capable of constructing route-related travel times and travel time 
distributions based on segment-level observations. This might seem like a trivial task, 
but it is not. Although average travel times can be added together (with some care) 
to create overall average travel times, the distributions of the individual vehicle travel 
times cannot be added together without taking into account the correlation that exists 
between travel times for specific vehicles among the segments. This section explains 
how to generate defensible estimates of the average travel times and the travel time 
density functions.

Average Route Travel Times

Average Route Travel Times from Infrastructure Sensor Data
This is a common situation. The traffic management system is well-equipped with 
infrastructure sensors that report average speeds, and segment-level travel times are 
computed from these average speeds (as described above). The important detail not to 
miss is that the reported speeds are for specific points in time (e.g., every 5 minutes), 
yet it takes vehicles (even a vehicle traveling at the average speed) time to traverse 
the network. Hence, adding together the average travel times at a given point in time 
will only produce defensible route travel times when the system is uncongested. Dur-
ing peak hours, when congestion levels rise and then fall, these instantaneous travel 
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time estimates will either underestimate the actual average travel times (as congestion 
grows) or overestimate the travel times (as congestion recedes). 

The best way to compute average travel times from infrastructure-based sensor 
speeds is as follows:

1. Calculate the average travel time for the first route segment using the average 
travel time at the trip’s departure time.

2. Get the average speed for the next segment at the time the vehicle is expected to 
arrive at that segment, as estimated by the calculated average travel time for the 
first route section.

3. Repeat Step 2 until the average travel time for the entire route has been computed.

When average travel times need to be computed in real time (e.g., to be posted on 
a variable message sign), the average segment travel times that are available when the 
trip starts could be summed. Of course, this method is inaccurate for long trips, espe-
cially during peak periods, because the speeds are likely to change as congestion levels 
fluctuate while the vehicle passes through the network.

Figure 3.22, which shows detected average spot speeds along a route and its route 
sections, illustrates the difference between the two methods. For real-time display pur-
poses, for a trip departing at time t = 0, the average (instantaneous) route travel time 
can be calculated as shown in Equation 3.8:

 tt tt tt tt tt1 2 3 4t t t ttotal 0 0 0 0t 0
= + + += = = ==

 (3.8)

For all other purposes, by using average segment travel times stored in an archival 
database, the average (expected) route travel time can be calculated as shown in Equa-
tion 3.9:

 tt tt tt tt tt1 2 3 4t t tt t tt tt t tt tt tttotal 0 1 1 2 1 2 3t 0
= + + += = = + = + +=

 (3.9)

Average Route Travel Times from Vehicle-Based Data
In this instance, enough AVI- or AVL-based observations may be available that the 
distribution of vehicular travel times across the route can be ascertained directly from 
the raw data. Travel times for routes can be obtained by computing the difference 

Figure 3.22. Example of route section travel times. 
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between the time stamp for the last monument in the route and the first. If this is the 
case, vehicle-specific travel times can be obtained and from them, the average travel 
time can be computed.

However, in most cases, not enough vehicle observations will be available to cre-
ate the average route travel time directly. The vehicles being observed are all follow-
ing different paths, and they will only be present on some of the segments. Hence, 
segment-specific average travel times need to be computed first. These averages can 
then be added, as with the infrastructure detector-based procedure described above, 
to generate the route average travel time. Regression equations can be used to further 
enhance the travel time estimates, because averages can be computed not only for indi-
vidual segments but also for sequences of segments on which the number of vehicles 
traversing sequential segments is sufficient to allow credible estimates to be computed. 

Route Travel Time Distributions

Route Travel Time Distributions from Infrastructure-Based Data
Because infrastructure sensors provide no information about travel times for specific 
vehicles across the network (except in rare instances in which reidentification can be 
done), an inference-based procedure needs to be employed. Two procedures are illus-
trated here. 

In the first procedure, Monte Carlo simulation is used in conjunction with cor-
relation matrices to estimate the route travel time distributions. This is a common 
technique for developing density functions that involve correlation. The critical inputs 
are (a) a distribution of desired speeds for vehicles traversing the network, (b) dis-
tributions of those desired speeds as altered by levels of congestion (e.g., from field 
observations), and (c) incidence matrices that show the correspondence between travel 
rates obtained by vehicles on the upstream and downstream segments (again from field 
observations). The process relies on by five observations:

1. Drivers have desired speeds (or travel rates) they want to follow. They will navi-
gate through the traffic stream to get as close to this desired speed (travel rate) as 
possible.

2. The operating conditions on each segment transform this distribution of desired 
speeds into an actual distribution of travel rates. When traffic flows are light, the 
resulting density function is close to that reflective of the desired speeds (travel 
rates). When the flows are heavy, the variation in travel times and the percentile 
values are greater.

3. Because many of the same drivers are involved on adjacent segments, correlation 
(typically positive) exists between the upstream and downstream travel rates.

4. Incidence matrices are used to account for those correlations. An incidence matrix 
in this context indicates how many vehicles that had travel rates between values 
τx and τy on the upstream segment will experience travel rates between τr and τs on 
the downstream segment. That is, these matrices tie the vehicle travel rates on the 
upstream segment to those on the downstream segment.
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5. Macro-level network flow dynamics determine how the evolving conditions on 
upstream segments (e.g., increasing or decreasing congestion) affect the traffic con-
ditions on downstream segments (as is always the case). 

An example of an incidence matrix can be seen in Table 3.3. The left-hand column 
shows the ranges of travel rates experienced by vehicles as they traversed upstream 
Segment A–B. The top row shows travel rates pertaining to the vehicles as they tra-
versed downstream Segment B–C. The values in the matrix show the percentages of 
vehicles that experienced specific combinations of upstream and downstream rates. 
For example, 24% of the vehicles experienced an upstream rate between 80 and 100 
s/mi and a downstream rate between 70 and 80 s/mi. Interpreted a different way, the 
matrix also shows that 37% (8% + 24% + 5%) of the vehicles experienced travel rates 
between 80 and 100 s/mi. Of those vehicles, 21% (8 of 37) experienced travel rates 
between 60 and 70 s/mi on downstream Segment B–C; 65% (24 of 37) had travel rates 
between 70 and 80 s/mi; and 14% (5 of 37) had travel rates between 80 and 90 s/mi.

The value of using this incidence matrix can be seen in Figure 3.23, which shows 
the close correspondence between the distribution of route travel rates estimated by 
the Monte Carlo simulation procedure and the distribution that pertained to the actual 
vehicle travel rates. Archived data can be valuable in establishing this incidence matrix 
by allowing a richer data set.

TABLE 3.3. SAMPLE INCIDENCE MATRIX SHOWING PERCENTAGE OF VEHICLES WITH A 
TRAVEL RATE ON UPSTREAM SEGMENT A–B IN A PARTICULAR RANGE AND ON DOWN-
STREAM SEGMENT B–C IN A PARTICULAR RANGE

<50
τB–C (s/mi)

50–60 60–70 70–80 80–90 90–100 100–110

τA–B
(s/mi)

<60

60–80

80–100 8% 24% 5%

100–120 6% 21% 7% 1%

120–140 1% 7% 2%

140–160 1% 3% 2%

160–180 1% 2% 1%

180–200 2% 1%

200–220 1% 1%

220–240 1% 1%

240–260

260–280

280–300

>300
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Figure 3.23. Example of distribution of simulated versus actual (ac) travel rates for a 
route. 
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In the second procedure, Monte Carlo simulation is again used, but within a dif-
ferent paradigm. An end-to-end travel time prediction model based on probes and 
point queues is used to estimate the route-level travel time distribution. Vehicles pass 
through the network in specific lanes, and their overall travel times are recorded. 

The equations capture the important traffic-related factors that affect end-to-end 
travel times: the prevailing congestion level, queue discharge rates at the bottlenecks, 
and flow rates associated with merges and diverges. Based on multiple random sce-
narios and a vector of arrival times, the experienced delay at each bottleneck along the 
corridor is recursively estimated to produce end-to-end travel time distributions. The 
model incorporates stochastic variations of bottleneck capacity and demand to explain 
the travel time correlation between sequential links. 

Figure 3.24 provides an illustration of a system that has been studied using this 
model.

In each Monte Carlo simulation a probe vehicle is assumed to enter the network 
at a prescribed time (e.g., 7:00 a.m.). The probe vehicle proceeds at free-flow speed to 
the first downstream bottleneck, assumes a position in the queue (based on the esti-
mated number of vehicles ahead of it), waits to be discharged, and when discharged 
proceeds downstream to the next bottleneck location. A set of analytical equations is 
developed to calculate the number of queued vehicles ahead of the probe vehicle as it 
proceeds through the network. Ultimately, its arrival time at the downstream location 
is noted, and its travel time and travel rate are recorded. Assembling these simulation 
run results into a data set of travel times allows the distribution of travel times and 
rates to be reported. 

An illustration of the results obtained is presented in Figure 3.25. One can imme-
diately see how the model captures the richness in the distribution of travel times that 
actually arise for vehicles as they proceed through the network and the simulation 
model’s ability to mimic that distribution.
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Figure 3.24. Example of a network simulated using the point queue–based model.
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Figure 3.25. Example of actual versus simulated travel times using the point queue–based model.
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Route Travel Time Distributions from Vehicle-Based Data
This is the easier task. If enough AVI- or AVL-based observations are available, it may be 
possible to develop the distribution of vehicular travel times directly from the raw data. 

In most cases, not enough vehicle observations will be available to create the route 
travel time distribution directly. The vehicles being observed all follow different paths, 
and they will only be present on some of the segments. Hence, segment-specific travel 
time distributions need to be developed, and then these distributions can be combined 
(as illustrated above) using an incidence matrix to generate the route travel time dis-
tribution. (For an example of an incidence matrix, see Table 6.3 in the L02 Report, 
Establishing Monitoring Programs for Travel Time Reliability.)

Filtering Unrepresentative Travel Times
All procedures for estimating the distribution, means, and other percentile values of 
vehicular travel times are inherently dependent on observations of those travel times, 
either to facilitate synthesis of credible distributions (in the case of infrastructure 
 sensor–based methods) or to develop the distributions more directly (in the case of 
vehicle sensor–based methods).

For discussion purposes, the data can be seen as being data for n trips that occurred 
over some time frame. These trips can be labeled i = 1, . . . , n. Each observation i has 
a “from” time si and a “to” time ti. These travel times form a travel time density func-
tion that represents the experience of vehicles traversing the segment or route during 
the observed time period. As it is likely that some of the vehicles will make stops or 
other detours along their path, those observations should be identified and removed. 

The state of the practice in this area is to filter out invalid travel times by compar-
ing individual travel times measured for the current time period with the estimate com-
puted for the previous time period. In systems in Houston and San Antonio, Texas, for 
example, if a travel time reported by an individual vehicle varies by more than 20% 
from the average travel time reported for the previous period, that vehicle’s travel time 
is removed from the data set (5). In a reliability monitoring context, however, this 
could reduce the system’s ability to capture large and sudden increases in travel times 
due to an incident or other event, and thus travel time variability would be under-
estimated. For this reason, the research team developed two other approaches that 
agencies can implement to ensure that final median travel time estimates for each time 
period are robust and representative of actual traffic conditions: a simple time period 
median approach and running-percentile smoothing. Both approaches use the median, 
rather than the mean, of observed travel times as the monitored value, as the median is 
less affected by outliers. Before either of the two approaches is applied, it is recom-
mended that very high travel times (e.g., those greater than five times the free-flow 
travel time) be filtered out and removed from the data set. 

In the simple time period median method, for time period j (which could be 5 min-
utes or 1 hour), the median travel time Tj is initially calculated as the median of all 
ti values whose departure time si falls in the time period j. As long as more than half 
of the observed trips do not stop or take a different route, the estimate will not be 
affected by these outliers. Once the travel time series Tj is obtained, it is possible to 
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perform geometrical or exponential smoothing over the current and previous time 
periods to smooth the trend over time, giving more weight to the most recent Tj, as 
well as those Tj values with larger sample sizes, and thus higher accuracy. The draw-
back of this method is that if the current time period has too few data points, then 
the median value could still be affected by the outliers. An example of this method is 
provided in Figure 3.26, which shows the simple time period median method applied 

Figure 3.26. Examples of simple time period median method using FasTrak data from the 
San Francisco Bay Area for (top) hourly and (bottom) 5-minute median travel times.  
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to a day’s worth of FasTrak toll tag data in Oakland. As can be seen in the top part of 
Figure 3.26 (hourly median travel times) and the bottom part (5-minute median travel 
times), estimates of the median travel time appear to be too high in the early morning 
hours, when there are few vehicles to sample. 

The second method, running-percentile smoothing, involves smoothing the observed 
scatterplot of individual values of (si, ti). The running pth percentile travel time estimate 
of bin width k at time s is given by Equation 3.10: 

 Tp(s) = pth percentile of k most recent travel times ti at s  (3.10)

When p = 50, the method becomes the running median and can be used to gener-
ate an estimate of the median travel time for a given time period. As long as more than 
half of the observed trips do not stop or take a different route, the estimate will not 
be affected by these outliers. This method requires more computation than the simple 
median method, but each estimate Tp(s) has the guaranteed sample size k and desired 
accuracy. It is not affected by outliers or too small of a sample size in a given time 
period. The running median approach is the more desirable of the two alternatives, 
provided there are enough computational and storage resources. 

In both instances, these methods refine both the observations of vehicle travel 
times that are retained within the credible set and the estimate of the median (and 
mean) travel times that those remaining values provide. 

INFLUENCING FACTOR ANALYSIS

This analysis aims to develop an understanding of how the reliability of a network’s 
performance (i.e., variability in travel times) is affected by various internal and ex-
ternal influencing factors. Consistent with the FHWA seven sources of congestion, 
inadequate base capacity, traffic control devices, and work zone are perceived as be-
ing internal factors; incidents, weather, special events, and fluctuation in demand are 
deemed external factors. The ultimate objective is to guide agencies toward actions 
that can be taken to improve reliability. For example, if the agency’s facilities are ex-
periencing unreliable travel times largely due to incidents, the agency might choose to 
increase spending on incident management systems or roadway safety improvements. 
This analysis can also help agency administrators set benchmark goals against which 
they can test future improvements.

The process for conducting these analyses includes the following steps:

1. Select the region or facilities of interest.

2. Select a time frame of interest.

3. Assemble travel rate data for each facility.

4. Generate TR-PDFs for each facility.

5. Understand variations in reliability due to congestion.

6. Develop TR-CDFs for each combination of recurring congestion level and non-
recurring event. 
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Once Steps 1–6 have been completed, further analysis can be performed for a vari-
ety of purposes using the following steps:

7. Prioritize facilities on the basis of relative impacts.

8. Evaluate reliability of a region.

9. Use reliability analysis for planning and programming decisions. 

Details about each analysis step are provided in this section. The process for con-
ducting these analyses can be illustrated using material drawn from Appendix D: Use 
Case Analyses. Use cases are a formal systems engineering construct that transforms 
user needs into short, descriptive narratives that describe a system’s behavior. Chapter 
4 provides additional information about use cases, and Appendix D contains detailed 
descriptions of a series of use cases for various user types. 

Step 1. Select the Region or Facilities of Interest
The first step is to select the region or facilities of interest. 

Step 2. Select a Timeframe of Interest
The second step is to select a time frame of interest. The time frame should consist of 
a date range, days of the week, and times of the day. 

Step 3. Assemble Travel Rate Data for each Facility
The third step is to focus on assembling the travel rate data for each facility. Travel 
rates are used because normalizing by the distance makes it possible to compare the 
performance of the routes of varying lengths without having differences in length con-
found the analysis. 

Step 4. Generate TR-PDFs for Each Facility
The fourth step is to generate TR-PDFs for each facility. The aim is to create separate 
TR-PDFs for each combination of type of nonrecurring event, including normal (i.e., 
no nonrecurring event), and recurring congestion level (i.e., low, moderate, and high).

The technique for generating TR-PDFs involves two substeps:

1. Identify the types of nonrecurring events in the data.

2. Identify the reliability impacts of congestion. 

Substep 1. Identify Nonrecurring Events
The first substep is to identify types of nonrecurring events in the data. The data for 
each route are plotted against time of day and vehicle miles traveled (VMT) per hour 
to identify outliers. Starting with the most extreme (largest) outliers, web-based data-
bases should be queried to see if an explanatory nonrecurring event can be identi-
fied for the date and time when the unusual travel rate occurred. For an operational 
TTRMS, this process should be automated and conducted in real time, because event 
information tends to be perishable data. The case studies in Chapter 4 and Appendix C 
describe examples of how this can be done and the challenges involved. Categories of 
nonrecurring events may include incidents, weather, special events, and fluctuation in 
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demand. Data points not falling into any one of these categories should be classified 
as being normal. When identifying categories of nonrecurring events, demand should 
always be the last category considered, after explanations related to weather, special 
events, or incidents are identified. The latter three categories always trump the demand 
designation. Values in the demand category are extracted from those remaining in the 
normal category after those explained by weather, special events, or incidents have 
been removed. This removal process should be iterative; there is nothing permanent 
about the demand designation, unlike the other three categories. 

When identifying data points in the demand category, the VMT per hour value 
for a given 5-minute observation should be compared against the average for that 
5-minute time period. If the value is more than two standard deviations above the 
mean, the data point should be given a demand designation. A second analysis should 
also be conducted because this technique does not work during highly congested time 
periods when VMT per hour is constrained by capacity (because the VMT per hour 
cannot be higher).

The second analysis seeks sequences of 5-minute time periods when VMT per 
hour is high and the travel rate is high. This analysis identifies conditions when the 
demand-to-capacity ratio is higher than the volume-to-capacity ratio, implying there 
are queues in the system. 

Substep 2. Identify Reliability Impacts of Congestion
The second substep in the fourth step involves labeling each observation based on the 
nominal loading of the system expected for each observation. This is done by analyz-
ing the observations that remain once the nonrecurring events have been removed. 

The purpose of the congestion level designations is to differentiate the observa-
tions based on the reliability performance to be expected based on system loading 
(e.g., congestion). Many metrics could be used to assess this impact (such as the buf-
fer time index, planning time index, or travel time index), but the research team used 
the semivariance measure because the semivariance is sensitive to how the data are 
distributed above the minimum value. The semivariance ( r

2σ
r
) is a one-sided variance 

metric that uses a reference value r instead of the mean as the basis for the calculation. 
Only observations xi that are greater than (or less than) that reference value are used, 
as shown in Equation 3.11:
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For travel time reliability analyses, the typical value assigned to r is the minimum 
travel rate observed for the entire study period (e.g., a year). Based on this analysis, the 
normal data can be broken down into recurring congestion-related categories. 

Step 5. Understand Variations in Reliability Due to Congestion 
The fifth step is to look at the semivariance trends so that the variations in reliability 
due to congestion can be understood. Low semivariance values indicate high reliability 
on a route. The comparison of semivariance values throughout the day can be used to 
identify peak time periods and how reliability changes throughout the day.
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Step 6. Develop TR-CDFs 
The sixth step is to develop TR-CDFs for each combination of recurring conges-

tion that would normally occur (from the analysis above) and nonrecurring event 
(from the first categorical analysis). These combinations are the regimes in which the 
facility operates according to the definition of that terminology presented above. The 
TR-CDFs are created by appropriately binning the 5-minute travel time observations. 
An example is shown in Figure 3.27.

Step 7. Prioritize Facilities on the Basis of Relative Impacts
The seventh step, prioritizing (rank ordering) the facilities based on the relative im-
pacts of unreliability, can identify which facilities should receive mitigating treatments. 
The rankings can be developed by reporting the average semivariance values for each 
congestion condition–nonrecurring event combination, as well as the frequency (n) 
with which that condition occurs. 

Step 8. Evaluate Reliability of a Region
Agency administrators may also want to perform Step 8, evaluating the reliability of a 
region, to review the performance of entire subareas. The semivariance contributions 
by congestion condition and nonrecurring event (including normal) can be summed to 
gain a sense of the situation. 

Figure 3.27. Example of CDFs by regime and nonrecurrent event type.
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Step 9. Use Reliability Analysis for Planning and Programming 
Decisions
In Step 9, the results of the semivariance analysis can be used as inputs into deci-
sion making associated with future agency planning and programming decisions. The 
 aggregate semivariances do not portray the picture as completely as the CDFs, but they 
are more succinct and convey a general sense of the situation. 

Chapter 4 includes an example use case that illustrates the analyses suggested in 
Steps 7 to 9 with data from San Diego.

SUMMARY

The investigation into the relationship between travel time variability and the influenc-
ing internal and external sources is not performed in real time, but on a monthly, quar-
terly, or yearly basis. The exact factors that are important in the analysis will vary on a 
case-by-case basis. For example, the demand variable (represented by VMT) may not 
be available for routes for which data are collected from vehicle-based technologies. In 
these cases, agencies can still use the statistical model described in this chapter, but they 
can exclude this variable and any others for which they do not have data. Similarly, the 
variables used to represent each factor are dependent on the data that each agency is 
able to acquire. Finally, this analysis can only suggest the relative contributions of each 
source to travel time variability. It is impossible to fully quantify the impacts of every 
nonrecurrent congestion source. For this reason, the results of the model will show a 
constant term that captures the factors not able to be quantified, such as fluctuations 
in demand and capacity, and interactions with congestion on other facilities. 

Instead of the statistical model described in this chapter, the San Diego case study 
(discussed in Chapter 4) applies a less sophisticated but more accessible approach that 
develops travel time PDFs for each source using a simple data tagging process. This 
approach was selected because it provides meaningful and actionable results without 
requiring agency staff to have advanced statistical knowledge.
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This chapter presents a series of case studies that illustrates the application of many of 
the aspects of this guide. In particular, the case studies illustrate real-world examples 
of using a travel time reliability monitoring system (TTRMS) to quantify the effects of 
various sources of nonrecurrent congestion. The chapter also provides an overview 
of a range of use cases that further illustrates the potential applications of a TTRMS. 
There are two appendices that provide more details: Appendix C: Case Studies and 
Appendix D: Use Case Analyses.

CASE STUDIES

This section describes how the functional use cases, data collection and management 
procedures, and computational methodologies detailed in the previous chapters have 
been applied to data from various transportation systems across the United States. 
This chapter includes fi ve case studies performed by the research team to demonstrate 
the approaches to travel time reliability monitoring described in this guide. The case 
studies were performed in San Diego, California; Northern Virginia; Sacramento–Lake 
Tahoe, California; Atlanta, Georgia; and New York/New Jersey. Figure 4.1 shows the 
case study locations. The fi ve main case studies are followed by additional applications 
in other locations.

The goal of each case study is to illustrate how agencies apply best practices for 
monitoring system deployment, travel time reliability calculation methodology, and 
agency use and analysis of the system. To accomplish this goal, the team implemented 

4
APPLICATIONS
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a prototype TTRMS at each of the five sites. These systems take in sensor data in real 
time from a variety of transportation networks, process these data inside a large data 
warehouse, and generate reports on travel time reliability to help agencies better oper-
ate and plan their transportation systems.

To complete the case studies, the research needed to employ an existing monitor-
ing system to facilitate data collection and analysis. The TTRMS in each case study is 
based on the existing Performance Measurement System (PeMS) monitoring system, 
a web-based software system developed for the state of California that collects traffic 
data from over 30,000 loop detectors every 30 seconds, filters and cleans the raw data, 
computes performance measures, and aggregates and archives them to enable detailed 
analysis. PeMS is a traffic data collection, processing, and analysis tool that extracts 
information from real-time intelligent transportation systems data, saves it perma-
nently in a data warehouse, and presents it in various forms to users via the web. The 
use of PeMS for this project does not imply that PeMS is the only data management 
and measurement product that could be employed to complete this work, but it is the 
one the team chose to use for this project.

To complete the case studies outside California, the research team linked PeMS 
to various existing monitoring systems. Because PeMS can calculate many different 
performance measures, the requirements for linking it with an existing system depend 
on the features being used. PeMS needs to acquire both the roadway network infor-
mation and equipment configuration metadata before traffic data can be stored in the 
database. PeMS has a strict equipment configuration framework that is described in 
the Travel Time Reliability Monitoring System resource document.

Figure 4.1. Case study locations.
Map data © 2012 Google.
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Different methodologies were applied and specific use cases were demonstrated in 
each case study based on each location’s existing data and monitoring systems. Each 
case study consists of the following sections:

•	 Monitoring system

 — Detection; and

 — Management systems.

•	 Investigations

 — System integration;

 — Integration of sources of nonrecurrent congestion; and

 — Other use cases.

Systems integration experiments relate to activities that occur before the devel-
opment of a probability density function (PDF) for travel time reliability. System 
integration includes investigations into data integration considerations, comparison 
with probe data, and development of travel time reliability functions. The Northern 
 Virginia, Sacramento–Lake Tahoe, Atlanta, and New York/New Jersey case  studies 
include system integration experiments.

Integration of sources of nonrecurrent congestion experiments include both sys-
tem integration aspects and use case demonstrations. Other use cases relate to the 
demonstra tion of specific use cases after a PDF has been created. Integration of sources 
of nonrecurrent congestion experiments demonstrate specific use cases related to 
analyzing the seven sources of congestion. The San Diego, Sacramento–Lake Tahoe, 
Atlanta, and New York/New Jersey case studies include investigation sources of non-
recurrent congestion.

Other use case investigations demonstrate specific use cases for the various types 
of users described in Appendix D. The San Diego case study includes investigations of 
use cases that implement planning-based reliability tools.

SAN DIEGO, CALIFORNIA

This case study focused on using a mature reliability monitoring system in San Diego 
to illustrate the state of the art for existing practice. Led by the San Diego Association 
of Governments (the metropolitan planning organization) and the California Depart-
ment of Transportation (Caltrans), the San Diego region has developed one of the 
most sophisticated regional travel time monitoring systems in the United States. This 
system is based on an extensive network of sensors on freeways, arterials, and transit 
vehicles. It includes a data warehouse and software system for calculating travel times 
automatically. Regional agencies use these data in sophisticated ways to make opera-
tions and planning decisions. Figure 4.2 shows the study area for the San Diego case 
study.

Because this technical and institutional infrastructure was already in place, the 
team focused on generating a sophisticated reliability use case analysis. The rich, 
multimodal nature of the San Diego data presented numerous opportunities for 
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state-of-the-art reliability monitoring, as well as challenges in implementing guide 
methodologies on real data.

The purpose of this case study was as follows:

•	 Assemble regimes and travel time PDFs (TT-PDFs) from individual vehicle travel 
times.

•	 Explore methods to analyze transit data from automated vehicle location and 
 automated passenger count equipment.

•	 Demonstrate high-level use cases encompassing freeways, transit, and freight 
systems.

•	 Relate travel time variability to the seven sources of congestion.

Monitoring System

Detection
Caltrans District 11 encompasses San Diego and Imperial counties and the metro-
politan area of San Diego. A variety of detection systems are used in the study area to 
monitor freeways, arterials, and the transit fleet. District 11 has 3,592 sensors, which 
are a mix of loop detectors and radar detectors, located at 1,210 locations on its free-
ways. District 11 also has 17 wireless vehicle sensors deployed to monitor intersection 
approaches on its arterials.

Figure 4.2  Study area for San Diego case study.
Map data © 2012 Google.
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On the transit side, the San Diego Metropolitan Transit System is supplying data 
from their real-time computer-aided dispatch system into an archived data user service. 
To monitor its transit fleet, the transit system has equipped more than one-third of its 
bus fleet with automated vehicle location transponders and more than one-half of 
its fleet with automated passenger count equipment.

Management Systems
All Caltrans districts use PeMS for data and performance measure archiving and re-
porting. District 11 uses an arterial extension of PeMS (A-PeMS) to collect and store 
its arterial data. District 11 also uses a transit extension of PeMS (T-PeMS), to obtain 
schedule, automated vehicle location, and automated passenger count data from its 
existing real-time transit management system, compute performance measures based 
on these data, and aggregate and store them for further analysis.

 Caltrans uses other management systems in conjunction with PeMS to operate 
its transportation network. For example, the California Highway Patrol’s computer-
aided dispatch system provides an automated incident data feed that is fed into PeMS 
in real time. Caltrans also keeps a nonautomated database of incidents through its 
Traffic Accident Surveillance and Analysis System (TASAS). TASAS data are incorpo-
rated into PeMS with a 2-year lag.

Investigations

System Integration of Transit Data
The biggest data challenge in this case study was processing the transit data, which 
are stored in a newly developed performance measurement system. This case study 
represented the first research effort to use these data and this system. The research 
team found that data quality is a major issue when processing transit data to compute 
travel times. Many of the records reported by equipped buses had errors that had to 
be programmatically filtered out.

 Assembling route-based reliability statistics using a drastically reduced subset of 
good data presented the next challenge. From this experience, the research team con-
cluded that transit travel time reliability monitoring requires a robust data processing 
engine that can programmatically filter data to ensure that archived travel times are 
accurate. In addition, transit reliability analysis requires a long timeline of historical 
data, because typically only a subset of buses is monitored and a large percentage of 
obtained data points will prove invalid.

Integration of Sources of Nonrecurrent Congestion

Freeways
The following use case relates to integration of sources of nonrecurrent congestion for 
users of the freeway system.

Freeway Use Case 1: Conducting offline analysis on the relationship between travel 
time variability and the seven sources of congestion. This use case is primarily for the 
system planner and roadway manager user types. To perform this analysis, methods 
were developed to create TT-PDFs from large data sets of travel times that occurred 
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under each congested condition. This use case analysis illustrates one potential method 
for linking travel time variability with the sources of congestion. In this case study, the 
research team opted to pursue a less sophisticated but more accessible approach than 
had previously been developed because it provides meaningful and actionable results 
without requiring agency staff to have advanced statistical knowledge. The application 
of the methodology to the two study corridors in San Diego revealed key insights into 
how this type of analysis should be performed, as detailed in the San Diego case study 
resource document.

Transit
The following use case relates to integration of sources of nonrecurrent congestion for 
users of the transit system.

Transit Use Case 1: Conducting offline analysis on the relationship between travel 
time variability and the seven sources of congestion. This use case serves a function 
primarily used by transit planners and operators. This use case analysis, described 
further in the San Diego case study resource document, illustrates one method for 
exploring the relationship between travel time variability and the seven sources of 
congestion. The application of the methodology to the three San Diego routes revealed 
key insights into how this type of analysis should be performed.

Other Use Cases
This case study demonstrated an additional five high-level use cases that broadly en-
compass reliability information of interest to various users of the transportation sys-
tem. The specific use cases were developed to be well suited for demonstration using 
the San Diego data sources. The use cases apply to roadway, transit, and freight users.

Freeways
The following use cases related to freeway system users were demonstrated.

Freeway Use Case 2: Using planning-based reliability tools to determine departure 
time and travel time for a trip. This use case represents a function that would be used 
by drivers. The use case demonstration showed the route that is the fastest on average 
is not always the route that consistently gets travelers to their destination on time.

Freeway Use Case 3: Combining real-time and historical data to predict travel 
times in real time. This use case is primarily for the operations manager user type. This 
use case demonstration, which is described in the San Diego case study resource docu-
ment, shows that it is possible to provide predictive travel time ranges and expected 
near-term travel times by combining real-time and archived travel time data. The 
travel time predictions for both study routes proved similar to the actual travel times 
measured on the sample day.

Transit
The following use cases related to transit system users were demonstrated.

Transit Use Case 2: Using planning-based reliability tools to determine departure 
times and travel times for a trip. This use case primarily serves the transit passenger 
user type. This use case demonstration resulted in departure times and corresponding 
planning times for two bus routes. The methodology is described in detail in the San 
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Diego case study resource document. The demonstration of this use case concluded 
that the most direct analysis would be achieved by restricting the date range to dates 
with identical schedules.

 Transit Use Case 3: Analyzing the effects of transfers on the travel time reliability 
of transit trips. This use case primarily serves the transit operator user type. It was con-
cluded that unusually long in-vehicle travel times can have a larger effect on traditional 
reliability measures than missed transfers, potentially hiding the existence of missed 
transfers on a route.

Freight
The following use case related to freight system users was demonstrated.

Freight Use Case: Using freight-specific data to study travel times and travel time 
variability across an international border crossing. This use case represents a function-
ality that would primarily be used by freight service providers. This use case demon-
stration represented an initial use of truck travel time data from the Otay Mesa border 
crossing to evaluate travel time reliability for different aspects of a border crossing. 
By understanding where the bottlenecks are in the border crossing process and how 
they affect travel times and reliability, managers can begin to take steps to improve 
operations.

NORTHERN VIRGINIA

This case study provides an example of a more traditional transportation data col-
lection network operating in a mixture of urban and suburban environments. North-
ern Virginia was selected as a case study site because it provided an opportunity to 
integrate a reliability monitoring system into a preexisting, extensive data collection 
network. The focus of this case study was to describe the required steps and consider-
ations for integrating a TTRMS into existing data collection systems.

The purpose of this case study was as follows:

•	 Describe the data acquisition and processing steps needed to transfer information 
between the existing system and PeMS.

•	 Demonstrate methods to ensure the data quality of infrastructure-based sensors by 
comparing probe vehicle travel times using the procedures described in Chapter 3.

•	 Develop multistate travel time reliability distributions from traffic data.

The study area for this investigation comprised I-66 from Manassas to Arlington, 
Virginia, and I-395 from Springfield to Arlington, Virginia. Figure 4.3 shows the study 
corridors for the Northern Virginia case study.

Monitoring System
The Northern Virginia (NOVA) District of the Virginia Department of Transporta-
tion (VDOT) includes over 4,000 miles of roadway in Fairfax, Arlington, Loudoun, 
and Prince William counties. Traffic operations in the district are managed from the 
Northern Virginia Traffic Operations Center, which manages more than 100 miles 
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Figure 4.3. Study area for Northern Virginia case study.
Map data © 2012 Google.

of instrumented roadways, including high-occupancy vehicle (HOV) facilities on 
I-95/I-395, I-295, I-66, and the Dulles Toll Road. The Northern Virginia Traffic Opera-
tions Center has deployed a range of technologies to support its activities, including 
cameras, dynamic message signs, ramp meters, and lane control signals.

Detection
In Northern Virginia, VDOT has deployed an extensive network of point-based detec-
tors (primarily inductive loops and radar-based detectors), which were described in 
Chapter 2, to facilitate real-time collection of volume, occupancy, and (limited) speed 
data on freeways. A key component of the case study is ensuring the data quality of 
infrastructure-based sensors, as described in Chapter 3.

 To monitor regional travel conditions, the NOVA District collects data from a 
range of sources on area freeways, including multiple types of traffic sensors and third 
parties such as INRIX, Trichord, and Traffic.com. The Northern Virginia case study 
resource document contains details about the types of traffic sensors and their specific 
locations.

Management Systems
Northern Virginia’s freeway management system is operated by VDOT staff located at 
the Traffic Operations Center. Staff members use the freeway management system to 
monitor and manage traffic, respond to incidents, and disseminate traveler information. 
In addition to managing freeway-related operations, VDOT staff use the NOVA Smart 
Traffic Signal System to manage surface street and arterial systems in the region, moni-
toring, controlling, and maintaining over 1,000 traffic signals within their jurisdiction.
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Investigations

System Integration

PeMS Configuration.
For the purposes of this case study, data from NOVA’s data collection network and 
management system were integrated into a developed archived data user service 
and TTRMS. The steps and challenges encountered in enabling the information and 
data exchange between these two large and complex systems are described in detail in 
the Northern Virginia case study resource document. The goal of this experiment was 
to provide agencies with a real-world example of the resources needed to accomplish 
data collection and monitoring system integration, and the likely challenges that will 
be encountered when procuring a monitoring system.

NOVA equipment configuration information was obtained from an XML file 
posted on the Regional Integrated Transportation Information System (RITIS) web-
site. The issues with fitting the data into the PeMS configuration related to conflicting 
terminologies, information required by PeMS that was missing from the configuration 
file, and equipment types not supported by PeMS. The Northern Virginia case study 
resource document describes these issues in more detail, as well as the metadata qual-
ity control steps used to insert NOVA configuration information into PeMS.

 Configuring PeMS to receive NOVA data helped define the requirements for com-
plex traffic systems integration and illustrate what agencies can do to facilitate the pro-
cess of implementing reliability monitoring. The process of fully integrating the NOVA 
data with PeMS took several weeks. Agencies interested in acquiring PeMS or a similar 
system can take steps to make this integration go more smoothly and quickly.

 First, it is important that the implementation and maintenance of a traffic data 
collection system be carried out with a broad audience in mind. Often, increasing 
access to data outside an organization can help to further agency goals; for example, 
providing data to mobile application developers can help agencies distribute informa-
tion in a way that increases the efficiency of the transportation network.

 Another way that agencies can facilitate the distribution of data from their data 
collection system is by establishing one or more data feeds. Maintaining multiple 
data feeds can be a challenge. If agencies want to provide a feed of processed data, 
it will save resources in the long run to document the processing steps performed on 
the data. This will allow implementers of external systems to evaluate them and undo 
them, if needed.

 Aside from the processing documentation, maintaining clear documentation on 
the format of data files and units of data will greatly facilitate the use of data outside 
of the agency. Documentation on the path of data from a detector through the agency’s 
internal systems can also be of value to contractors and other external data users. 
Clearly explaining this information in a text file minimizes time-consuming back-and-
forth communication between agency staff and contractors and prevents inaccurate 
assumptions from being made.
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Probe Vehicle Comparisons
The team performed a quality control procedure to better understand the implica-
tions of the data quality issues on travel times. In particular, the team wanted to know 
how well the probe data aligned with the traffic speed and travel time estimates pro-
vided by the sparsely deployed point-based detectors. Probe vehicle runs were con-
ducted along I-66 to amass ground-truth data that could be compared with the sensor 
data. In addi tion to analyzing speed data, the team analyzed the differences between 
the travel times experienced by the probe vehicle during each trip versus the estimated 
travel times generated from the sensor speeds. It was determined that the steadiness of 
the travel time estimates from the sensors is not ideal for computing travel time reli-
ability, which relies on the ability of the system to detect variability in traffic conditions 
over time. As a result, it is highly unlikely that these sensors would provide accurate 
travel times under most congested conditions.

 The research team’s analysis of the data available from these sensors has yielded 
findings of potential interest to a variety of agencies, particularly those agencies fac-
ing maintenance and calibration issues associated with older sensor systems, as well 
as those agencies with more sparsely spaced spot sensors. Overall, five primary fac-
tors were identified that accounted for differences between the probe vehicle data and 
speeds or estimated travel times generated based on VDOT sensor data. These factors 
are described in the Northern Virginia case study resource document. Public agency 
staff should consider these factors when making decisions concerning the deployment 
of new data collection infrastructure and the maintenance and expansion of existing 
systems.

Travel Time Reliability Using Multiple Regimes
Because of the type of data available in this case study and previous investigations in 
the I-66 corridor, the research team elected to experiment with travel time reliabil-
ity monitoring ideas that are being developed in SHRP 2 Project L10, Feasibility of 
 Using In-Vehicle Video Data to Explore How to Modify Driver Behavior that Causes 
Nonrecurring Congestion. Project L10 researchers are experimenting with a multistate 
travel time reliability modeling framework using mixed-mode normal distributions to 
represent the PDFs of travel time data from a simulation model of eastbound I-66 in 
Northern Virginia. The team in this case study adopted that technique and applied it 
to the travel times calculated from the freeway loop detectors on eastbound I-66.

The goal of this study was to generate, for each hour of the day, two outputs: the 
percentage chance that the traveler would encounter a certain condition and the aver-
age and 95th percentile travel times for each condition. The methodology to answer 
these questions and the results of the analysis are described in the Northern Virginia 
case study resource document.

 The methodological findings of this investigation are that multistate normal distri-
bution models can approximate travel time distributions generated from loop detectors 
better than normal or lognormal distributions. During the peak hours on a congested 
facility, three states are generally sufficient to balance a good model (distribution) fit 
with the need to generate information that can be easily communicated to interested 
parties. During off-peak hours, two states typically provide a reasonable model or 
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distribution fit. The outputs of this method can inform travelers of the percentage 
chance that they will encounter moderate or severe congestion and, if they do, what 
their expected and 95th percentile travel times will be.

SACRAMENTO–LAKE TAHOE, CALIFORNIA

This case study illustrates an example of a rural transportation network with a fairly 
sparse data collection infrastructure. The purpose of this case study was as follows:

•	 Examine vehicle travel time calculation and reliability using Bluetooth and radio 
frequency identification (RFID) reidentification systems.

•	 Filter out travel times from trip times collected by Bluetooth and electronic toll 
collection (ETC) devices.

•	 Explore the following four aspects of the ETC and Bluetooth reader (BTR) net-
works used in the Lake Tahoe region:

 — Detailed locations and mounting structures;

 — Lanes and facilities monitored;

 — Percentage of traffic sampled; and

 — Percentage and number of vehicles reidentified between readers.

•	 Quantify the effects of adverse weather- and demand-related conditions on travel 
time reliability using data derived from Bluetooth and ETC systems.

 The study area for this case study comprises I-5 through Sacramento and the two 
highways leading east to Lake Tahoe: I-80 and US-50. Figure 4.4 shows the study cor-
ridors for the Sacramento–Lake Tahoe case study.

Monitoring System
This case study is located in Caltrans District 3, which encompasses the  Sacramento 
metropolitan area and the Sacramento Valley and Northern Sierra regions of  California. 
District 3 includes urban, suburban, and rural areas, including areas near Lake Tahoe 
where weather is a serious travel time reliability concern and there is heavy recre-
ational traffic. Two major Interstates pass through the district: I-80, which is oriented 
generally east–west; and I-5, which is oriented generally north–south along the west 
side of the Sacramento and San Joaquin Valleys. Other major freeway facilities include 
US-50, which connects Sacramento and South Lake Tahoe, and SR-99, which runs 
north–south along the east side of the Sacramento and San Joaquin Valleys.

Detection
Caltrans District 3 only collects traffic data along freeway facilities. It operates 
2,251 point detectors (either radar detectors or loop detectors) located in more than 
1,000 roadway locations in the district. To supplement the point detection network, 
District 3 has installed 32 nonrevenue generating ETC readers (25 on I-80 and 7 on 
US-50) in rural portions of the Sierra Nevada Mountains near Lake Tahoe. Details 
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Figure 4.4. Study area for Sacramento–Lake Tahoe case study.
Map data © 2012 Google.

about the locations of these ETC readers can be found in the Sacramento–Lake Tahoe 
case study resource document.

Management Systems
All Caltrans districts use PeMS for data and performance measure archiving and re-
porting as described above. Caltrans uses other management systems in conjunction 
with PeMS to operate its transportation network. The California Highway Patrol’s 
computer-aided dispatch system provides an automated incident data feed that is fed 
into PeMS in real time. Caltrans also keeps a nonautomated database of incidents 
through its Traffic Accident Surveillance and Analysis System (TASAS). TASAS data 
are incorporated into PeMS with a 2-year lag.

Investigations

System Integration

Automated Vehicle Identification Sensor Deployment
The two sources of data used in support of this case study, based on the movement 
of vehicles equipped with ETC and Bluetooth devices, are extremely new and are not 
currently integrated into Caltrans District 3’s existing PeMS data feed. Consequently, 
it was necessary to incorporate these data sets into project-specific instances of PeMS 
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for analysis as part of this project. The prerequisite data collection through monitoring 
system integration–related activities included ETC and Bluetooth data as described in 
the Sacramento–Lake Tahoe case study resource document.

This case study explored four aspects of the ETC and BTR networks used in the 
Sacramento–Lake Tahoe area: (1) detailed locations and mounting structures, (2) lanes 
and facilities monitored, (3) percentage of traffic sampled, and (4) percentage and 
number of vehicles reidentified between readers. As a whole, the study showed that 
vehicle reidentification technologies are suitable for monitoring reliability in rural 
environments, provided traffic volumes are high enough to generate a sufficient num-
ber of samples.

 For rural areas with heavy recreational or event traffic, vehicle reidentification 
technologies such as ETC and Bluetooth can provide sufficient samples to calculate 
accurate average travel times at a fine granularity during high-traffic time periods. 
During these high-volume periods, vehicle reidentification technologies can be used 
to monitor travel times and reliability over long distances, such as between the rural 
region and nearby urban areas.

 For agencies deploying vehicle reidentification monitoring networks, it is nec-
essary to understand that the quality of the collected data is highly dependent on 
the decisions made regarding ETC and Bluetooth technologies during the design and 
installation process. For agencies leveraging existing networks, it is important to fully 
understand the configuration of the network before using its data.

Travel Time Calculation
Because of the significant amounts of Bluetooth-based travel time data available for 
analysis, the research team elected to focus its methodological efforts on this data set 
rather than on data generated by the ETC-based system.

The primary goal of BTR-based data analysis is to characterize segment travel 
times between BTRs based on the reidentification of observations derived from unique 
mobile devices. Generally, the data processing procedures associated with the calcula-
tion of BTR-to-BTR travel times can be broadly broken down into three processes, 
which are discussed in detail in the Sacramento–Lake Tahoe case study resource docu-
ment: (1) identification of passage times, (2) generation of passage time pairs, and 
(3) generation of segment travel time histograms.

The various methodological approaches and processes for estimating ground-truth 
segment travel times based on Bluetooth data that were evaluated for this case study 
are described in the Sacramento–Lake Tahoe case study resource document. A number 
of factors were identified that influence travel time reliability and guided the develop-
ment of methods for processing reidentification observations and calculating segment 
travel times. The results show that smart filtering and processing of Bluetooth data 
to better identify likely segment trips increase the quality of calculated segment travel 
time data. This approach helps preserve the integrity of the data set by retaining as 
many points as possible and basing decisions to discard points on the physical charac-
teristics of the system rather than on their statistical qualities.
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Privacy Considerations
For either of the data collection technologies described in this guide to be success-
ful over the long term, safeguards must be put in place to ensure that the privacy of 
individual drivers being sampled is protected. It is recommended that any probe data 
collection program implemented by public agencies or private sector companies on 
their behalf adhere to a predetermined set of privacy principles (e.g., ITS America’s 
Fair Information and Privacy Principles) aimed at maintaining the anonymity of spe-
cific users. In addition, any third-party data provider working for a public agency to 
implement a travel time data collection solution based on either of the technologies 
described in this case study should be required to submit an affidavit indicating that 
they will not use data collected on the agency’s behalf in an inappropriate manner. 
Applying a one-way cryptographic hash to personally identifiable information is one 
approach to these issues.

Integration of Sources of Nonrecurrent Congestion

Effects of Weather- and Demand-Related Conditions
The purpose of this use case was to quantify the impact of adverse weather- and 
 demand-related conditions on travel time reliability using data derived from the case 
study’s Bluetooth and ETC-based systems deployed in rural areas. To examine travel 
time reliability within the context of this use case, methods were developed to generate 
PDFs from large quantities of travel time data representing different operating condi-
tions. To facilitate this analysis, travel time and flow data from ETC readers deployed 
on I-80 westbound and BTRs deployed on US-50 eastbound and westbound were 
obtained from PeMS and compared with weather data from local surface observation 
stations. PDFs were subsequently constructed to reflect reliability conditions along 
these routes during adverse weather conditions, as well as according to time of day 
and day of week. The PDFs of travel times under different operating conditions con-
sistently demonstrated the unreliability associated with low visibility, rain, and travel 
under high-demand conditions.

ATLANTA, GEORGIA

The team selected the Atlanta metropolitan region to provide an example of a mixed 
urban and suburban site that primarily relies on video detection cameras for real-time 
travel information. The main objectives of the Atlanta case study were as follows:

•	 Demonstrate methods to resolve integration issues by using real-time data from 
Atlanta’s traffic management system for travel time reliability monitoring.

•	 Compare probe data from a third-party provider with data reported by agency-
owned infrastructure.

•	 Fuse the regime estimation and nonrecurrent congestion analysis methodologies to 
inform on the reliability impacts of nonrecurrent congestion.

Figure 4.5 shows the study corridors investigated in the Atlanta case study.
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Monitoring System

Detection
In the Atlanta region, the Georgia Department of Transportation (GDOT collects data 
from over 2,100 roadway sensors, which include a mix of video detection sensors and 
radar detectors. Both types of sensors consist of single devices that monitor  traffic 
across multiple lanes. The majority of active sensors monitor freeway lanes, with some 
limited coverage of conventional highways. Sensors in the active network are manu-
factured by four vendors. In general, the different types of sensors are divided up by 
freeway. The Atlanta case study resource document provides more details about the 
sensor vendors and the location of active mainline sensors in the GDOT network cat-
egorized by manufacturer. To deepen the case study analysis and explore alternative 
data sources, the research team acquired a parallel, probe traffic data set provided 
by NavTeq. The data set covers the entirety of the I-285 ring road and is reported by 
 traffic message channel ID. One use case of this case study focuses on comparing probe 
data from a third-party provider with data reported by agency-owned infrastructure.

Figure 4.5. Study area for Atlanta case study.
Map data © 2012 Google.
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Management Systems
GDOT monitors traffic in the Atlanta metropolitan area in real-time through  Navigator, 
its advanced traffic management system (ATMS). The Transportation Management 
Center (TMC), located in Atlanta, is the headquarters and information clearinghouse 
for Navigator. GDOT’s traffic management system integrates with traffic sensors, 
CCTVs, changeable message signs, ramp meters, weather stations, and highway advi-
sory radio.

Navigator was initially deployed in metropolitan Atlanta in preparation for the 
1996 Summer Olympic Games. Navigator collects lane-specific volume, speed, and 
occupancy data in real time and stores the data in a database table for 30 minutes. 
Every 15 minutes, the raw Navigator traffic data samples are aggregated up to lane-
specific 15-minute volumes, average speeds, and average occupancies and are archived 
for each detector station. The data are not filtered or quality controlled before being 
archived.

Aside from the traffic data, Navigator also maintains a historical log of incidents. 
When the TMC receives a call about an incident, TMC staff log it as a potential inci-
dent in Navigator until it can be confirmed through a camera or multiple calls. Once 
the incident has been confirmed, its information is updated in Navigator to include the 
county, type of incident, and estimated duration. This incident information is archived 
and stored.

For the purposes of this case study, data from GDOT’s Navigator system were inte-
grated into PeMS, a developed archived data user service and TTRMS. Two aspects 
of the Navigator framework presented major challenges for incorporating the traffic 
data into PeMS. First, the frequency of data reporting differed for different device 
types; and second, many video detection system device data samples were missing. 
One experiment of this case study focused on resolving these integration issues to 
ensure data quality.

Investigations

System Integration

Data Integration
The first system integration experiment details how the integration issues of using 
ATMS data for travel time reliability monitoring were resolved. The experiment 
showed that unstructured configuration information obtained from ATMS requires 
careful analysis when mapping to the data model of a reliability monitoring system. It 
also highlights the importance of understanding the reporting frequency and form of 
detector data for ensuring accurate aggregation and travel time calculation.

Probe Data
The second system integration experiment compared the speed data reported by 
agency-owned infrastructure with probe data obtained from a third-party provider on 
the I-285 ring road. Results showed the speeds between data types to be similar dur-
ing peak hours, but that the third-party provider artificially capped speeds to remain 
below a certain threshold. The experiment also investigated the speed error introduced 
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by the differences in locations between the agency-owned infrastructure and the mid-
point of its associated third-party link (defined by traffic message channel ID). Some 
difference in reported speeds was attributed to the distance of the agency-owned detec-
tion devices from the midpoint of the third-party provider links.

Integration of Sources of Nonrecurrent Congestion

Travel Time Reliability Using Multiple Regimes
The use case analysis applied the methodological advancement techniques established 
and demonstrated in previous case studies to travel time data on a downtown Atlanta 
corridor to interpret the impact of the seven sources of nonrecurrent congestion on 
travel time reliability.

Two of the main themes of the case study demonstrations are estimating the quan-
tity and characteristics of the operating travel time regimes experienced by different 
facilities and calculating the impacts of the seven sources of nonrecurrent congestion 
on travel time reliability. The methodological goal of the Atlanta case study was to 
fuse the previously developed regime estimation and nonrecurrent congestion analysis 
methodologies by using multistate models to inform on the reliability impacts of non-
recurrent congestion. This developed method consists of three steps:

1. Regime characterization, to estimate the number and characteristics of each travel 
time regime measured along the facility;

2. Data fusion, to link travel times with the causal factor (such as weather or inci-
dent) active during their measurement; and

3. Seven sources analysis, to calculate the contributions of each source to each travel 
time regime.

Analysis showed that the study corridor operates with two regimes during the 
peak period, with the more-congested and variable regime composed of many travel 
times influenced by traffic incidents. This case study showed that, with proper quality 
control and integration measures, ATMS data can be used for travel time reliability 
monitoring, including the linking of travel time variability with the sources of non-
recurrent congestion.

NEW YORK/NEW JERSEY

The New York City site was chosen to provide insight into travel time monitoring in a 
high-density urban location. The 2010 U.S. Census revealed New York City’s popula-
tion to be in excess of 8 million residents, at a density near 28,000 people per square 
mile. Although New York City has a low rate of auto ownership compared with other 
U.S. cities, more than half of all commute trips are still made in single-occupancy 
 vehicles. In 2010, these factors contributed to New York City having the longest aver-
age commute time of any United States city, at 31.3 minutes.
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The main objectives of the New York/New Jersey case study were as follows:

•	 Obtain time-of-day travel time distributions for a study route based on probe data.

•	 Identify the cause of bimodal travel time distributions on certain links.

•	 Explore the causal factors for travel times that vary significantly from the mean 
conditions.

The route analyzed in this case study begins in the Boerum Hill neighborhood of 
Brooklyn and ends at JFK International Airport, traversing three major freeways: the 
Brooklyn–Queens Expressway (I-278), the Queens–Midtown Expressway (I-495), and 
the Van Wyck Expressway (I-678). Figure 4.6 shows the study route from origin to 
destination.

Monitoring System

Detection
In addition to the reasons cited above, the New York/New Jersey site was selected 
because it is covered by a probe data set, provided to the research team by ALK Tech-
nologies, a third-party data provider. These data are composed of global positioning 
system (GPS) traces collected from mobile devices inside individual vehicles. This de-
tection technology provides high-density information along the vehicle’s entire path, as 

Figure 4.6. Study area for New York/New Jersey case study.
Map data © 2012 Google.
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opposed to infrastructure-based sensors, which measure traffic only at discrete points. 
This probe data set was analyzed at two levels: at the individual GPS trace level and 
through aggregation into single per link speed values. The raw GPS trace data set is 
the only case study data set that traces the entire path of vehicle trips. The aggregated 
speeds are similar in format to the traffic message channel path–based data analyzed in 
the Atlanta case study. The data obtained for this case study cover a rectangular region 
around the study route.

A static collection of historical probe data provided the basis for analysis in this 
case study. No real-time data were acquired or analyzed. Unlike the other case studies, 
this case study did not specifically deploy an archived data user service.

Investigations

System Integration

Probe Data
The first investigation describes how to obtain route travel time distributions from the 
probe data set. This experiment discusses the data density along the route, presents 
methods for visualizing individual probe trips within the context of historical condi-
tions, and details three techniques for constructing route-level travel time distributions. 
The central outcome of this experiment is the comparison of time-of-day travel time 
distributions along the route constructed using each of the three techniques. Methods 
were developed to compare a particular probe vehicle’s path with the 25th percen-
tile, 75th percentile, and median speed profile along the route by time of day. Probe 
traces are also visualized within historical speed bounds based on location and time 
of day. This methodology makes it possible to simulate the upper and lower bound of 
expected trip trajectories from a particular point along the route on the basis of the 
historical travel times.

The raw ALK probe data are in the form of standard National Marine Electronics 
Association GPS sentences taken directly from the probe vehicles. These data are fur-
ther processed by ALK into link-based speed measurements. Although each data point 
contains rich information, the data set is sparse in that few probe vehicles traverse the 
entire route from beginning to end. As a result, the route travel time distribution must 
be constructed piecemeal from individual link data. Obtaining composite travel time 
distributions from vehicles that only traveled on a portion of the route is a complex 
process, most notably because this project has shown that travel times on consecutive 
links have a strong linear dependence. This linear dependence must be accounted for 
when combining individual link travel times into an overall route travel time distribu-
tion. This is the core methodological challenge of this case study.

Three methods for computing route PDFs from the available probe data are 
compared:

1. Constructing the PDFs carefully from direct measurements. This method begins 
by determining the distribution of speed measurements on the first link of the 
route. This distribution is combined with the travel time distributions of longer 
trips that also traversed the initial link. Incrementally, longer trips are added to 
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the distribution until a speed distribution for the entire route is obtained. Trips are 
grouped by time of day, at an hourly granularity when the data density allows.

2. Constructing the PDFs with a Monte Carlo simulation. This method considers 
consecutive pairs of links along the route (e.g., Link 1 and Link 2, Link 2 and 
Link 3). It constructs the full-route PDF out of a large number of simulated trips. 
Each simulation begins with the sampling of a travel time on the first link. Next, 
the correlation between travel times on Link 1 and Link 2 is examined, and a 
travel time sample on Link 2 is taken based on this correlation and the original 
Link 1 sample. This procedure is repeated for Link 3, based on the previous Link 2 
sample and the correlation between Links 2 and 3, and continues until a single trip 
along the entire route has been simulated. A large number of these simulated trips 
form the full travel time distribution for the route.

3. Constructing the PDFs assuming link speed independence. This method ignores 
the linear dependence between consecutive links and directly computes the route 
travel time distribution as if all link travel times were independent. It works by 
simply convolving the distributions of travel times on consecutive links. For ex-
ample, the frequency distribution of travel times on the first link will be added to 
the frequency distribution of travel times on the second link, and so on until a full 
travel time distribution for the route is obtained.

This case study showed that it is possible to obtain trip reliability measures based 
on probe data, even when the probe data are sparse. The travel time distribution for the 
route is constructed from vehicles that only travel on a portion of the route and takes 
into account the linear dependence of speeds on consecutive links. This case study also 
contributes techniques for creating time–space contour plots based on probe speeds. 
These contour plots can be made to represent any measured speed percentile, so that 
contours for the worst observed conditions can be compared with typical conditions.

Travel Time Distributions
 The second system integration experiment details an investigation into the cause of 
bimodal travel time distributions on certain links. Time of day, day of the week, and 
nonrecurrent congestion sources are explored as a source of the bimodality.

Integration of Sources of Nonrecurrent Congestion

Seven Sources
 The use case analysis explores the associated factors for travel times that vary signifi-
cantly from the mean conditions. This use case represents this case study’s investigative 
analysis of the seven sources of nonrecurrent congestion on travel time reliability.

BERKELEY HIGHWAY LABORATORY

One objective of the case studies was to test and refine the methods developed for 
defining and identifying segment and route regimes for freeway and arterial networks. 
The team’s research to date has focused on identifying operational regimes based on 
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individual vehicle travel times and determining how to relate these regimes to system-
level information on average travel times. Because individual vehicle travel times on 
freeways are not available in the San Diego metropolitan region, data from the Berke-
ley Highway Laboratory (BHL) were used in this analysis. Details about the BHL 
applications can be found in the San Diego case study resource document. Figure 4.7 
shows the BHL location.

Monitoring System

Detection
BHL is a 2.7-mile section of I-80 in west Berkeley and Emeryville, California. The BHL 
includes 14 surveillance cameras and 16 directional dual-inductive loop detector sta-
tions dedicated to monitoring traffic for research purposes. The sensors are a unique 
resource because they provide individual vehicle measurements. The corridor was 
also temporarily instrumented with two BTR stations along eastbound I-80 to record 
the time stamps and media access control addresses of Bluetooth devices in passing 
vehicles.

Figure 4.7. Study area for Berkeley Highway Laboratory data investigations.
Map data © 2012 Google.
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Investigations

System Integration
Data from the BHL section of I-80 was used in this case study. This section is valu-
able because it has colocated dual-loop detectors and Bluetooth sensors. This data set 
provided an opportunity for the team to begin to assemble regimes and TT-PDFs from 
individual vehicle travel times. These TT-PDFs are needed to support motorist and 
traveler information use cases. Because the majority of the case study sites did not pro-
vide data on individual traveler variability, it was important for the research team to 
study the connection between individual travel time variability and aggregated travel 
times and whether the former can be estimated from the latter.

Analysis was performed on a day’s worth of BHL data from the BTRs and loop 
detector stations to see if operative regimes for individual vehicle travel times can be 
identified from Bluetooth data. The research team concluded that this can, indeed, 
be done. Based on more than 5,000 observations of individual travel times, three 
regimes can be identified: (1) off peak or uncongested, (2) peak or congested, and 
(3) transition between congested and uncongested. All three regimes can be character-
ized by three-parameter Gamma density functions, as demonstrated in the San Diego 
case study.

USE CASES

A functioning reliability monitoring system must meet the needs of many types of users 
because different users perceive and value deviations from the expected travel time in dif-
ferent ways. Each user class has different motivations for monitoring travel time reliabil-
ity, and these needs have to be accounted for in the types of analysis that the system can 
support through the user interface. Use cases are a formal systems engineering construct 
that transforms user needs into short, descriptive narratives that describe a system’s be-
havior. Use cases capture a system’s behavioral requirements by detailing scenario-driven 
threads through the functional requirements. The collective use cases define the monitor-
ing system by capturing its functionalities and applications for various users.

Appendix D provides a series of use case illustrations to help readers of the Guide 
determine what information a TTRMS needs to produce and what applications it 
needs to satisfy their specific situation. Once the appropriate users and their needs for 
reliability information are defined, readers can determine the performance measures, 
spatial coverage, data interface needs (i.e., weather, crashes, construction activity, spe-
cial events), and archival requirements for their monitoring system.

The use cases are organized around the various stakeholders who use or manage 
aspects of the surface transportation system. The use cases for each aspect of the trans-
portation system are also broken down into providers and consumers (i.e., supply and 
demand). The system user types are described below and shown in Table 4.1:

•	 Policy and planning support. Agency administrators and planners who have 
responsibility for, and make capital investment decisions about, the highway 
network;
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•	 Overall highway system. Operators of the roadway system (supply), which include 
its freeways, arterials, collectors, and local streets; and drivers of private autos, 
trucks, and transit vehicles (demand);

•	 Transit subsystem. Operators of transit systems that operate on the highway net-
work, primarily buses and light rail (supply) and riders (demand); and

•	 Freight subsystem. Freight service suppliers (supply) and shippers and receivers 
that make use of those services (demand).

Appendix D describes several use cases for each user type listed above. Each use 
case is described by specific parameters: a user, a statement of the question being 
posed, a description of the inputs needed to answer the question, the steps involved in 
answering the question, and the result to be obtained. Table 4.2 shows a template for 
the parameters provided for each use case.

The full list of use cases considered in this project is given in Table 4.3. The use 
cases are categorized into those that pertain to agency administrators and planners, 
system operators and users, transit passengers, schedulers or operators, and freight cus-
tomers or operators. A subset of these use cases is provided in this chapter to illustrate 
potential applications. The descriptions in this chapter have been chosen as illustrations 
and are no more or less important than the remaining use cases in Appendix D.

TABLE 4.1. USER TYPES AND THEIR CLASSIFICATION
System User Type Service Provider (Supply) User (Demand)

Policy and planning support Administrators and planners N/A

Overall highway system Highway system operators (public or 
private)

Privately owned vehicle drivers, taxi 
drivers, limousine drivers 

Transit subsystem Transit operators, transit vehicle operators Transit passengers

Freight subsystem Carriers, freight movers, truck drivers Freight customers (including both 
shippers and receivers)

Note: N/A = not applicable.

TABLE 4.2. USE CASE TEMPLATE
User The type of TTRMS user posing the question.

Question A description of the question being asked and why it would be posed.

Steps A list of the actions that have to be performed to answer the question. 

Inputs The data and information needed to answer the question. This description helps users understand 
the inputs required and helps programmers understand the data inputs that must be assembled. 

Result The system output at the completion of the use case.
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TABLE 4.3. USE CASES FOR A TRAVEL TIME RELIABILITY MONITORING SYSTEM
Category Subgroup Use Case

System administrators 
and planners

Administrators AE1: See what factors affect reliability
AE2: Assess the contributions of the factors
AE3: View the travel time reliability of a subarea
AE4: Assist planning and programming decisions
AE5: Document agency accomplishments
AE6: Assess progress toward long-term reliability goals
AE7: Assess the reliability impact of a specific investment

Planners AP1: Find the facilities with highest variability
AP2: Assess the reliability trends over time for a route
AP3: Assess changes in the hours of unreliability for a route
AP4: Assess the sources of unreliability for a route
AP5: Determine when a route is unreliable
AP6: Assist rural freight operations decisions

Roadway network 
managers and users 

Managers MM1: View historical reliability impacts of adverse conditions
MM2: Be alerted when the system is struggling with reliability
MM3: Compare a recent adverse condition with prior ones
MM4: Gauge the impacts of new arterial management strategies
MM5: Gauge the impacts of new freeway management strategies
MM6: Determine pricing levels using reliability data

Drivers—
constrained trips

MC1: Understand departure times and routes for a trip
MC2: Determine a departure time and route just before a trip
MC3: Understand the extra time needed for a trip
MC4: Decide how to compensate for an adverse condition
MC5: Decide en route whether to change routes

Drivers—
unconstrained trips

MU1: Determine the best time of day to make trip
MU2: Determine how much extra time is needed

Transit system Transit planners TP1: Determine routes with the least travel time variability
TP2: Compare exclusive bus lanes with mixed-traffic operations

Transit schedulers TS1: Acquire reliability data for building schedules
TS2: Choose departure times to minimize arrival uncertainty

Transit operators TO1: Identify routes with the poorest reliability
TO2: Review reliability for a route
TO3: Examine the potential impacts of bus priority on a route
TO4: Assess a mitigating action for an adverse condition

Transit passengers TC1: Determine the on-time performance of a trip
TC2: Determine an arrival time just before a trip
TC3: Determine a friend’s arrival time
TC4: Understand a trip with a transfer

Freight system Freight service 
providers

FP1: Identify the most reliable delivery time
FP2: Estimate a delivery window
FP3: Identify how to maximize the probability of an on-time delivery
FP4: Assess the on-time probability for a scheduled shipment
FP5: Assess the impacts of adverse highway conditions
FP6: Determine the start time for a delivery route
FP7: Find the departure time and routing for a set of deliveries
FP8: Solve the multiple vehicle routing problem under uncertainty
FP9: Alter delivery schedules in real time

Freight customers FC1: Minimize shipping costs due to unreliability
FC2: Determine storage space for just-in-time deliveries
FC3: Find the lowest-cost reliable origin
FC4: Find the warehouse site with the best distribution reliability
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SEE WHAT FACTORS AFFECT RELIABILITY (AE1)

In this use case, the agency administrator wants to see what factors affect the reliability 
of the segments and routes in the system. That is, he or she wants to know to what 
extent system reliability is affected by incidents, weather, work zones, special events, 
traffic control devices, fluctuation in demand, and demand exceeding capacity. For 
example, if the analysis shows that the system experiences unreliability largely due 
to incidents, the administrator might want to choose to increase spending on inci-
dent management systems or roadway safety improvements. The analysis might also 
help administrators set benchmarks against which they can test future improvements. 
Table 4.4 summarizes this use case.

TABLE 4.4. SEE WHAT FACTORS AFFECT RELIABILITY (AE1)
User Agency administrator

Question What factors affect reliability?

Steps

1.  Select the system of interest (e.g., a region or set of facilities).

2.  Select the time frame for the analysis: the date range, days of the week, and times of day.

3.  Assemble travel time (travel rate) observations for the system for the time frame of interest.

4.   Label each observation in terms of the regime that was operative at the time the observation was 
made (i.e., each combination of nominal congestion and nonrecurring event, including none).

5.  Prepare TR-PDFs for each regime identified.

6.  Analyze the contributions of the various factors so that the differences in impacts can be assessed. 

Inputs
Travel times and rates for the system and date range of interest plus information about the nominal 
system loading that would have been expected and any nonrecurring events. 

Result A set of TR-PDFs that portray the impacts of various factors on travel time reliability. 

Note: TR-PDF = travel rate PDF.

Step 1 is to select the system of interest; often, this is a region or set of facilities. 
In this instance the system selected comprises three freeway routes from the I-5/I-805 
junction on the north side of San Diego to the I-5/SR-15 junction in downtown San 
Diego. The three routes are labeled in Figure 4.8 as Route 1 (I-5), Route 2 (I-805/
SR-15/I-5), and Route 3 (I-805/SR-163/I-5). In subsequent text, these three routes are 
identified more succinctly as I-5, SR-15, and SR-163.

Step 2 is to select the time frame of interest. In this instance it is 2011, all week-
days, and all 24 hours during those days.

Step 3 is to focus on assembling travel rate data. The data for San Diego are aver-
age travel rates for the three routes based on system detector data obtained by walking 
the time–space matrix for hypothetical trips that start every 5 minutes on all three 
routes. The travel rates are displayed in Figure 4.9 plotted against time of day and in 
Figure 4.10 plotted against vehicle miles traveled (VMT) per hour. Since the data for 
the entire year are shown, there are 72,000 values for each route. Hence, there are 
216,000 data points in the combined graphs.
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Step 4 is to label each observation—all 216,000 in this case—in terms of the 
regime that was operative for each observation. The technique for adding these labels 
involves two substeps. The first substep is to add a nonrecurring event designation, if 
any. This is done automatically if these events have been tracked in real time and the 
database contains fields that describe them. If not, they have to be identified by look-
ing for outliers.

The plots of travel rates against time of day and VMT per hour in Figures 4.9 
and 4.10, respectively, for the San Diego data reveal several outliers in the data. In 
this experiment, the search for outliers was done by hand. Data from San Diego were 
found for the following categories of nonrecurring events:

•	 Incident: an accident or incident could be identified.

•	 Weather: an inclement weather event could be identified.

•	 Special event: some unusual event, often sports related, could be identified.

•	 Demand: the VMT (implicitly, the traffic flows) was higher than normal for the 
time of day at which the high travel rate arose.

Figure 4.8. Subarea examined for Use Case AE1.
Map data © 2012 Google.
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Figure 4.9. Five-minute average weekday travel rates for three routes in San Diego.
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Figure 4.10. Five-minute average weekday travel rates plotted against VMT per hour 
for three routes in San Diego.
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Appendix D contains detailed descriptions of how the data were categorized into 
each nonrecurring event.

The second substep in Step 4 involves labeling each observation based on the 
nominal loading of the system expected for each observation. This is done by analyz-
ing the observations that remain once the nonrecurring events have been removed. 
Many metrics could be used to assess this impact, but this use case illustration uses 
the semivariance (SV) measure. Chapter 3 described the SV measure and the reasons 
for using it.

Figure 4.11 shows the SV value computed for every 5-minute interval of the San 
Diego data for each of the three routes. The value of r employed is the minimum 
travel rate observed for the entire year. The SV is normalized based on the number of 
observations employed because the number of observations varies from one 5-minute 
period to another.

As shown in Figure 4.11, reliability becomes worse as the traffic levels increase. 
This finding is not unexpected, but it demonstrates that the expectations of many 
researchers are correct: reliability is best when the traffic volumes are low, such as late 
at night or early in the morning. It is poorer when the traffic volumes are higher, such 
as during the midday, and it is poorest when the traffic volumes are the highest, as dur-
ing the p.m. peak. The maximum SV values, which are not shown in the figure, reach 
about 1,000.

Figure 4.11. Semivariances by 5-minute time period for the normal condition for three routes in San Diego.
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Although no right answer exists for the number of congestion categories to use, 
four were selected here: uncongested, low, moderate, and high. Uncongested meant 
the SV was below 20; low meant 20 to 40; moderate, 40 to 120; and high, above 120. 
Thus, the I-5 route was classified as follows:

•	 Uncongested all day, except

•	 High from 2:15 to 6:50 p.m.

The SR-15 route was classified as follows:

•	 Uncongested from midnight to 2:10 a.m.;

•	 Low from 2:15 to 6:45 a.m.;

•	 Uncongested from 6:50 to 8:15 a.m.;

•	 Low from 8:20 to 9:05 a.m.;

•	 Moderate from 9:10 a.m. to 2:10 p.m.;

•	 High from 2:15 to 7:20 p.m.; and

•	 Uncongested from 7:25 p.m. to midnight.

The SR-163 route was classified as follows:

•	 Uncongested from midnight to 6:45 a.m.;

•	 Moderate from 6:50 a.m. to 2:15 p.m.;

•	 High from 2:20 to 7:20 p.m.; and

•	 Uncongested from 7:25 p.m. to midnight.

Step 5 is to develop TR-CDFs for each regime, that is, each combination of nomi-
nal loading (from the analysis above) and nonrecurring event (from the first categori-
cal analysis), including none. The TR-CDFs are created by appropriately binning the 
5-minute travel time observations. Figure 4.12 presents the results.

Step 6 is to interpret the results in terms of the effects on reliability of the various 
factors. This step overlaps with the following use case, so the results are presented 
there.

ASSESS THE CONTRIBUTIONS OF THE FACTORS (AE2)

The objective in this use case is to determine how various factors affect system reli-
ability. Such information helps inform decisions about how to improve performance: 
geometric treatments, capacity enhancements, operational changes, better signage, 
improved roadway striping, resurfacing, or better lighting. It can also help managers 
determine which facilities need better real-time traveler information (e.g., changeable 
message signs displaying alternate routes and travel times). Table 4.5 summarizes this 
use case.



119

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Figure 4.12. CDFs by regime for the three routes in San Diego.
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Steps 1 through 4 are the same as for Use Case AE1.
Step 5 aims to determine the extent to which the facilities are affected by various 

factors. Figures 4.11 and 4.12 can be studied to develop these insights. Figure 4.11 
shows that the three routes have somewhat different daily patterns of reliability. The 
I-5 route has high reliability (a low SV value) throughout the day except during the 
p.m. peak. In contrast, the SR-15 route has an additional increase in its SV (a drop 
in reliability) across the midday (a higher SV). The SR-163 route has an even more 
dramatic increase in its SV across the midday, but a lower SV during the early morn-
ing hours. In addition, SR-163 has a discernible a.m. peak, but the other two routes 
do not.

From an interpretation standpoint, the I-5 route is probably the most reliable. It is 
still challenged during the peak, but it consistently has the lowest SV values except for 
a few 5-minute periods from around 7 to 9 p.m. Even though Figure 4.9 suggests the 
SR-15 route may have the lowest average travel rates most of the day, I-5 is the most 
reliable route.

Reinforcing the observation that I-5 is probably the most reliable route, Figure 4.11 
also suggests that SR-163 is the least reliable route. It has the highest SV values during 
a significant portion of the day (except in the early morning, when the SR-15 route has 
higher values), and the differences are significant, especially during the morning and 
midday time periods.

Figure 4.12 provides additional insights. Although the plots are rather dense, 
they tell a story about the performance of these three routes. Looking at I-5 first, the 
TR-CDF for the uncongested or normal condition is at the far left and is almost verti-
cal. This means it has very reliable travel rates during this condition. However, the I-5 
performance during the congested conditions is quite different. Even when there are 
no identifiable nonrecurring events, larger travel rates are involved, as shown by the 
smooth CDF for the high-congestion, normal condition, having travel rates from about 
50 to 100 s/mi. The TR-CDFs for three nonrecurring events (incidents, special events, 

TABLE 4.5. ASSESS THE CONTRIBUTIONS OF THE FACTORS (AE2)
User Agency administrator

Question How do various factors affect system reliability?

Steps

1.   Select the system of interest (e.g., facilities, routes).

2.   Select the time frame for which the analysis is to be conducted

3.   Assemble travel rate data for each facility.

4.   Create TR-PDFs (rates) for each facility and regime (i.e., combinations of system loading and 
nonrecurring event).

5.   Study the TR-PDFs and determine the extent to which the facilities are affected by the various factors.

6.   Rank order the facilities based on the relative impacts so that those most affected can receive 
mitigating treatments.

Inputs
A database of TR-PDFs with each observation labeled based on the regime to which it belongs (i.e., 
system loading and nonrecurring event).

Result A rank ordered list of the facilities based on the TR-PDFs by regime.
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and weather) during high congestion largely overlap, and no one CDF dominates the 
other. However, the TR-CDF for the demand condition (under high congestion) is 
strikingly different, with much larger travel rates even at low percentiles, and a maxi-
mum value that is substantially smaller than that for the other three nonrecurring cat-
egories. The implication is that demand needs to be a cause for concern, and reducing 
the rates for low-percentile values may be possible through geometric improvements, 
although it may be more important to focus on the tail for the three other conditions.

The story for the SR-15 route is similar. Almost all of the regimes involving no or 
low congestion have similar TR-CDFs. The one notable exception is the TR-CDF for 
uncongested conditions with incidents. As with the I-5 TR-CDFs, incidents produce a 
major shift for the travel rates at the higher-percentile values (in this case, above about 
90%). The four TR-CDFs that are strikingly different are those for incidents, special 
events, weather, and demand during periods that would normally involve high conges-
tion. This is not surprising, but it does reinforce the importance of taking actions that 
help manage the severity of these events when they occur during congested operation.

As shown in Figure 4.12, the SR-163 route’s TR-CDFs are widely scattered, and 
nonrecurring events have an impact under all levels of congestion. The graph shows 
important details:

•	 The most significant impacts (the CDFs farthest to the right), which are all during 
high congestion, come from (right to left) weather, special events, and incidents.

•	 The next two impacts are for weather under moderate congestion and demand 
during high congestion.

•	 The next three impacts (right to left) are incidents; special events; and demand 
under low-congestion conditions, not moderate.

With these differences noted, the reliability performance of SR-163 is otherwise 
similar to the other two. More specifically, it has a travel rate performance very similar 
to the other two routes under uncongested normal conditions, but it struggles to main-
tain that performance either when the congestion levels get higher or non recurring 
events occur.

The more significant shifts in the TR-CDFs for various conditions on the SR-163 
route compared with the other routes lead to a conclusion that there are problems with 
SR-163 between I-805 and I-5. Although it is not the purpose of the methodologies 
in this guide to determine what geometric and other treatments would help alleviate 
reliability problems, geometric improvements and expedient response to incidents and 
other events would likely have a significant impact on reliability on this section of 
SR-163. Appendix D provides details about further insights that can be obtained from 
Figure 4.12.

Step 6 involves rank ordering the facilities based on the relative impacts so that 
those facilities most affected can receive mitigating treatments. Table 4.6 provides a 
way to develop the rankings. Columns 3 to 12 in the table report the average SV 
 values for each regime and the frequency (n) with which that regime occurs. The table 
also shows the SV totals for each congestion condition (e.g., 573,000 for I-5 dur-
ing uncongested conditions and 4,705,000 during congested conditions) based on the 
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sum–product of the SV and n values. The far-right column (Facility Total) in Table 4.6 
reports the total SV in the travel rate for the year. The facility totals suggest that the 
most unreliable (least reliable) facility is SR-163, which is consistent with the scatter-
plot shown in Figure 4.10 and the line graph shown in Figure 4.11. The SR-15 route 
is the next most unreliable, but its SV distribution is slightly different. As Table 4.7 
shows, a higher percentage can be attributed to incidents and special events during 
nominally high-congestion conditions.

A summary of this analysis might be as follows: all three routes exhibit varia-
tions in reliability depending on the recurring congestion condition and nonrecurring 
event. Evidence of these differences is most significant for the SR-163 route, and it 

TABLE 4.6. SEMIVARIANCES FOR EACH REGIME FOR THREE ROUTES IN SAN DIEGO

Route Condition

Normal Demand Weather
Special 
Events Incidents

∑(SV*n) 
(×1,000)

Facility 
Total
(×1,000)SV n SV n SV n SV n SV n

I-5 Uncongested 7 55,533 60 1,250 46 797 111 135 172 285 573 5,278

High 205 12,783 1,415 472 2,563 175 1,399 104 1,769 466 4,705

SR-15 Uncongested 15 24,491 47 147 68 229 29 77 139 55 400 9,465

Low 27 15,931 118 102 106 193 0 0 97 25 457

Moderate 46 14,863 127 13 151 271 0 0 93 103 740

High 241 13,918 2,415 665 3,751 162 3,113 168 3,032 587 7,868

SR-163 Uncongested 11 32,823 13 1,019 61 277 21 29 54 102 386 9,561

Moderate 56 20,950 169 519 399 333 601 344 684 354 1,841

High 261 12,764 1,789 1,028 1,924 254 1,424 243 1,385 961 7,333

Note: n = number of observations.

TABLE 4.7. PERCENTAGES FOR SEMIVARIANCES FOR EACH REGIME FOR THREE ROUTES IN SAN DIEGO 

Route Condition
Normal
(%)

Demand
(%)

Weather
(%)

Special 
Events
(%)

Incidents
(%)

Total
(%)

Facility 
Total
(%)

I-5 Uncongested 8 1 1 0 1 11 100

High 50 13 8 3 16 89

SR-15 Uncongested 4 0 0 0 0 4 100

Low 4 0 0 0 0 5

Moderate 7 0 0 0 0 8

High 35 17 6 6 19 83

SR-163 Uncongested 4 0 0 0 0 4 100

Moderate 12 1 1 2 3 19

High 35 19 5 4 14 77
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seems apparent that its problems are due to the geometric conditions on the section of 
SR-163 from I-805 to I-5. All three routes are significantly affected by high congestion, 
even under normal conditions; the TR-CDF for that condition is dramatically different 
from the CDFs for normal operation under less-congested conditions. Certain non-
recurring events—incidents, weather, special events, and fluctuation in demand that is 
higher than normal—all have a significant effect on reliability during highly congested 
conditions. Finally, it is clear that these TR-CDFs provide guidance about actions that 
might be useful to help alleviate the reliability problems.

VIEW THE TRAVEL TIME RELIABILITY PERFORMANCE OF A SUBAREA 
(AE3)

In this use case, the agency administrator wants to review the travel time reliability 
performance of a subarea of the network. Subarea aggregations support transporta-
tion network planning and operations decisions for large-scale metropolitan networks. 
Table 4.8 summarizes this use case.

As shown in Figure 4.13, two spatial aggregation approaches can provide users 
with subarea travel time reliability statistics:

1. A windowing approach, which isolates the subarea and focuses only on routes 
entirely within the subarea’s boundary. This approach allows for the evaluation of 
the reliability impacts of policies enacted within a specific subarea and the analysis 
of subarea boundary-to-boundary travel time reliability measures.

2. A focusing approach, which is aimed at reliability measures for all of the routes 
that pass through the subarea. This approach allows linkages and relationships 
to be maintained between a subarea and its surrounding districts. It can generate 
statistics on the reduced subarea networks without losing reliability information 
at the origin–destination level for long-distance trips.

TABLE 4.8. VIEW THE TRAVEL TIME RELIABILITY PERFORMANCE OF A SUBAREA (AE3)
User Agency administrator

Question What is the reliability performance of a subarea?

Steps

1.  Define the boundary of the subarea of interest.

2.  Choose the spatial aggregation method: windowing or focusing approach.

3.  Select the date range, days of the week, and times of day over which to aggregate data.

4.   Assemble TR-PDFs (rate) for the subarea differentiated by facility type, operating condition, time of 
day, and so forth.

5.   Develop a picture of the reliability of the region that reflects the importance of each of the facility 
types, operating conditions, and times of day.

Inputs
TR-PDFs (rates) for the subarea differentiated by facility type, operating condition, time of day, and so 
forth.

Result
TR-PDFs for the region and selected routes (as shown in Figure 4.13) that reflect the importance of 
each of the facility types, operating conditions, and times of day.
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Step 1 is to select the subarea of interest. In this case, it is the same portion of the 
San Diego metropolitan area shown in Figure 4.8.

Step 2 is to choose the aggregation method. In this particular instance, a window-
ing approach is employed to study the reliability performance of the same three routes 
from A to B considered in the previous use case: I-5, SR-15, and SR-163.

Step 3 is to select the date range, days of the week, and times of day over which to 
conduct the analysis. As with the prior use case, 2011 has been chosen, all weekdays, 
and all 24 hours.

Step 4 is to assemble the TR-PDFs differentiated by facility type, operating condi-
tion, time of day, and so forth. In this case the same regimes used in the previous use 
case are used: the nominal loading (uncongested or low, moderate, or high conges-
tion) and nonrecurring event (incidents, special events, weather) including normal (no 
unusual nonrecurring condition). Hence, the TR-CDFs presented in Figure 4.12 still 
pertain.

Step 5 is to focus on developing a picture of the reliability of the region that reflects 
the importance of each of the facility types, operating conditions, and times of day. For 
this purpose, the data presented in Table 4.7 can be used.

For the San Diego routes, it was assumed that the three routes represent all the 
significant facilities in the region. Table 4.9 presents the results of the three routes’ 
combined contributions to unreliability.

Figure 4.13. Subarea aggregation approaches. 

TABLE 4.9. CONTRIBUTION BY REGIME TO TOTAL SEMIVARIANCE FOR THREE ROUTES IN SAN DIEGO

Condition
Normal
(%)

Demand
(%)

Weather
(%)

Special Events
(%)

Incidents
(%)

Total
(%)

Uncongested 5 0 0 0 0 6

Low 2 0 0 0 0 2

Moderate 8 0 1 1 1 11

High 38 17 6 4 16 82

Total 52 18 7 5 17 100
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As shown in Table 4.9, normal conditions (nonrecurring event category) under high 
congestion are the principle source of unreliability. That combination is followed by 
demand under high congestion, and then incidents under high congestion. The contribu-
tions from the other combinations are individually under 10%. Weather under high con-
gestion is at 6%, and normal conditions under uncongested conditions contribute 5%.

The average SV values in Table 4.7 provide a more detailed sense of when these 
contributions arise. For example, the SR-15 route has among the highest average SV 
values (e.g., 3,751 for weather under high congestion; 3,032 for incidents under high 
congestion), and these categories contribute substantially to the total SV (17% and 
19%, respectively). Furthermore, Figure 4.12 shows that the CDFs for those two situ-
ations are still increasing through the 70th and 80th percentiles at the maximum travel 
rates plotted (130 to 140 s/mi).

ASSIST PLANNING AND PROGRAMMING DECISIONS (AE4)

In this use case, the user wants to make planning and programming decisions based on 
inputs from a TTRMS. Table 4.10 summarizes this use case.

A description of the use case can build off Use Case AE1. Imagine a hypothetical 
situation in which the conditions portrayed for SR-163 are the status of that route at 
the end of 2009. The SR-15 conditions are for that same route (SR-163) at the end 
of 2010, and the conditions for I-5 are the status of that route (SR-163) at the end of 
2011. Admittedly, such change would be remarkable progress, but that is actually use-
ful here because it makes the differences clear.

Step 1 is to select the routes and subareas of interest. In this case it is the same por-
tion of the San Diego metropolitan area shown in Figure 4.8, and the route of interest 
is the one involving SR-163.

TABLE 4.10. ASSIST PLANNING AND PROGRAMMING DECISIONS (AE4)
User Agency administrator

Question What agency actions are having significant impacts on travel time reliability?

Steps

1.   Select routes and subareas for analysis.

2.   Assemble TR-PDFs for routes and areas for before-and-after traffic conditions under equivalent 
operating conditions.

3.   Analyze the before-and-after changes in reliability along those routes and in those subareas, and 
relate those changes to the actions taken as part of the transportation improvement projects.

4.   Find the trends in the efficacy of different types of transportation improvement projects.

5.   Use the results as input into decision making associated with future agency planning and 
programming decisions.

Inputs
TR-PDFs for each route and area under the before-and-after conditions for similar network operating 
conditions associated with the travel rate observations about the transportation improvement project 
actions that were taken.

Result
Results of the before-and-after cause-and-effect analysis of the improvement actions taken and a 
process for conducting the assessment.
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Step 2 is to assemble TR-PDFs for routes and areas for before-and-after traffic condi-
tions under equivalent operating conditions. In the context of the hypothetical situation 
described above, this has already been done, and the results are presented in Figure 4.12. 
(However, those results must be interpreted as reflecting the SR-163 route performance 
in reverse chronological order, with the most recent performance presented first.)

Step 3 is to analyze the before-and-after changes in reliability along the routes in 
the subarea and relating those changes to the actions taken as part of transportation 
improvement projects. Hence, in the context of the hypothetical situation described in 
Step 2, there are remarkable changes to assess.

Step 4 is to find trends in the efficacy of different types of transportation improve-
ment projects. Table 4.11 presents the findings consistent with the hypothetical con-
struct presented earlier. It shows that the agency actions are improving the reliability 
of the facility under normal conditions, dropping the SV under uncongested conditions 
from 11 to 7, eliminating the existence of a moderate-congestion condition, and reduc-
ing the SV during high congestion from 261 to 205. The SV trend under the other con-
ditions is less clear. In some cases there is improvement, but in others there is not. Of 
course, generating clear trends in these other categories is somewhat difficult because 
the severity of the nonrecurring events can differ in one year versus another.

Even though the agency may be doing a better job of managing the consequences of 
the events, the distribution of the severity of the events may make it difficult to see the 
impacts in a simple measure like the SV. Note in Table 4.11 that the SV values for the 
special event and incident events show increases in the SV values from Year X to Year Y 
and then decreases from Year Y to Year Z. Whether progress has been made is unclear. 
Figure 4.14 shows TR-CDFs by regime for the I-5 route. In this figure, the progress with 
special events becomes clearer. Notice that the TR-CDF for Year Z has upper-percentile 
values that are better than in either Years X or Y; so although the lower percentiles are 
not particularly improved, the higher percentiles are. The same is true for incidents.

TABLE 4.11. CHANGES IN RELIABILITY OVER TIME FOR A HYPOTHETICAL ROUTE

Condition Year

Normal Demand Weather Special Events Incidents

SV n SV n SV n SV n SV n

Uncongested X 11 32,823 13 1,019 61 277 21 29 54 102

Y 15 24,491 47 147 68 229 29 77 139 55

Z 7 55,533 60 1,250 46 797 111 135 172 285

Moderate X 56 20,950 169 519 399 333 601 344 684 354

Y 73 30,794 244 115 257 464 0 0 190 128

Z 0 0 0 0 0 0 0 0 0 0

High X 261 12,764 1,789 1,028 1,924 254 1,424 243 1,385 961

Y 241 13,918 2,415 665 3,751 162 3,113 168 3,032 587

Z 205 12,783 1,415 472 2,563 175 1,399 104 1,769 466
Note: SV = semivariance; n = number of observations.
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Figure 4.14. Using TR-CDFs to analyze performance changes.
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Although the performance for lower percentiles in Year Z is not better than in Year 
Y (but better than or the same as in Year X), it is better for the higher percentiles, at 
about the 88th percentile and above. Hence, an improvement in reliability has been 
accomplished. Of course, although improvements have been made in the higher per-
centiles, further improvement can be made in the lower ones (for the high-congestion 
condition). Putting more resources into special event management and incident clear-
ance would help improve performance further.

Step 5 focuses on using the results as input into decision making associated with 
future agency planning and programming decisions. The aggregate SVs do not portray 
the picture as completely as the CDFs, but they are more succinct and convey a general 
sense of the situation. For example, the normal condition occurs frequently, as would be 
expected, but the SVs are all quite small (the largest values occur during high congestion 
and range from 200 to 300). By comparison, the SVs for the less-frequent conditions 
range up to almost 4,000. Figure 4.15 plots the SVs against the occurrence frequencies 
for events that occur 1,500 times per year or less. The normal data points are not present 
because their frequencies of occurrence are much larger, but their SVs are relatively low.

Figure 4.15. Relative importance of different conditions.
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Combinations that lie on the outer boundary of this plot are important conditions 
on which to focus. Figure 4.15 shows there are a few conditions that merit signifi-
cant attention to mitigate low-probability, high-consequence events. These are demand 
events on SR-15 and SR-163 under nominally high-congestion conditions, incident 
events on I-5 and SR-15 under nominally high-congestion conditions, and weather 
events on SR-15 under nominally high-congestion conditions. Mitigating strategies 
would have a significant payoff for these situations. Interestingly, and perhaps unex-
pectedly, it is the SR-15 route rather than the SR-163 route that may deserve the most 
attention in terms of managing significant consequences of nonrecurring events. That 
is, although the SR-163 route certainly has reliability problems, it does not surface in 
Figure 4.15 as being the route that produces the most significant reliability problems.

DETERMINE WHEN A ROUTE IS UNRELIABLE (AP5)

In this use case, the agency planner wants to see when a route’s travel time reliability is 
unacceptable. The planner can use this analysis for a variety of purposes:

•	 To determine if travel time variability is an all-day problem, or if it is confined to 
specific time periods;

•	 To decide where and when to implement corrective measures (e.g., ramp metering) 
to help mitigate congestion-induced variability;

•	 To determine where and when HOV or high-occupancy toll lanes could be an al-
ternative to provide more consistent travel times for carpools or paying drivers; or

•	 To see what can be done in rural areas to mitigate the impacts of beach traffic in 
the summer or recreational skiing traffic in the winter.

Table 4.12 summarizes this use case.

TABLE 4.12. DETERMINE WHEN A ROUTE IS UNRELIABLE (AP5)
User Agency planner

Question When does a route have unreliable travel times?

Steps

1.   Select the route for which the reliability assessment is desired.

2.   Select a metric to assess reliability and a value to be used to distinguish between reliable and 
unreliable operation.

3.   Determine the time frame for the analysis (e.g., a year, a quarter, a season, only weekdays; peak 
hours, weekdays, all times).

4.   Assemble TR-PDFs for the route for the time period and system operating conditions of interest.

5.   Determine the times when the route has unreliable travel times.

6.   Search for reasons why the route might have had unreliable travel times under those conditions 
(e.g., weather, incidents, work zones).

7.   Create a list of those reasons and exhibits that show the percentage of time during which those 
conditions exist.

Inputs TR-PDFs for the route and across time for the date ranges of interest and other specifications desired.

Result A list of those reasons and exhibits that show the percentage of time during which those conditions exist.
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This use case can be addressed using any one of the routes examined in Appendix 
D (I-5, SR-15, SR-163, and I-8). The metric can again be the SV, and the time frames 
can be those for which data were available: all of 2011 in the case of I-5, SR-15, and 
SR-163; and November 3, 2008, until February 27, 2009, in the case of I-8.

The SV data, analyzed in various use cases in Appendix D, suggest that

•	 I-5 is unreliable only during the p.m. peak.

•	 SR-15 is somewhat unreliable during midday and significantly unreliable during 
the p.m. peak.

•	 SR-163 is more unreliable during the midday and equally unreliable during the 
p.m. peak.

•	 I-8 is unreliable during the a.m. peak and to a lesser extent during the p.m. peak 
and into the early evening.

•	 The reasons for unreliability are predominantly the following:

 — High congestion during the p.m. peak (in the case of I-5, SR-15, and SR-163) 
and the a.m. peak (in the case of I-8);

 — Weather, which is a significant source of unreliability for all four routes, es-
pecially during regimes involving high congestion, but also for other regimes 
as well;

 — Incidents, although they predominantly have an impact during regimes involv-
ing high congestion; and

 — Special events, especially during the early evening on I-8.

Table 4.13 and Table 4.14, respectively, provide hour and percentage breakdowns 
of the times (regimes) when each facility’s average SV exceeds 100.

Notice that the trends are quite different for I-8 versus the other three facilities. 
I-8 has all of its hours of unreliable operation during nonrecurring events (weather, 
special events, and incidents) and none during normal operation, but the other three 
routes have most (more than 76%) of their unreliable operation during conditions of 
high-congestion, normal operation. Moreover, I-8 has no percentages attributable to 
demand conditions, but the other three do.

BE ALERTED WHEN THE SYSTEM IS STRUGGLING WITH RELIABILITY 
(MM2)

The user wants to know when the travel times on a facility have become unreliable or 
are about to do so. Consistent with the discussions in MM1, this alert tells the user the 
system is entering a condition in which travelers cannot achieve the travel times they 
want because the congestion is too high (travel is constrained), or the system’s ability 
to provide consistent travel times has become low, or both. A roadway system man-
ager might use this information as the basis for sending out alerts to variable message 
signs or route guidance devices. Table 4.15 summarizes this use case.
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TABLE 4.13. HOURS OF UNRELIABLE OPERATION BY REGIME AND FACILITY

Route Condition

Normal Demand Weather Special Events Incidents Total 
HoursSV Hours SV Hours SV Hours SV Hours SV Hours

I-5 Uncongested 7 0 60 0 46 0 111 11 172 24 35

High 205 1,065 1,415 39 2,563 15 1,399 9 1,769 39 1,167

SR-15 Uncongested 15 0 47 0 68 0 29 0 139 5 5

Low 27 0 118 9 106 16 0 0 97 0 25

Moderate 46 0 127 1 151 23 0 0 93 0 24

High 241 1,160 2,415 55 3,751 14 3,113 14 3,032 49 1,292

SR-163 Uncongested 11 0 13 0 61 0 21 0 54 0 0

Moderate 56 0 169 43 399 28 601 29 684 30 129

High 261 1,064 1,789 86 1,924 21 1,424 20 1,385 80 1,271

I-8 
Westbound

Uncongested 5 0 16 0 27 5 0 0 17 0 0

Low 9 0 21 0 101 51 20 0 24 0 51

Moderate 11 0 35 0 80 0 473 3 337 10 13

High 45 0 50 0 1,180 15 0 0 805 20 35

TABLE 4.14. PERCENTAGE OF UNRELIABLE OPERATION BY REGIME AND FACILITY

Route Condition

Normal Demand Weather Special Events Incidents Total 
(%)SV % SV % SV % SV % SV %

I-5 Uncongested 7 0 60 0 46 0 111 1 172 2 3

High 205 89 1,415 3 2,563 1 1,399 1 1,769 3 97

SR-15 Uncongested 15 0 47 0 68 0 29 0 139 0 0

Low 27 0 118 1 106 1 0 0 97 0 2

Moderate 46 0 127 0 151 2 0 0 93 0 2

High 241 86 2,415 4 3,751 1 3,113 1 3,032 4 96

SR-163 Uncongested 11 0 13 0 61 0 21 0 54 0 0

Moderate 56 0 169 3 399 2 601 2 684 2 9

High 261 76 1,789 6 1,924 2 1,424 1 1,385 6 91

I-8 
Westbound

Uncongested 5 0 16 0 27 0 0 0 17 0 0

Low 9 0 21 0 101 52 20 0 24 0 52

Moderate 11 0 35 0 80 0 473 3 337 10 13

High 45 0 50 0 1,180 15 0 0 805 21 36
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TABLE 4.15. BE ALERTED WHEN THE SYSTEM IS STRUGGLING WITH RELIABILITY (MM2)
User Roadway system manager

Question Has a route or system become unreliable?

Steps

1.  Select the segments or routes being monitored.

2.  Select the conditions for which notification is desired.

3.  Design the test that will be used to identify the condition selected.

4.  Monitor the TT-PDFs (or TR-PDFs) to see if an unreliable condition has arisen.

Inputs
Real-time information about the status of the segment or route plus historical TT-PDFs for the segments 
and routes under surveillance. In addition, real-time information about the network conditions as 
explanatory variables.

Result
An alert message that displays the facility and location where the travel time reliability is adverse and 
TT-CDFs that compare the current segment or route travel time against the ones that would be expected.

Note: TT-CDF = travel time cumulative density function.

This use case is similar to incident detection or identification of times when the 
system’s behavior has become unstable. As in use case MM1 and elsewhere, when 
the system is under stress due to heavy congestion or adverse nonrecurring conditions, 
individual vehicle travel times become less variant (i.e., consistent) because the con-
gestion keeps people from being able to travel at the speeds they want. Moreover, the 
system struggles to provide the same travel times each time these conditions occur. It 
seems the system cannot control the manner in which vehicles interact or the effects on 
system capacity from the nonrecurring event.

The steps in the use case are as follows. Step 1 is to select the segments or routes 
to be monitored. I-5 southbound in Sacramento will be employed. Step 2 is to select 
the conditions for which notification is desired. The choice will be any condition in 
which the facility has difficulty letting users travel at their desired speeds. Step 3 is to 
design the test that will be used. Step 4 is to monitor the TT-PDFs (or TR-PDFs) to see 
if reliability is suffering. The data collected will be used ex post facto to see when reli-
ability was affected.

Based on data for individual vehicle travel times, it appears that the lower- 
percentile travel times (the higher speeds) are affected earliest and the most (i.e., the 
higher- percentile speeds decrease the most). Without question, the other percentile 
travel times also change, but not as dramatically, at least not initially. That is, the 
lower-percentile travel times provide the earliest sign that the system is entering an 
unreliable condition. As the system becomes more heavily loaded from either conges-
tion or a nonrecurring event, it loses the ability to permit drivers to achieve the lowest 
travel times. It cannot let those vehicles thread their way through the traffic stream. 
Either the traffic density is too high, or the nonrecurring event has interfered with that 
ability (e.g., as a result of queuing).

The clearest evidence of this can be seen in time traces. Figure 4.16 shows the per-
centiles of individual vehicle travel times for I-5 southbound in Sacramento on March 1, 
2011. Additional plots of the same data can be found in Figures 4.5, 4.6, and 4.7. One 
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can see that as incidents occur or as the system becomes more heavily loaded, the 5th 
percentile travel time increases.

The first event occurs at about 11:00, when the travel times abruptly rise and 
then return to normal. This was an incident. The second event starts at about 15:00, 
when the travel times begin to increase in advance of the p.m. peak. In the first 11:00 
instance, notice that all the percentile travel times increase without any advance warn-
ing; however, in the 15:00 instance, the 5th percentile travel time begins to increase 
(and the standard deviation begins to decrease) well in advance of the changes in the 
other percentile travel times.

The message seems clear. In the case of recurring congestion, the low-percentile 
travel times (e.g., 5th percentile) and the standard deviation both provide leading indi-
cations that a period of congested operation is approaching. The travel times (from 
day to day) are about to become unreliable in the sense that people will not be able 
to achieve their desired travel times, and the travel time they experience from one 
instance to the next will not be the same. However, when an unexpected nonrecurring 
event such as an incident affects the system’s operation, it does so abruptly, without 
leading indications (from the 5th percentile travel time or the standard deviation) that 
conditions are about to change. In addition, in the latter case when the event (espe-
cially an incident) creates a bottleneck that affects all drivers, the travel times not only 
all increase, but they become consistent. When the event affects only some lanes (and 
thus only some drivers), travel times increase but with a significant variation in the 

Figure 4.16. Trends in travel time percentiles and their standard deviations.
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travel times achieved. People in the less-affected lanes are able to achieve significantly 
shorter travel times than those in the more-affected lanes. Finally, one thing remains 
true in all conditions: the lower-percentile (e.g., 5th percentile) travel times are always 
affected, either in advance of the full-fledged condition (e.g., when congested opera-
tion occurs) or immediately on its onset (e.g., with a nonrecurring event during other-
wise uncongested operation).

The implication of these observations is that a test that identifies these periods of 
unreliable operation can be predicated on the lower-percentile travel times. One test 
will probably not fit all conditions—most likely such tests need to be tuned to the 
facilities being observed—but a test based on the lower-percentile travel times is likely 
to always work. Tests based on reductions in the standard deviation will also work for 
recurring event conditions, and such tests appear to provide an even earlier warning 
that conditions are in the process of changing.

The first transient shown in Figure 4.16 is an unexpected incident that blocked all 
of the lanes. The increased travel times toward the right side of the graph represent 
the p.m. peak period. The 5th percentile travel times start to rise, and the standard 
deviation starts to drop. By contrast, the 75th percentile travel times do not change 
much. The graph shows that the standard deviation goes down, not up, when unreli-
able conditions arise.

Three different phenomena can be represented by this type of graph, of which two 
can be seen in Figure 4.16:

•	 Recurring congestion over all lanes (apparent on the right side of Figure 4.16) or 
recurring congestion over some lanes but not all in a compound pattern;

•	 An incident that causes all vehicles to be affected, increasing all travel times (shown 
on the left side of Figure 4.16); and

•	 An incident that affects one lane but not all vehicles. This is particularly visible 
when curb lanes are affected, since the 5th percentile does not change much, but 
the 75th and 95th percentiles are significantly affected.

The results of applying one test are shown in the bottom of Figure 4.16. The test 
involves checking three conditions: the average of the 5th percentile travel time in 
four successive observations rises above 4.7 minutes, the 5th percentile rises above 
5 minutes in the current observation, or the 75th percentile travel time rises above 6 
minutes. The latter test seems to catch instances in which some but not all lanes are 
affected by an incident.

SUMMARY

The case studies and use case analyses presented in this chapter provide an illustra-
tion of the techniques and potential applications for a TTRMS. Further details can be 
found in Appendices C and D.
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SUMMARY

This chapter summarizes the steps involved in developing a travel time reliability 
monitoring system (TTRMS), starting with the various potential data sources and 
ending with metrics that can be used to assess performance. The chapter draws on the 
methods presented in Chapters 2 and 3 and identifi es case studies from Ch apter 4 that 
illustrate real-world applications of the methods.

The overall process can be described using the diagram shown in Figure 5.1; each 
of the steps described in this chapter refers to this diagram. The process is illustrated 
as linear, but in reality it can be recursive and nonlinear due to a number of factors:

•	 Types of source data available, both recurrent traffi c-related data and nonrecur-
rent event data (e.g., weather, incidents); and

•	 Use cases of interest (e.g., real-time versus historical evaluation).

The statistical methods necessary to conduct the analyses tend to be sensitive to 
the data being analyzed. The methodological details in Chapter 3 and its support-
ing reports demonstrated the potential complexities involved, and the case studies in 
Chapter 4 illustrated how a customized travel time reliability analysis needs to be fi t 
to a particular location. As a result, generalizations on the methods for analysis in this 
chapter are only illustrative of the actual process that a specifi c analyst will follow in a 
given situation and are not necessarily the one that will be applicable to every system 
in every instance.
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STEP 1. COLLECT AND MANAGE TRAFFIC DATA

The first step in the analytical process, illustrated in Figure 5.2, is to collect and store 
all types of traffic data. These traffic data should be both mode neutral (e.g., freeway 
lane data) and mode specific (e.g., transit data). These sources can be divided into two 
major groups: infrastructure-based sources and vehicle-based sources.

Infrastructure-Based Sources
Infrastructure-based detectors collect single-point count and occupancy data or 
 double-point speed data anonymously (i.e., without specifically identifying a particular 
vehicle). Typical applications include the following types of infrastructure-based sensors:

•	 Loop detectors, illustrated in the San Diego, California, and Northern Virginia 
case studies in Chapter 4;

•	 Video image processors, illustrated in the Atlanta, Georgia, case study in Chapter 4;

•	 Wireless magnetometer detectors; and

•	 Radar detectors.

Figure 5.1. Information flow in a TTRMS.
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 Management of the data from each of these detector sources follows the general 
methods outlined in Chapter 2.

Vehicle-Based Sources
Vehicle-based detectors collect data about specific vehicles, either when they pass a 
fixed point, as in the case of automated vehicle identification (AVI), or as they travel 
along a path for automated vehicle location (AVL).

Automated Vehicle Identification Data
AVI data collection sources, which include Bluetooth readers, electronic toll tag 
 readers, and license plate readers, detect passing vehicles at sensor locations. The data 
are postprocessed to identify matches for specific vehicles passing successive sensors, 
allow ing the vehicle’s trip time between two points to be directly computed. Chapter 4 
presents an application of AVI data in the form of Bluetooth data in the Sacramento–
Lake Tahoe, California, case study.

Figure 5.2. The role of data.
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Automated Vehicle Location Data
AVL data collection sources provide perhaps the richest source of data in that they 
identify traceable paths for individual vehicles through a system. Chapter 4 presented 
the application of AVL data for travel time reliability analysis for two case studies:

1. In the San Diego case study, transit travel time reliability was studied using data 
collected from AVL and automated passenger count data from San Diego’s transit 
system.

2. In the New York/New Jersey case study, data from global positioning system 
(GPS)–based technology from ALK Technologies, Inc., were used to study travel 
times for vehicle trips in the New York City metropolitan area.

STEP 2. MEASURE TRAVEL TIMES

The second step in the analytical process, illustrated in Figure 5.3, is to measure the 
travel times, ultimately at the route level. To get to this final product, the process first 
requires imputing missing data (Step 2A), computing segment travel times (Step 2B), 
and finally computing route travel times (Step 2C).

Figure 5.3. Measuring travel times.
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Step 2A. Impute Missing Values
A major challenge in producing useful travel time reliability performance measures is 
the reality that the data sources are often incomplete for a variety of reasons. Sensor 
coverage can often be incomplete, either due to gaps in system coverage or individual 
sensor malfunctioning.

Infrastructure-Based Sensors
Chapter 3 presented a series of techniques for identifying malfunctioning detectors, 
discarding the poor data, and filling in the missing data with imputed values. These 
techniques include a series of regression methods and the use of temporal or cluster 
medians.

Case studies in Chapter 4 illustrate methods for imputing missing infrastructure-
based data:

•	 The case studies for San Diego and Northern Virginia illustrate the use of imputa-
tion for loop detector data. The degree to which imputation is necessary directly 
affects the quality of the data used for analysis. For San Diego, 5-minute travel 
times were discarded if they were computed from data in which more than 20% 
was imputed. When imputation was necessary, the robust methods described in 
Chapter 3 were employed. For the Northern Virginia case study, the majority of 
detectors on selected corridors were reporting no data or bad data, thus requiring 
the use of less robust imputation algorithms.

•	 The case study for Atlanta illustrates the use of imputation for video-based detec-
tion systems.

Vehicle-Based Sensors
Vehicle-based sensors also require imputation to correct poor or missing data. An 
illustration of collection and imputation of AVI data (specifically, Bluetooth data) is 
provided in Chapter 4 in the case study for Sacramento–Lake Tahoe. Similarly, an il-
lustration of collection and imputation of AVL data (specifically, GPS data) is provided 
in Chapter 4 in the case study for New York/New Jersey.

Both case studies illustrate the challenges of matching the AVI or AVL data to the 
network and filtering the data to that which is relevant to the segments under study. 
Because both AVI and AVL data are associated with individual vehicles that can enter 
and leave the network between measurement points, these outliers need to be identi-
fied and removed. The methods for doing this are included in the segment travel time 
calculations in Step 3, as they require analysis and processing of the entire data set to 
identify which data points should be considered assigned to the link and which are 
likely outliers.

Step 2B. Compute Segment Travel Times
The methods used to calculate segment travel times, including their distribution, 
 depend on the type of sensors used as the data source.
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Infrastructure-Based Sensors
In this case, segment travel times are computed from either the measured or estimated 
speeds at each sensor. For double-loop detectors, the speeds are directly measured. 
However, for single-loop detectors, the speeds are estimated using tools like a g-factor, 
which combines an assumed vehicle length with the flow and occupancy data from the 
single-loop detector. This method is described in Chapter 3.

While single-loop and double-loop detectors can be used to measure or estimate 
average speeds, they do not directly report individual vehicle travel times. Chapter 3 
contains an example of how to synthesize such individual vehicle times from infra-
structure-based sensor data and an estimate of the distribution of vehicle speeds.

Vehicle-Based Sensors: Automated Vehicle Identification Data
Unlike infrastructure-based sensors, vehicle-based sensors (both AVI and AVL) can 
make available observations of individual vehicle travel times from one location to 
another. Thus direct measures of segment travel times can be provided. The challenge 
in determining vehicle segment travel times is matching the AVI or AVL data to the 
network. The analytical techniques for estimating segment-level travel times and rates 
are presented in Chapter 3.

A methodology for filtering AVI data (Bluetooth data) is given in Chapter 3, and 
an example of the conversion of AVI data into segment travel times is provided in the 
Sacramento–Lake Tahoe case study presented in Chapter 4. An important challenge in 
dealing with AVI data is identifying the most appropriate observations from the mul-
tiple responses received by the AVI reader as the vehicle passes.

As described in detail in the case study, three processes are recommended:

1. Identification of passage times for vehicles at an individual AVI reader. This in-
cludes aggregating device observations into visits and selecting the appropriate 
time to represent the vehicle’s visit at that device.

2. Generation of passage time pairs. Three methods have been illustrated to accom-
plish this: maximum origin and destination permutations, use of all origin visits, 
and aggregation of visits.

3. Generation of segment travel time histograms. This process involves filtering out-
liers across days and across time intervals, removing intervals with few observa-
tions, and removing the data from highly variable intervals.

Vehicle-Based Sensors: Automated Vehicle Location Data
An example of the conversion of AVL data (GPS data) into segment travel times is pro-
vided in the New York/New Jersey case study presented in Chapter 4. Illustrated here 
are techniques for matching GPS data to the network and identifying the GPS pings 
that are closest to the monuments that define the measurement points for the segments.
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Step 2C. Compute Route Travel Times
The construction of route travel times, including their distribution from a set of seg-
ment-level observations, is significantly more complicated than simply adding travel 
times together (as can be done carefully when looking only at averages). This compli-
cation occurs because correlation exists between adjacent segments. Chapter 3 pre-
sented methods to estimate route travel times and their distributions.

Infrastructure-Based Data
The calculation of average route travel times from infrastructure-based data is rel-
atively straightforward as long as attention is paid to both location and time. The 
process is described in Chapter 3. However, the determination of route travel time 
distributions from infrastructure-based sensors is difficult due to the thinness of infor-
mation about specific vehicles on the network. Two methods are illustrated:

•	 Monte Carlo simulation is used in conjunction with correlation matrices known as 
link incidence matrices. This method is described in Chapter 3.

•	 Monte Carlo simulation is used in conjunction with a prediction technique using 
probe vehicles and point queue estimations. This method is illustrated in Chapter 4 
using Berkeley Highway Laboratory data.

Vehicle-Based Data
The construction of route travel time distributions from vehicle-based data is signifi-
cantly simpler and can be done directly if enough data are present. The Sacramento–
Lake Tahoe and New York/New Jersey case studies in Chapter 4 illustrate ways to do 
this based on data from AVI and AVL systems, respectively.

In the absence of sufficient data to construct route-level travel times and distribu-
tions directly, the same techniques described for infrastructure-based sensors can be 
employed. The significant difference is that the segment-level travel times and distribu-
tions are based on synthesized values rather than direct observations from AVI or AVL 
data.

STEP 3. CHARACTERIZE OBSERVED TRAVEL TIMES

As shown in Figure 5.4, characterization involves labeling each travel time observation 
based on the operating conditions that were extant when the travel time was observed. 
An example might be a travel time that was observed late at night under uncongested 
conditions when there was no nonrecurring event. Another example might be a time 
that was observed during the heavily congested afternoon peak when an incident had 
just occurred.

A characterization that is particularly effective uses a two-dimensional categoriza-
tion based on the nominal congestion level that was occurring at the time the observa-
tion was obtained and the nonrecurring event (including none) that was taking place. 
These pairwise combinations are called regimes. Chapter 3 defined this idea, Chapter 4 
provided illustrations in the use cases, and Appendix D supplies additional informa-
tion. Using this characterization puts observations into bins under which the operating 
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Figure 5.4. Characterizing the observed travel times.
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conditions were very similar. The amount of traffic using the facility is similar because 
of the level of congestion (essentially a surrogate for the demand-to-capacity ratio), 
and the nonrecurring event label puts it into a bin with other observations that were 
obtained under similar conditions.

STEP 4. COLLECT, MANAGE, AND IMPUTE NONRECURRING EVENT DATA

The power of a TTRMS lies in its ability to connect nonrecurring event data to the 
travel times observed. These situations often act as sources of congestion, as illustrated 
in Figure 5.5. Nonrecurring event data come in a variety of forms, as discussed in 
Chapter 2. The Guide has many examples of placing nonrecurring event data into a 
TTRMS.

In some systems the nonrecurring data are integrated into a single database. An 
example of this type of system is the Georgia DOT’s Navigator system, presented in 
Chapter 4 for the Atlanta case study. In other systems, multiple data sources are post-
processed to integrate various nonrecurring event sources into a single database. An 
example of this type of system is the performance measurement system (PeMS) in San 
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Diego, which integrates incident data from the statewide Traffic Accident and Surveil-
lance Analysis System, lane closure data from Caltrans, and weather data from the 
Automated Weather Observing System reported for San Diego International Airport. 
These examples are presented in Chapter 4 for the San Diego case study.

The integration of nonrecurring event data typically sometimes involves manual 
intervention to properly integrate and assign event data to the correct time periods. 
Particular challenges include the actual assignment of incident data to time periods, 
because the impact of the incident on traffic may extend well beyond the time period 
during which the actual incident occurs, is reacted to, assessed, and cleared. Similar 
challenges are involved with weather data.

Nonrecurring event data may require imputation to develop consistent reporting 
of events across the time periods being analyzed. A common example includes the 
notation of incident events and achieving consistency in the way that incidents are 
recorded. The Atlanta case study illustrates a more detailed method for coding inci-
dents to increase their potential utility for analysis.

Figure 5.5. The role of sources of congestion.
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STEP 5. IDENTIFY SOURCES OF CONGESTION AND UNRELIABILITY

Once route travel time calculations or distributions have been assembled, they can be 
analyzed in conjunction with nonrecurring event data to identify sources of unreliabil-
ity, as illustrated in Figure 5.6. Chapter 3 described two methods of source identifica-
tion: a tagging approach and a statistical approach.

Tagging Approach
The tagging approach involves matching nonrecurring event data with travel time data 
as the data are collected. Effectively, nonrecurrent event data are captured in real time 
as the events occur so they can be archived into databases tailored to each event type 
and then matched to travel time data for analysis and categorization purposes. Recur-
ring congestion levels are identified and tagged to the travel time observations by time 
of day. This allows each observation (e.g., each 5-minute data point) to be tagged with 
a regime—a combination of congestion level and nonrecurring event condition. This 
method is described in Chapter 3 and demonstrated in Chapter 4 for the San Diego 
and Atlanta case studies. Once the data points have been tagged, distributions are 
generated for each combination of nonrecurring event and recurring congestion level.

Figure 5.6. Identifying sources of unreliability.
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Statistical Approach
The statistical approach involves two steps. The first step involves identifying outly-
ing travel times for which explanations should be sought for the discordant values 
observed. The second step involves seeking evidence of nonrecurring events that are 
likely to have caused the unusual travel times. The strength of the method is that in-
formation is sought for every event that involves outlying values. Its weakness is that 
causal events can be missed because they do not produce significant impacts; more-
over, it may be difficult to find such information ex post facto because the explanatory 
data have been lost. Applications of this technique can be seen in Chapter 4 in the San 
Diego, Northern Virginia, and Sacramento–Lake Tahoe case studies to reveal explana-
tions for unusual travel times and rates.

STEP 6. UNDERSTAND THE IMPACT OF THE SOURCES OF UNRELIABILITY

The impact of the sources of unreliability can be analyzed using the distributions de-
veloped in Step 5 for specific facilities or routes. Figure 5.7 illustrates this step.

Different metrics can be used to quantify the impact of the sources of unreliability. 
The methodology presented in Chapter 3 uses semivariance measures to identify the 
reliability impacts of congestion. This methodology is demonstrated using data from 

Figure 5.7. Understanding recurrent and nonrecurrent causes of congestion.
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the San Diego case study. The Atlanta case study uses multistate models to inform on 
the reliability impacts of nonrecurrent congestion. Both cases studies were presented 
in Chapter 4.

These metrics can be used for various purposes by different types of transportation 
system users. The use cases in Chapter 4 demonstrated how the metrics can be used to 
prioritize facilities based on relative impacts and to make planning and programming 
decisions. Chapter 4 also showed how agency administrators can view the travel time 
reliability performance of a subarea, how agency planners can determine when a route 
is unreliable, and how roadway system managers can be alerted when travel time vari-
ability exceeds a threshold.

STEP 7. MAKE DECISIONS

The final step in the analytical process, illustrated in Figure 5.8, is to use the un-
derstanding gained from the analysis to make decisions. These decisions vary widely 
based on the user cases under consideration. A variety of use cases are presented in 
Chapter 4 to illustrate these potential applications. It was not the purpose of Project 
L02 to determine what decisions would be most appropriate for specific situations, 

Figure 5.8. Making decisions.
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but it was the intent of the project to ensure that the data provided by the reliability 
monitoring system can be used for such purposes.

CONCLUSION

A TTRMS can be a powerful asset in the decision-making process for managing trans-
portation facilities. Many key questions can be answered with such a system, including

•	 What is the distribution of travel times in the system?

•	 How is the distribution affected by recurrent congestion and nonrecurring events?

•	 How are freeways and arterials performing relative to performance targets set by 
the agency?

•	 Are capacity investments and other improvements really necessary given the cur-
rent distribution of travel times?

•	 Are operational improvement actions and capacity investments improving the 
travel times and their reliability?
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OVERVIEW

This appendix supports the discussion presented in Chapter 2 and provides more 
 detailed examples of the fi ve general types of tables commonly used for storing and 
managing data in a travel time reliability monitoring system (TTRMS):

1. Confi guration information;

2. Raw data;

3. Travel time information by sensor type;

4. Travel time density functions for the segment and route regimes; and

5. Reliability summaries.

Database design usually takes the form of a schema that formally describes the 
database structure, including the tables, their relationships, and constraints on data 
value types and lengths. Rather than defi ning an implementable schema, this chap-
ter presents example tables that can store information generated during all steps of 
the reliability monitoring computation process, from the raw data to the travel time 
density functions and reliability metrics. The exact tables, fi elds, and relationships 
are fl exible to the needs of the agency, the data available, and the desired reporting 
capabilities. 

CONFIGURATION INFORMATION

The confi guration information stored by a reliability monitoring system must include 
certain details about the freeways and arterials that underlie the routes being moni-
tored. The most important information associates sensors with specifi c locations on a 

A
MONITORING SYSTEM 
ARCHITECTURE
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facility (usually marked by postmiles), so that the physical distance between sensors 
can be computed. In addition to the geographic location, it is important to know 
which lanes a sensor monitors and whether the lane is a mainline or managed facil-
ity lane. After information has been established for key freeways and arterials, routes 
must be designed in the configuration tables. In this context, a route is composed of 
contiguous segments of facilities and can include both freeway segments and arterial 
segments. The travel times for these contiguous segments are ultimately aggregated to 
produce a total route travel time. Table A.1 shows an example of the database table 
for route configuration information and Table A.2 shows an example of the definition 
of route segments. 

TABLE A.1. ROUTE CONFIGURATION TABLE
Column Field Description

1 Route ID Unique identifier for the route.

2 Route name Name of the route.

2 Length Length of the route.

3 Region ID Unique identifier of the route’s region.

TABLE A.2. ROUTE SEGMENT CONFIGURATION TABLE
Column Field Description

1 Route ID Unique identifier for the route.

2 Route segment ID Unique identifier for the route segment. This is the 
relative position of the segment down a route.

3 Facility ID Unique identifier for the facility and direction that the 
route is on. Links to tables with detector or sensor 
configuration information for the facility.

4 Managed facility? Whether the route segment has managed facility 
lanes. 

5 Start point Description of the route segment’s start point.

6 Start point postmiles Absolute postmiles of the route segment’s start point.

7 End point Description of the route segment’s endpoint.

8 End point postmiles Absolute postmiles of the route segment’s end point.

RAW DATA

The form of the raw data, and thus the structure of the raw data tables in the database, 
depends on whether the data is from an infrastructure-based detector, an automated 
vehicle identification (AVI) sensor, or automated vehicle location (AVL) technology. 
Infrastructure-based detectors usually transmit data every 30 seconds, and data con-
sist of some combination of flow, occupancy, and speed values. In the raw database 
table, each record represents the 30-second data summary. AVI sensors transmit data 
every time a vehicle equipped for sampling passes by. In the raw database table, each 
record represents a vehicle passing a sensor. AVL systems provide similar data if virtual 
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monuments are defined that function the same as AVI tag readers. The raw AVL data 
are message packets containing the latitude, longitude, speed, and heading of the 
 vehicle at some sampling rate, often every few seconds. Since the data from all three 
technology types is different, each will require its own table in the database. 

Tables A.3, A.4, and A.5 show sample tables for raw infrastructure-based data, 
time stamps for raw AVI and AVL data, and raw AVL data, respectively. 

TABLE A.3. RAW INFRASTRUCTURE-BASED DATA TABLE
Column Field Description

1 Time ID Time stamp for the 30-s period.

2 Detector ID Unique identifier for the reporting detector. Links to 
information about the detector’s facility (direction, 
location, and lane number).

3 30-s flow Vehicles counted in the 30-s period.

4 30-s occupancy Average occupancy over the 30-s period.

5 30-s speeda Average speed over the 30-s period.a

a Where observed.

TABLE A.4. RAW AVI AND AVL DATA TABLE: TIME STAMPS AT SPECIFIC LOCATIONS
Column Field Description

1 Time ID Time stamp of the vehicle’s arrival at the sensor or 
monument location.

2 Sensor ID Unique identifier for the sensor or monument. Links 
to information about the sensor or monument’s 
facility (direction, location, and lane number).

3 Vehicle ID Unique identifier for the reported vehicle (e.g., tag 
ID, vehicle ID, or Bluetooth address with changes to 
protect privacy).

TABLE A.5  RAW AVL DATA TABLE
Column Field Description

1 Time ID Time stamp of the vehicle polling.

2 Vehicle ID Unique identifier for the vehicle being polled.

3 Longitude Vehicle’s longitude.

4 Latitude Vehicle’s latitude.

5 Speed Vehicle’s speed.

6 Bearing Vehicle’s bearing. 
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TRAVEL TIME INFORMATION

The information in the raw data tables needs to be processed so that travel time infor-
mation can be developed for each segment, route, and time period. For infrastructure-
based sensors, estimating travel times requires imputing missing data values, computing 
speeds from volume and occupancy values, and extrapolating point speeds over spatial 
segments to derive travel time information. For AVI systems, estimating travel times 
requires computing travel times for matched vehicles, filtering out bad travel times that 
are likely representative of longer trip times, and calculating travel time information 
from the good samples. For AVL technologies, estimating travel times requires match-
ing the raw data to segment or route end points, and calculating travel time information 
from the observed values. When agencies blend these technologies to develop travel 
time information for a given segment or route, data fusion can provide more accurate 
travel time information. From a database standpoint, data fusion requires the travel 
time information derived from each individual technology type to be aggregated up to 
a common temporal and spatial level so that fusing of the data can occur. The examples 
in this section assume that travel time information is aggregated at the 5-minute level 
and spatially aggregated to the segment and route level. This section illustrates sample 
database tables for each technology type. The flow of tables reflects the computational 
process used to turn raw data into final travel time information. Finally, it presents data 
tables that can store fused 5-minute travel time information and hourly travel time in-
formation summaries from which reliability statistics can be computed.

Infrastructure-Based Detectors
This section shows four sample database tables for infrastructure-based detectors, 
which store data produced by the steps used to compute route-level, 5-minute travel 
time information. Table A.6 stores the results following imputation of missing or bad 
30-second flow and occupancy raw data samples. Table A.7 shows the results of aggre-
gating all data to the 5-minute level and computing speeds from the 5-minute flow 
and occupancy values. It also includes a field for storing the percentage observed, a 
measure of the data validity. Table A.8 stores the results of extrapolating the 5-minute 
detector speed data over a defined segment to compute segment-level travel time infor-
mation. In this table, the travel time information represents travel times for vehicles 
ending their travel on that segment during the 5-minute period. Finally, Table A.9 
stores the final infrastructure-based travel time information for each defined route. 
The route-level travel time data are computed by “walking the travel time field” along 
each segment in the route. 
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TABLE A.6. 30-SECOND INFRASTRUCTURE-BASED DATA WITH IMPUTATION
Column Field Description

1 Time ID Time stamp for the 30-s period.

2 Detector ID Unique identifier for the reporting detector. Links to 
information about the detector’s facility (direction, 
location, and lane number).

3 30-s Flow 30-s volume count.

4 30-s Occupancy 30-s average occupancy.

5 Imputed? Whether the data values are observed or imputed. 

TABLE A.7. 5-MINUTE INFRASTRUCTURE-BASED DATA WITH SPEEDS
Column Field Description

1 Time ID Time stamp for the 5-min period.

2 Detector ID Unique identifier for the reporting detector. Links to 
information about the detector’s facility (direction, 
location, and lane number).

3 5-min Flow Vehicles counted in the 5-min period.

4 5-min Occupancy Average occupancy over the 5-min period.

5 5-min Speed Average speed over the 5-min period. Computed 
from the flow, occupancy, stored g-factor for that 
detector, time of day, and day of week. 

6 Percentage observed Percentage of data points directly observed (as 
opposed to imputed) from the detector. 

TABLE A.8  5-MINUTE INFRASTRUCTURE-BASED SEGMENT TRAVEL TIMES
Column Field Description

1 Time ID Time stamp for the 5-min period.

2 Segment ID Unique identifier for the segment.

4 Travel time Average travel time for the route segment.

5 Operative regime Regime that was operative during the 5-min period.

6 Percentage observed Percentage of data points directly observed (as 
opposed to imputed) on the route segment. 

TABLE A.9  5-MINUTE INFRASTRUCTURE-BASED ROUTE TRAVEL TIMES
Column Field Description

1 Time ID Time stamp for the 5-min period.

2 Route ID Unique identifier for the route.

3 Travel time Average travel time for the route.

4 Operative regime Regime that was operative during the 5-min period.

5 Percentage observed Percentage of data points directly observed (as 
opposed to imputed) on the route.
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Automated Vehicle Identification Data
This section shows three sample database tables designed to store AVI information 
derived during the processing of trip time information. The database tables would 
contain travel times that have been extracted from raw trip times collected by AVI 
sensors. Table A.10 stores travel times for all matched vehicles between specific sensor 
pairs. In some instances the starting (Sensor ID 1) and ending (Sensor ID 2) sensors 
represent a single network segment. In other instances, they represent a segment se-
quence or an entire route. Table A.11 filters the data in Table A.10 to describe travel 
times for routes that have been defined in the system. It also stores whether the travel 
time is considered valid after the filtering process. Table A.12 stores the final results of 
the AVI-based travel time computations as 5-minute travel time information for each 
segment and route.

TABLE A.10. AVI VEHICLE TRAVEL TIMES FOR SEGMENTS AND SENSOR-TO-SENSOR PAIRS
Column Field Description

1 Time ID Time stamp of the vehicle’s arrival at the first sensor.

2 Sensor ID 1 Unique identifier for the first sensor.

3 Sensor ID 2 Unique identifier for the second sensor at which the 
vehicle is matched.

4 Vehicle ID Unique identifier for the reported vehicle (e.g., tag 
ID or Bluetooth address with changes to protect 
privacy).

5 Travel time Travel time between the two sensors.

6 Valid? Whether the travel time is considered valid after 
filtering.

TABLE A.11. AVI VEHICLE ROUTE TRAVEL TIMES
Column Field Description

1 Time ID Time stamp of the vehicle’s arrival at the first sensor 
on the route.

2 Route ID Unique identifier for the route.

3 Vehicle ID Unique identifier for the reported vehicle (e.g., tag 
ID or Bluetooth address with changes to protect 
privacy).

4 Travel time Travel time between the first and last sensors on the 
route.

5 Valid? Whether the travel time is considered valid after 
filtering.
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TABLE A.12. 5-MINUTE AVI-BASED REPRESENTATIVE SEGMENT OR ROUTE TRAVEL TIMES
Column Field Description

1 Time ID Time stamp of the 5-min period.

2 Segment or route ID Unique identifier for the segment or route.

3 Number of valid samples Number of valid vehicle travel times observed.

4 Average travel time Average travel time measured from the valid AVI 
matches for the segment.

5 Operative regime Regime that was operative on the segment or route 
during the 5-min period.

Automated Vehicle Location Technologies
This section shows two database tables used to store AVL-based travel time informa-
tion. Table A.13 stores the results of matching the raw data to a route in the system 
and calculating route travel times for individual vehicles. It also contains a field indi-
cating whether each vehicle’s travel time is considered valid after the filtering process. 

Table A.14 stores the final results of the computation process for AVL data: a 
representative travel time for the 5-minute period computed from all valid vehicle 
samples collected in the time period. Similar to the final AVI travel time table, this table 
includes a field to store the travel time variability among individual travelers, as well 
as the error inherent in the representative travel time estimate. 

TABLE A.13. AVL VEHICLE TRAVEL TIMES
Column Field Description

1 Time ID Time stamp of the vehicle’s arrival at the beginning of 
the segment or route.

2 Segment or route ID Unique identifier for the segment or route.

3 Vehicle ID Unique identifier for the vehicle being observed (may 
need to be encrypted to protect privacy).

4 Travel time Route travel time for the vehicle being observed.

5 Valid? Whether the travel time is considered valid after 
filtering.

TABLE A.14. 5-MINUTE AVL-BASED SEGMENT OR ROUTE TRAVEL TIMES
Column Field Description

1 Time ID Time stamp of the 5-min period.

2 Segment or route ID Unique identifier for the segment or route.

3 Number of valid samples Number of valid vehicle travel times observed.

4 Median travel time Median travel time on the segment or route 
measured from the valid AVL samples.

5 Operative regime Regime that was operative on the segment or route 
during the 5-minute period.
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Data Fusion 
For routes monitored by more than one technology type, data fusion can be used to 
improve the accuracy of the travel time information derived from a single technology. 
Data fusion requires travel time data from the individual sensor types to be aggregated 
to the same temporal and spatial level. These technology-specific data can be com-
bined using weighting factors to produce enhanced information. Table A.15 shows a 
sample database table that contains the final, fused travel time information. It includes 
fields indicating the time of day and day of week to facilitate specific query requests. 
It also includes fields indicating which technologies contributed data to the final in-
formation. Table A.16 shows the same data aggregated to the hourly level to facilitate 
more high-level travel time and reliability analysis. 

TABLE A.15. FUSED 5-MINUTE SEGMENT OR ROUTE TRAVEL TIMES
Column Field Description

1 Time ID Time stamp of the 5-minute period.

2 Time of day 5-minute period (without the day).

3 Day of week Day of the week.

4 Segment or route ID Unique identifier for the segment or route.

5 Average travel time Average segment or route travel time during the 
5-minute period.

6 Includes infrastructure-
based estimate?

Whether infrastructure-based data are included in the 
average travel time.

7 Includes AVI-based 
estimate?

Whether AVI-based data are included in the average 
travel time.

8 Includes AVL-based 
estimate?

Whether AVL-based data are included in the average 
travel time.

9 Operative regime Regime that was operative on the segment or route 
during the 5-minute period.

10 Error An estimate of error based on the percentage 
observed (infrastructure-based) and sample sizes (AVI 
or AVL, or both).



157

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

TABLE A.16. FUSED HOURLY SEGMENT OR ROUTE TRAVEL TIME SUMMARIES
Column Field Description

1 Time ID Time stamp of the hourly period.

2 Time of day Hourly period (without the day).

3 Day of Week Day of the week.

4 Segment or route ID Unique identifier for the segment or route.

5 Average travel time Average segment or route travel time during the hour.

6 Includes infrastructure-
based data?

Whether infrastructure-based data are included in the 
summary.

7 Includes AVI-based data? Whether AVI-based data are included in the summary.

8 Includes AVL-based data? Whether AVL-based data are included in the summary.

9 Operative regime Regime that was operative on the segment or route 
during the hour.

10 Error An estimate of error based on the percentage 
observed (infrastructure-based) and sample sizes (AVI 
or AVL, or both).

TRAVEL TIME DENSITY FUNCTIONS

Determination of the travel time reliability regime for each segment or route and 
5-minute time period is based on a matching process in which real-time observations 
of segment or route travel times are compared against nonparametric probability 
 density functions that represent the regimes in which the segment or route has been 
found to operate.

This section describes the data tables in which the nonparametric  probability  density 
functions are stored that describe the various regimes. The methodology described in 
Chapter 3 is based on the assumption that these regimes can be described by the per-
centiles of the distribution. The table shown in Table A.17 stores the percentile values.

TABLE A.17. NONPARAMETRIC DENSITY FUNCTION SUMMARY
Column Field Description

1 Segment or route ID Unique identifier for the segment or route.

2 Regime Unique identifier for the specific regime to which the 
information in the record pertains.

3–102a Percentile value Percentiles of the nonparametric density function 
from 0% to 100%, one value for each percentile.

a May be reduced with larger percentile bins.
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RELIABILITY SUMMARIES

Some summary database tables are useful for storing highly aggregated reliability mea-
sures. In terms of temporally aggregated measures, these are tables that store, for a 
given route, reliability information for a single calendar month, a quarter, or a year. 
This aggregation is useful for users who want to examine route-specific reliability 
trends over time for selected days of the week or times of the day. 

Table A.18 illustrates an example database table that summarizes reliability infor-
mation for each route by month. To create this table, travel time distributions are 
reviewed for each time of day (5-minute period or hourly) and day of the week, and 
reliability measures (e.g., the operative regime) are reviewed and tabulated. The same 
table can also be generated for quarterly and yearly time periods. These types of tables 
support queries letting users investigate other measures such as the buffer time for all 
weekdays over a month or the planning time on Sundays at 5:00 p.m. over one year. 

Reliability information can also be aggregated in the spatial dimension. An exam-
ple would be the storage of quarterly reliability summaries for each region within the 
network. This allows high-level comparisons of performance between time periods 
and across regions. Table A.19 shows an example of the storage of quarterly reliability 
information by region. 

TABLE A.18. MONTHLY SEGMENT- OR ROUTE-LEVEL RELIABILITY SUMMARY TABLE
Column Field Description

1 Time stamp Month and year.

2 Segment or route ID Unique identifier for the route.

3 Day of week Day of the week.

4 Time of day Time of day (can be a 5-min period or higher 
aggregation, such as an hour).

5 Regime Regime to which the record pertains.

6 Percentage time Percentage of time during which the regime specified 
in Column 5 was operative during the time and 
segment or route to which this record corresponds.
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TABLE A.19. QUARTERLY REGIONAL-LEVEL RELIABILITY SUMMARY TABLE

Column Field Description

1 Time stamp Quarter and year.

2 Region ID Unique identifier for the region.

3 Weekday? Whether the reliability summary is for weekdays or 
weekends.

4 Time of day Time of day (can be a 5-minute period or higher 
aggregation, such as an hour).

5 Average buffer time 
index

Median travel time over the quarter for that time of 
day and day of the week.

6 Average planning time 
index

95th percentile travel time over the quarter for that 
time of day and day of the week.

SUMMARY

The final database design for a reliability monitoring system must reflect the technolo-
gies used to collect data and the processes used to derive travel time estimates from 
the raw data. In general, five types of table are needed to fully describe the monitor-
ing system and its outputs. Configuration tables are needed to define the routes and 
route segments for which travel times are to be computed, including their starting and 
ending point; where their detectors are located; and what type of detection they have. 
Raw data tables are needed to store the unaltered inputs from the various detection 
types. Travel time tables and travel time density function tables are needed to store the 
representative travel times calculated for each route segment, time period, and detec-
tion type, as well as the intermediary information generated during the computation. 
Finally, reliability tables can be used to store high-level monthly, quarterly, and yearly 
summaries of reliability statistics for individual routes or higher spatial aggregations.

HIGH-LEVEL FUNCTIONAL REQUIREMENTS LIST

This high-level functional requirements list summarizes the functional requirements 
described in the Guide. For agency staff, this list represents an overview of the types of 
capabilities that should be required for a TTRMS. These items are organized into the 
same categories used in the Guide to describe the components of a TTRMS.

Data Collection

•	 A defined plan for collecting traffic data, including detector types and locations, 
detector spacing, and the frequency of data collection;

•	 Communication hardware in place to collect data and transmit it to a central hub;

•	 A defined plan for collecting incident information, including the data source, the 
types of data needed, how they will be obtained, and the frequency of data collection;

•	 A defined plan for collecting weather information, including the data source, the 
types of data needed, how they will be obtained, and the frequency of data collection;
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•	 A defined plan for collecting work zone information, including the data source, 
the types of data needed, how they will be obtained, and the frequency of data 
collection;

•	 A defined plan for collecting special event information, including the data source, 
the types of data needed, how they will be obtained, and the frequency of data 
collection;

•	 A defined plan for collecting traffic control information, including the data source, 
the types of data needed, how they will be obtained, and the frequency of data 
collection;

•	 A defined plan for measuring or estimating demand and demand fluctuations;

•	 A defined plan for measuring capacity and determining if it is inadequate;

•	 A defined plan for collecting data on exogenous events (optional);

•	 A defined plan for collecting transit-specific data from AVL-equipped vehicles 
(optional);

•	 Interagency agreements in place for sharing data in real time (optional); and

•	 Agreements with private data distributors to obtain needed data in real time 
(optional).

Data Management

•	 Use of an industry standard database;

•	 A defined data warehouse model;

•	 A database architecture that supports the storage of both traffic and nontraffic 
data;

•	 The capability of storing all raw sensor data if privacy issues do not disallow it, or 
to irreversibly encrypt sensitive data; 

•	 The intention to store data for every sensor at the lowest level of granularity pos-
sible, if it cannot be stored in raw form; 

•	 The intention to store both raw data and imputed data in parallel and never  replace 
raw data with imputed data; 

•	 Clearly specified filtering methods and algorithms for removing bad data from 
malfunctioning infrastructure-based sensors; 

•	 Clearly specified filtering methods and algorithms for removing unrepresentative 
travel time data from AVI sensors; 

•	 Clearly specified algorithms for map matching vehicle-based data to specific routes;

•	 Defined thresholds for the vehicle sampling rates required for valid data; 

•	 Clearly specified methods and algorithms for imputing missing or damaged data;

•	 Clearly specified methods for tracking imputed data points; 
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•	 Clearly specified methods for tracking the imputation measure used on a data 
point; 

•	 Clearly specified methods for storing metadata on what percentage of data points 
have been imputed and how they have been imputed to evaluate the statistical 
validity of reliability estimates; and

•	 Clearly specified methods for imputing reliability measures in locations that lack 
detection technologies (optional). 

Computation Engine

•	 Defined methodologies for calculating speeds and travel times from infrastructure-
based sensors; 

•	 Calculations for deriving travel times from vehicle-based sensors and calculating 
the standard error of estimates;

•	 Methods for fusing travel times from different data sources that account for valid-
ity differences between different detection technologies and travel time estimation 
techniques; 

•	 Performance metrics that report the statistical validity of reliability estimates to 
account for the uncertainties inherent in data aggregation and fusion; 

•	 Clearly defined reliability metrics and corresponding equations; 

•	 Defined spatial and temporal aggregations that the system will perform and the 
corresponding methodologies for performing them;

•	 Spatial aggregation capabilities to compute and store reliability measures for links, 
routes, subareas, and regions;

•	 Temporal aggregation capabilities to compute and store reliability measures 
for minute-to-minute, hourly, daily, weekly, monthly, quarterly, and yearly time 
periods; 

•	 Defined algorithms for predicting travel times from historical and current data; 
and

•	 Defined algorithms for linking travel time variability with each relevant source of 
unreliability (seven sources or a locally appropriate subset). 

Report Generation

•	 A fully defined list of reports that the system can deliver, including the reliability 
measures that they will convey and the format they will take.

•	 For each report, a description of the user it is intended to serve, the steps the user 
will need to take to create the report, and what the report will look like.

•	 A defined maximum amount of time that it should take to generate a report.

•	 User flexibility to choose the spatial and temporal aggregation levels in reports. 



162

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Systems Interactions

•	 A list of applicable intelligent transportation system (ITS) standards to which the 
system must adhere, with clearly specified methods for adhering to these standards 
(optional);

•	 A clearly defined plan for adhering to the applicable regional architecture;

•	 A method of transferring data between regional systems using the Traffic Manage-
ment Data Dictionary (TMDD) (optional); and

•	 A method of transferring reliability measures to other user interfaces in real time 
using the Data Dictionary for Advanced Traveler Information Systems (ATIS) 
(optional). 

SUMMARY OF APPLICABLE ITS STANDARDS AND GUIDES

Tables A.20 and A.21 provide summaries of ITS standards and guides that the practi-
tioner can use in developing and using a TTRMS.

ITS STANDARDS GLOSSARY

Center: A connection point on a network (ranging in size from a single laptop to 
a complex multicomputer environment) that is capable of exchanging messages with 
other centers. 

Data Dictionary: An organized listing of dialogs, messages, data frames, data ele-
ments, and their properties that are required so that both the user and the system 
developer have a common understanding of input, output, components of storage, and 
intermediate calculations.

Data Element: A syntactically formal representation of some single unit or infor-
mation of interest (such as a fact, proposition, or observation) with a singular instance 
value at any point in time, about some entity of interest (e.g., a person, place, process, 
property, object, concept, association, state, or event). A data element is considered 
indivisible in a certain context. 

Data Type: A classification of the collection of letters, digits, or symbols (or a 
combination of these) used to encode values of a data element based on the operations 
that can be performed on the data element.

Dialog: A sequence of messages.
Event: Broadly defined to include any set of travel circumstances an agency may 

wish to report, such as incidents, descriptions of road and traffic conditions, weather 
conditions, construction, and special events. Events can be current or forecasted. 

Interchangeability: Reflects the capability to exchange devices of the same type on 
the same communications channel and have those devices interact with other devices 
of the same type using standards-based functions. 
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Interoperability: Allows system components from different vendors to communi-
cate with each other to provide system functions and work together as a whole system.

Message: Groupings of data elements that include information about how the data 
elements are combined and used to convey information among ITS centers and sys-
tems. Messages are abstract descriptions using a message set template, not specific 
instances of transmissions.

TABLE A.20. SUMMARY OF APPLICABLE ITS STANDARDS AND GUIDES

Standard
Author Organization and 
Contact Summary

National ITS Architecture U.S. Department of 
Transportation

A flexible framework for planning, defining, and 
integrating ITS systems. Defines the logical (processes 
and information flows) and physical (transportation 
agencies and communications) architectures that 
govern ITS systems.

Real-Time System 
Management 
Information Program

FHWA http://ops.fhwa.dot.gov/ Focuses on providing traveler information in real 
time to decrease congestion; includes an Information 
Sharing Specifications and Data Exchange Formats guide 
that standardizes the communication interface for 
exchanging traffic data and event information.

Travel Time Reliability: 
Making It There On 
Time, All the Time

FHWA
http://ops.fhwa.dot.gov/

A general guide to measuring and distributing travel 
time reliability information.

Traffic Management 
Data Dictionary 
(TMDD) and Message 
Sets for External Traffic 
Management Center 
Communications

ITE–AASHTO
http://www.ite.org/standards/
TMDD/

Defines data elements for roadway links, incidents, 
traffic-disruptive events, traffic control, ramp metering, 
traffic modeling, video camera control traffic, parking 
management, weather forecasting, detectors, 
actuated signal controllers, vehicle probes, and 
changeable message signs. Defines message sets for 
communications between traffic management centers 
and other ITS centers.

TMDD Guide ITE–AASHTO Describes how to use the TMDD and provides context 
for the system engineering process.

Data Dictionary for 
Advanced Traveler 
Information Systems 
(ATIS)

SAE Provides a set of core data elements needed by 
information service providers for ATIS. Data Dictionary 
provides the foundation for ATIS message sets for 
all stages of travel (pretrip and en route), all types 
of travelers, all categories of information, and all 
platforms for delivery of information (e.g., in vehicle, 
portable devices, kiosks).

Traffic Message Channel 
Segmentation

NavTeq and TeleAtlas Defines standardized roadway segments for major 
arterials and freeways.

Note: FHWA = Federal Highway Administration; ITE–AASHTO = Institute of Transportation Engineers and American 
Association of State Highway and Transportation Officials.
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TABLE A.21. ADDITIONAL ITS STANDARDS 

Standard
Author Organization and 
Location Summarya

Standard Specifications 
for Archiving ITS-
Generated Traffic 
Monitoring Data

ASTM
Available for purchase from ASTM 
website

Specifies a data dictionary for archiving traffic data, 
including conventional traffic monitoring data, data 
collected directly from ITS systems, and travel time 
data from probe vehicles.

Standard Practice 
for Metadata to 
Support Archived Data 
Management Systems

ASTM
Available for purchase from ASTM 
website

Describes a hierarchical outline of sections and 
elements to be used in developing metadata to 
support archived data management systems.

NTCIP 1201: Global 
Object Definitions

ITE/AASHTO/NEMA
http://www.ntcip.org/library/
documents/

Defines those pieces of data likely to be used in 
multiple device types such as actuated signal 
controllers and dynamic message signs. Examples 
of these data include time, report generation, and 
scheduling concepts.

NTCIP 1206: Object 
Definitions for Data 
Collection and 
Monitoring (DCM) 
devices

ITE/AASHTO/NEMA
http://www.ntcip.org/library/
documents/

Specifies object definitions that may be supported 
by data collection and monitoring devices, such as 
roadway loop detectors.

NTCIP 1209: Data 
Element Definitions for 
Transportation Sensor 
Systems (TSS)

ITE/AASHTO/NEMA
http://www.ntcip.org/library/
documents/

Provides object definitions that guide the data 
exchange content between advanced sensors and 
other devices in an NTCIP network, including video-
based detection sensors, inductive loop detectors, 
sonic detectors, infrared detectors, and microwave or 
radar detectors.

NTCIP 1204: Object 
Definitions for 
Environmental Sensor 
Stations

ITE/AASHTO/NEMA
http://www.ntcip.org/library/
documents/

Defines objects specific to environmental sensor 
stations.

NTCIP 2202: Internet 
(TCP/IP and UDP/IP) 
Transport Profile

ITE/AASHTO/NEMA
http://www.ntcip.org/library/
documents/

Defines a set of transport and network layer protocols 
to provide connectionless and connection-oriented 
transport services.

NTCIP 8003: Profile 
Framework

ITE/AASHTO/NEMA
http://www.ntcip.org/library/
documents/

Defines a framework and classification scheme for 
developing combinations or sets of protocols related to 
communication in ITS application environment.

Standard for Traffic 
Incident Management 
Message Sets for Use by 
Emergency Management 
Centers

IEEE
Available for purchase from IEEE 
website

Enables consistent standardized communications 
among incident management centers, fleet and 
freight management centers, information service 
providers, emergency management centers, planning 
subsystems, traffic management centers, and transit 
management centers.

Standard for Common 
Incident Management 
Sets for Use by 
Emergency Management 
Centers

IEEE
Available for purchase from IEEE 
website

Provides standards describing the form and content 
of the incident management messages sets for 
emergency management systems (EMS) to traffic 
management systems (TMS) and from EMS to the 
emergency telephone system (ETS) or (E911).

continued
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Standard
Author Organization and 
Location Summarya

Standard for Message 
Sets for Vehicle/Roadside 
Communications

IEEE
Available for purchase from IEEE 
website

Standard messages for commercial vehicle, electronic 
toll, and traffic management applications.

ISP-Vehicle Location 
Referencing Standard

SAE
Available for purchase from SAE 
website

For the communication of spatial data references 
between central sites and mobile vehicles on roads. 
References can be communicated from central sites to 
vehicles or from vehicles to central sites. May be used 
when appropriate by other ITS applications requiring 
location references between data sets.

Note: ASTM = American Society for Testing and Materials; NTCIP = National Transportation Communications for ITS 
Protocol; NEMA = National Electrical Manufacturers Association; IEEE = Institute of Electrical and Electronics Engineers.
a Summaries are taken from http://www.standards.its.dot.gov/StdsSummary.asp?ID=372.

TABLE A.21. ADDITIONAL ITS STANDARDS (continued)

APPLICABLE ITS MARKET PACKAGES

Table A.22 describes various ITS market packages that the practitioner can use to es-
tablish, characterize, and monitor travel time reliability.

APPLICABLE TRAFFIC MANAGEMENT DATA DICTIONARY SECTIONS

Volume 1: Concept of Operations

Section 2.3.4: Need to Share Event Information
2.3.4.1 Need for an Index of Events
2.3.4.2 Need to Correlate an Event with Another Event
2.3.4.3 Need to Provide Free Form Event Descriptions
2.3.4.4 Need to Provide Free Form Event Names
2.3.4.6 Need for Current Event Information
2.3.4.7 Need for Planned Event Information
2.3.4.8 Need for Forecast Event Information
2.3.4.9 Need to Share the Log of a Current Event
2.3.4.10 Need to Reference a URL
2.3.4.11 Need to Filter Events
2.3.4.11.1 Need to Filter Event Recaps
2.3.4.11.2 Need to Filter Event Updates

Section 2.3.5: Need to Provide Roadway Network Data
2.3.5.1 Need for Roadway Network Inventory
2.3.5.1.1 Need for Node Inventory
2.3.5.1.2 Need for Link Inventory
2.3.5.1.3 Need for Route Inventory
2.3.5.2 Need to Share Node, Link, and Route Status
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TABLE A.22. APPLICABLE ITS MARKET PACKAGES
Market Package Description Applicability to Travel Time Reliability

Network Surveillance Includes traffic detectors and other 
surveillance equipment that transmit 
data back to the traffic management 
subsystem through fixed-point to fixed-
point communications.

Freeway and arterial traffic data collection from 
infrastructure-based sensors, incident detection.

Traffic Probe Surveillance Supports wireless communications 
between the vehicle and the center or 
dedicated short-range communications 
between passing vehicles and the 
roadside for traffic data collection. 

Traffic data collection from AVI and AVL 
technologies.

Weather Information 
Processing and 
Distribution

Processes and distributes the 
environmental information collected 
from the Road Weather Data Collection 
market package.

Correlation of travel time reliability with weather 
conditions.

Maintenance and 
Construction Activity 
Coordination

Supports the dissemination of 
maintenance and construction activity 
to centers.

Correlation of travel time reliability with lane 
closures and construction activities.

ISP-Based Trip Planning 
and Route Guidance

Offers the user trip planning and en 
route guidance services.

User output of travel time reliability monitoring 
process.

Broadcast Traveler 
Information

Collects traffic conditions and 
other information and broadcasts 
the information to travelers using 
technologies such as FM subcarrier, 
satellite radio, cellular data broadcasts, 
and Internet webcasts.

User output of travel time reliability monitoring 
process. 

Interactive Traveler 
Information

Provides tailored information in 
response to a traveler request.

User output of travel time reliability monitoring 
process.

Dynamic Route 
Guidance

Offers advanced route planning and 
guidance that is responsive to current 
condition.

User output of travel time reliability monitoring 
process.

ITS Data Warehouse Includes all the capabilities outlined 
in ITS Data Mart and adds the 
functionality and interface definitions 
that allow the collection of data from 
multiple agencies and data sources 
across modal and jurisdictional 
boundaries.

Archiving reliability data.

ITS Virtual Data 
Warehouse

Provides the same broad access to 
multimodal, multidimensional data 
from varied data sources as in the ITS 
Data Warehouse Market Package, but 
provides this access using increased 
interoperability between physically 
distributed ITS archives that are each 
locally managed. 

Archiving reliability data.

Note: ISP = information service provider.
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2.3.5.2.1 Need to Share Node State
2.3.5.2.2 Need to Share Link State
2.3.5.2.3 Need to Share Route State
2.3.5.3 Need to Share Link Data
2.3.5.4 Need to Share Route Data

Section 2.3.6: Need to Provide Control of Devices
2.3.6.1 Need to Share Detector Inventory
2.3.6.1.2 Need Updated Detector Inventory
2.3.6.1.3 Need to Share Detector Status
2.3.6.1.4 Need for Detector Metadata
2.3.6.1.5 Need for Detector Data Correlation
2.3.6.1.6 Need for Detector Data Sharing
2.3.6.1.7 Need for Detector History
2.3.6.5 Need to Share Environment Sensor Station (ESS) Data
2.3.6.5.1 Need to Share ESS Inventory
2.3.6.5.2 Need to Share Updated ESS Inventory
2.3.6.5.3 Need to Share ESS Device Status
2.3.6.5.4 Need to Share ESS Environmental Observations
2.3.6.5.5 Need to Share ESS Environmental Observation Metadata
2.3.6.5.6 Need to Receive a Qualified ESS Report
2.3.6.5.7 Need to Share ESS Organizational Metadata
2.3.6.6 Need to Share Lane Closure Gate Control
2.3.6.6.1 Need to Share Gate Inventory
2.3.6.6.2 Need to Share Updated Gate Inventory
2.3.6.6.3 Need to Share Gate Status
2.3.6.6.7 Need to Share Gate Control Schedule
2.3.6.8 Need to Share Lane Control and Status
2.3.6.8.1 Need to Share Controllable Lanes Inventory
2.3.6.8.7 Need to Share Controllable Lanes Schedule
2.3.6.9 Need to Share Ramp Meter Status and Control
2.3.6.9.1 Need to Share Ramp Meter Inventory
2.3.6.9.2 Need to Share Updated Ramp Meter Inventory
2.3.6.9.3 Need to Share Ramp Meter Status
2.3.6.9.8 Need to Share Ramp Metering Schedule
2.3.6.9.9 Need to Share Ramp Metering Plans
2.3.6.10 Need to Share Traffic Signal Control and Status
2.3.6.10.1 Need to Share Signal System Inventory
2.3.6.10.2 Need to Share Updated Signal System Inventory
2.3.6.10.3 Need to Share Intersection Status
2.3.6.10.8 Need to Share Controller Timing Patterns
2.3.6.10.9 Need to Filter Controller Timing Patterns
2.3.6.10.10 Need to Share Controller Schedule
2.3.6.10.11 Need to Share Turning Movement and Intersection Data
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Section 2.3.7: Need to Share Data for Archiving
2.3.7.1 Need for Traffic Monitoring Data

Volume 1: Requirements

Section 3.3.4: Events Information Sharing
3.3.4.3 Subscribe to Event Information
3.3.4.4 Contents of Event Information Request
3.3.4.6 Required Event Information Content
3.3.4.7 Optional Event Information Content
3.3.4.8 Action Logs
3.3.4.9 Event Index

Section 3.3.5: Provide Roadway Network Data
3.3.5.1 Share Traffic Network Information
3.3.5.2 Share Node Information
3.3.5.3 Share Link Information
3.3.5.4 Share Route Information

Section 3.3.6: Provide Device Inventory, Status, and Control
3.3.6.1 Generic Devices
3.3.6.2 Traffic Detectors
3.3.6.6 Environment Sensors
3.3.6.7 Lane Closure Gates
3.3.6.9 Lane Control Signals
3.3.6.10 Ramp Meter
3.3.6.11 Traffic Signal Controllers

Section 3.3.7: Share Archive Data
3.3.7.1 Share Traffic Monitoring Data for Data Archiving 
3.3.7.2 Share Processing Documentation Metadata

Volume 2: Design Content

Section 3.0 TMDD ISO 14817 ASN.1 and XML Data Concept Definitions

Section 3.1: Dialogs
3.1.1 Archived Data Class Dialogs
3.1.3 Connection Management Class Dialogs
3.1.4 Detector Class Dialogs
3.1.5 Device Class Dialogs
3.1.7 Environmental Sensor Station (ESS) Class Dialogs
3.1.8 Event Class Dialogs
3.1.9 Gate Class Dialogs
3.1.11 Intersection Signal Class Dialogs
3.1.12 Lane Control Status (LCS) Dialogs
3.1.13 Link Class Dialogs
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3.1.14 Node Class Dialogs
3.1.16 Ramp Meter Class Dialogs
3.1.17 Route Class Dialogs
3.1.18 Section Class Dialogs
3.1.19 Transportation Network Class Dialogs

Section 3.2: Messages
3.2.1 Archived Data Class Messages
3.2.3 Connection Management Class Messages
3.2.4 Detector Class Messages
3.2.5 Device Class Messages
3.2.7 ESS Class Messages
3.2.8 Event Class Messages
3.2.9 Gate Class Messages
3.2.11 Intersection Signal Class Messages
3.2.12 LCS Class Messages
3.2.13 Link Class Messages
3.2.14 Node Class Messages
3.2.16 Ramp Meter Class Messages
3.2.17 Route Class Messages
3.2.18 Section Class Messages 
3.2.19 Transportation Network Class Messages

Section 3.3: Data Frames
3.3.1 Archived Data Class Data Frames
3.3.3 Connection Management Class Data Frames 
3.3.4 Detector Class Data Frames
3.3.5 Device Class Data Frames
3.3.7 ESS Class Data Frames
3.3.8 Event Class Data Frames
3.3.9 Gate Class Data Frames 
3.3.11 Intersection Signal Class Data Frames 
3.3.12 LCS Class Data Frames
3.3.13 Link Class Data Frames
3.3.14 Node Class Data Frames
3.3.16 Ramp Meter Class Data Frames
3.3.17 Route Class Data Frames
3.3.18 Section Class Data Frames 
3.3.19 Transportation Network Class Data Frames

Section 3.4: Data Elements
3.4.1 Archived Data Class Data Elements
3.4.3 Connection Management Class Data Elements 
3.4.4 Detector Class Data Elements 
3.4.5 Device Class Data Elements
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3.4.7 ESS Class Data Elements
3.4.8 Event Class Data Elements
3.4.9 Gate Class Data Elements 
3.4.11 Intersection Signal Class Data Elements 
3.4.12 LCS Class Data Elements
3.4.13 Link Class Data Elements
3.4.14 Node Class Data Elements
3.4.16 Ramp Meter Class Data Elements
3.4.17 Route Class Data Elements
3.4.18 Section Class Data Elements 
3.4.19 Transportation Network Class Data Elements

Section 3.5: Object Classes 
3.5.1 Archived Data 
3.5.3 Connection Management 
3.5.4 Detector 
3.5.5 Device 
3.5.7 ESS 
3.5.8 Event 
3.5.9 External Center
3.5.10 Gate 
3.5.13 Intersection Signal
3.5.14 LCS
3.5.15 Link
3.5.16 Node
3.5.19 Ramp Meter
3.5.20 Route
3.5.21 Section
3.5.22 Transportation Network

APPLICABLE SECTIONS OF DATA DICTIONARY FOR ADVANCED TRAVELER 
INFORMATION SYSTEMS

6.43 Information request, linkTravelTime
6.99 Estimate of travel time returned to the traveler based upon route
6.100 Estimate of travel time between way points or from–to origin–destination 

and way point

DETECTOR DIAGNOSTIC ALGORITHM

The most pervasive data quality problem inherent to infrastructure sensors is malfunc-
tioning equipment. For example, on an average day in California, only about 70% 
of the freeway loop detectors statewide are transmitting good data; the remaining 
30% are either transmitting bad data or no data. The travel time data management 
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component must recognize when reported speed, occupancy, or flow values are inac-
curate so that they can be imputed. 

In the wider academic literature, algorithms have been developed to determine 
when detectors are bad so that processing can remove the data that they report. Such 
an algorithm is described below as an example of best practices for error checking. 
Rather than making a diagnostic decision based on an individual sample, the algorithm 
uses the time-series of flow and occupancy measurements to determine the health of a 
detector. It is designed to make an end-of-day decision on whether a detector was good 
or bad during that day.

Detectors are considered bad for a day if their data outputs fall into one of the 
following four error types:

•	 Mostly zero occupancy and flow;

•	 Nonzero occupancy and zero flow;

•	 Very high occupancy; or

•	 Constant occupancy and flow. 

A daily statistics algorithm recognizes the above four error types. The algorithm 
takes in inputs of the time-series of 30-second detector measurements (q(d,t) and k(d,t) 
(where q is flow, k is occupancy, d is the index of the day, and t = 0, 1, 2, . . . is the 
30-second sample number) and outputs the diagnosis for the dth day, where Δd = 0 if 
the loop is good and Δd = 1 if the loop is bad. The detailed equations for this algorithm 
are given below. 

Because the algorithm is less reliable at low traffic levels, the threshold levels that 
trigger a bad detector diagnosis are based on samples collected between 5 a.m. and 
10 p.m. Meeting one of the following four criteria triggers a detector to be diagnosed 
as bad:

•	 More than 1,200 data samples in which occupancy = 0; 

•	 More than 50 data samples in which occupancy > 0 and flow = 0; 

•	 More than 200 data samples in which occupancy > 0.35; or

•	 More than four data sample exceeding an entropy (i.e., randomness) threshold. 

This principle and a modified version of the above algorithm have been applied 
in practice in California’s Performance Measurement System (PeMS). Table A.23 dis-
plays the PeMS diagnostic tests that are run at the end of each day on each detector’s 
data. When a detector is diagnosed as bad, all of its data will be removed and imputed 
on the following day. (For Tests 3, 4, and 5, the exact threshold percentages are not 
shown because they are adjusted from time to time by PeMS operators.)
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TABLE A.23. PEMS DIAGNOSTIC TESTS
Test 
No.

Detector 
Type Condition Description Diagnostic Testa

Data 
Used

Diagnostic 
State

1 ML, ramp No data 
samples 
received

None of the detectors on 
same communication line 
are reporting data

Number of samples received 
for all detectors on same 
communication line = 0

30-s Line down

None of the detectors 
attached to same 
controller are reporting 
data

Number of samples received 
for all detectors attached to 
the controller = 0

30-s Controller 
down

Individual detector not 
reporting data; other 
detectors on same 
controller are sending 
samples

Number of samples received 
= 0; other detectors on same 
controller reporting data

30-s No data

2 ML, ramp Too few 
data 
samples 
received

Not enough samples 
received to perform 
diagnostic tests; other 
detectors reported more 
samples

Number of samples <60% 
of the maximum collected 
samples during the test period

30-s Insufficient 
data

3 ML, ramp High values Too many samples with 
occupancy >0% (ML) or 
flow >1 vehicle/20 s (RM)

ML: Number of high-
occupancy samples > X% 
of the maximum collected 
samples during the test period.
RM: Number of high-flow 
samples > Y% of the maximum 
collected samples during the 
test period

30-s Card off

4 ML, ramp Zero 
occupancy 
or flow

Too many samples with 
an occupancy (ML) or 
flow (RM) of zero

ML: Number of zero 
occupancy samples > X% 
of the maximum collected 
samples during the test period.
RM: Number of zero-flow 
samples > Y% of the maximum 
collected samples during the 
test period

30-s High value

5 ML Flow–
occupancy 
mismatch

Too many samples for 
which flow is zero and 
occupancy is nonzero

Number of flow-occupancy 
mismatch samples > X% of the 
maximum collected samples 
during the test period

30-s Intermittent

6 ML Constant 
occupancy

Same occupancy value 
being reported

Number of repeated 
occupancy values > 5-min 
samples

5-min Constant

a For Tests 3, 4, and 5, the exact threshold percentages are not shown because they are adjusted from time to time by 
PeMS operators.

Note: ML = mainline; RM = ramp.
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The exact algorithms employed for monitoring detector health in a reliability 
monitoring system will depend on the location and facility type being monitored. 
For example, rural routes may have lower traffic volumes, and thus require a higher 
threshold of zero-flow samples for a detector to be considered bad. In addition, many 
arterial detectors are located just upstream of the stopbar and thus can have 100% 
occupancies during the duration of a red light; these locations would require a differ-
ent threshold for high-occupancy values than would freeways. A TTRMS should thus 
employ different detector health tests for facilities in different locations with different 
characteristics.

Equations A.1 through A.5 present the diagnostic algorithms:
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where
 d = day index,
 t = 30-s sample number,
 k = density, and
 q = flow.
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PEMS CALCULATIONS

PeMS Speed Calculation
PeMS uses a g-factor, which represents the effective length of a vehicle, to calculate 
speed from flow and occupancy detector outputs. The g-factor is a combination of the 
average length of the vehicles in the traffic stream and the tuning of the loop detec-
tor. Traditionally, a constant value for the g-factor is used, but this practice leads to 
inaccurate speed estimates because the g-factor varies by lane, time of day, and loop 
sensitivity.

PeMS estimates a g-factor for each loop every 5 minutes over an average week to 
provide accurate speed estimates. The algorithm implemented in PeMS is adapted from 
van Zwet et al. (1). The steps for estimation of speed from that paper are as follows:

1. Assume that speed on the freeway at free-flow conditions is known and constant. 

a. Free flow is defined by having occupancy less than a certain threshold.

b. The free-flow speed is only a function of the type of freeway (meaning the total 
number of lanes) and the particular lane that the detector is in.

2. Using this assumption for each loop, work backward and compute the g-factor for 
a number of points during a number of days.

3. Smooth the g-factor using a robust adaptive regression method to obtain a g-factor 
for each loop in the system over a typical week.

4. Use the g-factor to compute the initial estimate of speed for each loop in real time.

5. Pass the initial estimate through an exponential filter with weights that vary as a 
function of flow. When the flow at the loop is low, the smoothing is severe; when 
the flow is high, there is little smoothing. Weighting allows the estimate to quickly 
adapt to periods of congestion as well as to have stable speeds when there are very 
little data (such as in the middle of the night).

The resulting speed is the speed estimate.
Table A.24 shows the free-flow speeds assumed in the g-factor calculation. These 

speeds were taken from double-loop detector data in the San Francisco Bay Area of 
California.
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TABLE A.24. FREE-FLOW SPEEDS FOR g-FACTOR CALCULATION

Lane Type No. of Lanes

Lane Number

1 2 3 4 5 6 7

HOV 1 65.0

HOV 2 65.0 65.0

ML 1 65.0

ML 2 71.2 65.1

ML 3 71.9 69.7 62.7

ML 4 74.8 70.9 67.4 62.8

ML 5 76.5 74.0 72.0 69.2 64.5

ML 6 76.5 74.0 72.0 69.2 64.5 64.5

ML 7 76.5 74.0 72.0 69.2 64.5 64.5 64.5

Note: HOV = high-occupancy vehicle.

PeMS Linkage Between Delay and Events
PeMS uses a congestion pie algorithm to assign delay on a freeway to one of three 
categories:

1. Collisions: Based on the set of all accidents that take place on the freeway system.

2. Bottlenecks: Based on anything caught by the PeMS bottleneck identification algo-
rithm. The cause of a bottleneck on any one day is not determined.

3. Miscellaneous: All of the delay that cannot be assigned to either of the two previ-
ous categories.

Delay is assigned a cause on a quarterly basis. The steps used to assign delay to its 
cause area as follows:
1. Compute total delay, Dtot

 — Calculate with respect to 60 mph for each county–freeway–direction in the 
quarter; 

2. Compute delay due to collisions, Dcol

 — Extract the number of collisions per day from the incident data set provided 
by the agency.

 — Compute a straight-line linear regression relating the delay on each day to 
the number of collisions. The intercept, alpha, is the average daily delay for a 
collision-free day.

 — Compute the delay due to collisions, Dcol = Dtot − alpha (limited by zero).
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3. Compute delay due to bottlenecks, Dbn

 — Take the recurrent bottleneck locations that are active more than 20% of the 
days in the quarter.

 — For these bottlenecks, estimate the average daily delay due to the bottleneck, 
Dbn, from the results of the bottleneck identification algorithm.

 — Limit Dbn such that Dbn + Dcol ≤ Dtot.

4. Compute the miscellaneous delay, Dmisc

 — Any delay that cannot be assigned to either bottlenecks or collisions. 

5. Subdivide Dbn into potential delay savings, Dpot, and excess delay, Dexcess

 — For each corridor, if there are any bottlenecks, compute the potential savings 
that result from running an ideal ramp-metering algorithm at each bottleneck. 
An ideal ramp-metering algorithm is a ramp-metering strategy that restricts 
the rate at which vehicles enter the freeway such that the traffic at this location 
operates at capacity. Capacity is defined as the maximum observed 15-minute 
flow at each location.

 — The result of restricting the demand at the bottleneck is that the freeway oper-
ates at free-flow conditions, and the delay on the freeway is reduced to zero.

 — The side effect of this is that the vehicles that have to wait at the ramps incur 
delay. This is excess delay, Dexcess. 

There are several limitations to the delay-assignment strategy outlined above:

•	 The method is applicable only to freeways.

•	 No delay is attributed to weather, lane closures, or special events.

•	 Incident data supplied by local agencies can be incomplete or incorrect.

•	 There are sections of freeways that are not covered by detectors but where inci-
dents are reported. This leads to a mismatch between the regime covered by fixed 
measurement devices and the regime covered by the incident data collection.

•	 The ideal ramp-metering algorithm relies on many ideal assumptions, including

 — The ramps at each location have enough storage capacity to hold all metered 
vehicles.

 — It is politically feasible to run this algorithm.

 — Drivers do not take any detours or diversions.

Thus, the potential delay savings result needs to be interpreted with care as an 
estimate of the maximum savings possible (rather than the realized savings).
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Travel Time Predictions
PeMS graphically displays a prediction of the travel time for a selected route from the 
time selected through the rest of the day. The travel time prediction is done by examin-
ing the collection of historical travel times for the route and choosing the days with the 
three closest travel time profiles. A weighted vector over the last few samples is used to 
measure distance between travel time profiles. The prediction is formed by taking the 
median of those three closest travel time profiles and plotting it for the rest of the day. 
The user plot shows the measured travel time up until that point and then the predic-
tion for the rest of the day. 

EXISTING AVI FILTERING ALGORITHMS

Transguide: San Antonio, Texas 

Summary 
Transguide filters AVI travel time estimates by defining a set of valid recorded travel 
times during each 2-minute evaluation period based on those that are within 20% of 
the estimated travel times between the same two points for the previous 2-minute time 
period. 

Algorithm 
Equations A.6 and A.7 show the algorithm developed by the Southwest Research 
Institute:
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where
 SttABi  =  set of valid recorded travel times used at each evaluation time to esti-

mate the current average travel time between two AVI Readers A and B;
 tAi and tBi =  detection times of vehicle i at Readers A and B;
 t = time at which estimation takes place;
 tt′ABi = previously estimated travel time from Reader A to Reader B; 
 tw =  rolling average window, which determines the period of time that 

should be considered when estimating the current average travel time 
(Transguide uses 2 minutes);

 lth =  link threshold time, which is used to identify and remove outlier obser-
vations (Transguide uses 0.20); and

 ttABi = estimated average travel time for the time period.
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TranStar: Houston, Texas

Summary 
TranStar filters AVI travel time estimates by defining a set of valid recorded travel times 
during each 30-second evaluation period based on those that are within 20% of the esti-
mated travel times between the same two points for the previous 30-second time period. 

Algorithm 
TranStar’s algorithm was also developed by the Southwest Research Institute and is the 
same as that used by TransGuide, but travel times are updated each time new travel 
time information is obtained from a vehicle instead of being updated at fixed intervals. 
Like TransGuide, TranStar uses a link threshold parameter of 0.2, but it uses a shorter 
rolling average window of 30 seconds. 

TRANSMIT: New York City Metropolitan Area

Summary 
TRANSMIT filters AVI travel times by averaging link travel times over a 15-minute 
observation interval. An equation is then used to smooth the estimated travel time 
against historical data from the same 15-minute interval in the same day of the previ-
ous week to obtain an updated historical average travel time that is used as the current 
estimate. 

Algorithm
Equations A.8 and A.9 show the TRANSMIT algorithm:
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where 
 ttABk  =   estimated current average travel time for the interval;
 nk =   number of link travel times collected for each interval k, up to a maxi-

mum of 200 observations;
 tthABk  =   historical smoothed travel time for the kth sampling interval; 
 tth″ABk and tth″ABk–1 =  updated historical smoothed travel times for the current (k) 

and previous (k – 1) sampling intervals; and
 α  =  smoothing factor (set at 0% when an incident is detected, and 10% 

otherwise).
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Dion and Rakha Algorithm
An AVI filtering algorithm was developed by Dion and Rakha to provide travel time 
estimates in areas where there is low market penetration of AVI sensors (2).

Summary 
The algorithm is designed to handle stable and unstable traffic conditions, provide 
accurate travel time estimates in areas where there are few AVI sensors, and work for 
both freeway and signalized arterial roadways. The algorithm does this by applying 
the following filters:

1. Expected average trip time and trip time variability in a future time interval;

2. Number of consecutive intervals without any readings since the last recorded trip 
time;

3. Number of consecutive data points either below or above the validity range; and

4. Variability in travel times within an analysis interval. 

Algorithm
The filtering algorithm first calculates the expected smoothed average travel time and 
smoothed travel time variance between Readers A and B for a given sampling interval 
through a smoothing low-pass filter. 

The algorithm then uses a robust data-filtering process that identifies valid data 
within a dynamically varying validity window. The size of the validity window var-
ies as a function of the number of observations within the current sampling interval, 
the number of observations in the previous intervals, and the number of consecutive 
observations outside the validity window. 
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B
METHODOLOGICAL DETAILS

INTRODUCTION

This appendix augments Chapter 3 by providing additional details about how to ana-
lyze travel time reliability for segments, routes, and networks. Except for the next 
section on the processing steps, which is new, the appendix follows the structure of 
Chapter 3 to facilitate cross referencing and cross checking. Material in Chapter 3 that 
is complete as it stands is referenced but not repeated. 

OVERVIEW OF THE PROCESSING STEPS

Figure B.1 portrays the steps in the reliability analysis process as a cascading sequence 
of steps designed to transform the various types of raw data into observations of travel 
times and travel time reliability. 

To elaborate, Figure B.1 shows infrastructure-based point speed data being 
enhanced through imputation if data points are missing. Inference is used to transform 
these spot speeds into average segment-level travel times and can be extended through 
synthesis to develop individual vehicle travel times, if needed. 

Vehicle-based automated vehicle identifi cation (AVI) and automated vehicle loca-
tion (AVL) data provide direct observations of segment-level travel times. One simply 
needs monuments (real or virtual observation points) at the beginnings and ends of 
the segments. For AVI data, the sensors are typically located above or adjacent to the 
roadway, so it is highly likely that the observations pertain to the facility of interest. 
For AVL data, map matching is required to determine which facilities are most appro-
priate to snap the observations to. The global positioning system (GPS) coordinates 
are not suffi ciently precise to make this linkage clear.
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The segment travel times and rates can then be combined to develop route-level 
travel times and rates. The combination process is not trivial because strong corre-
lations exist among the times observed on adjacent segments, but it is possible to 
generate these multisegment density functions. If the AVL or AVI data are sufficiently 
numerous that direct observations of route-level travel times exist, then the travel 
times and travel time distributions can be observed directly.

Nonrecurring event attributes must be added to the segment- and route-level travel 
time data so that the effects of these conditions can be ascertained (and the effects of 
mitigating actions assessed). Congestion-level information also needs to be added so 
that congestion impacts can be seen and assessed. Combinations of congestion level 
and nonrecurring events form regimes, the principal categories of system operation for 
which reliability performance is differentiated.

Another view of the processing steps is found in Figure B.2, which connects the 
four types of data feeds. The figure also shows how those feeds have to be processed to 
generate segment- and route-level travel time probability density functions (TT-PDFs).

Figure B.1. Steps in the reliability analysis process.
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From a travel time reliability perspective, the attributes of the four data feeds are 
as follows:

1. Spot speeds (spot travel rates) measured indirectly at specific locations. This is 
illustrated by single loops. Occupancy times are used in conjunction with the 
observed volume and an assumed average vehicle length to estimate an average 
 vehicle speed. The sensors cannot obtain speeds for every vehicle because a fixed 
average vehicle length is used to estimate the average speed.  

2. Spot speeds (spot travel rates) measured at specific locations. This is illustrated by 
double-loop detectors (often called speed traps), which can be loops in the pave-
ment or virtual loops created by video detectors or other devices. These sensors 
are very common data sources today, although agencies seem to be reducing the 
number they maintain and increasingly are obtaining the data from private service 
providers that monitor tag-equipped or Bluetooth-equipped vehicles. Even though 
field-based detectors sense individual vehicles, the devices that monitor the inputs 
almost always summarize the inputs across time intervals (e.g., 30 seconds, a min-
ute, 5 minutes) and report the average speed observed, not the individual speeds. 

3. Vehicle-specific, direct observations of segment travel times but not entire paths. 
This is illustrated by sensors that detect AVI-equipped vehicles or Bluetooth  devices. 
Point-to-point travel times can be observed between locations where the sensors 
have been deployed. The path is not observed, and vehicles that have engaged in 
long trips are included. This type of data can also be obtained from AVL-equipped 
vehicles that report their location when they pass predefined locations (e.g., monu-
ments). A variant of this data feed is one in which the individual vehicle segment 

Figure B.2. Data feeds for estimation of TT-PDFs.  
AVI = automatic vehicle identification and AVL = automatic vehicle location.
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travel times can be observed but vehicles cannot be tracked from one segment to 
the next because their IDs are suppressed. The L02 research team encountered this 
type of data set in one of the case studies.

4. Direct observations of the entire path. This is illustrated by the data reported by 
AVL-equipped vehicles. Such vehicles are observable for their entire trips. Many 
can report their location, speed, direction of movement, and other information 
every few seconds. Although such vehicles are uncommon today, they will be more 
common in the future. The travel time reliability monitoring system (TTRMS) 
needs to be prepared for them. 

A third perspective on reliability analysis processing is shown in Table B.1. 

TABLE B.1. TASKS INVOLVED IN CREATING PDFS OR DEVELOPING MEASURES OF TIME FRAME INTEREST

Enhancement or 
Metric

Data Type

Type 1
Single Loops

Type 2
Double Loops

Type 3
AVI

Type 4
AVL

Passage times na na Use signal strength or 
bounce-back time

Use passage times for 
latitude–longitude 
locations

Average spot rates Use occupancy, flow, 
and assumed vehicle 
length

Directly computed by 
the sensor

Not needed Not needed

Spot rates for 
individual vehicles

Cannot be obtained Could be obtained Use signal strength or 
bounce-back times

Use GPS speeds at 
latitude–longitude 
locations

Average times or rates 
for segments

Combine adjacent 
sensor spot rates

Combine adjacent 
sensor spot rates

Determine from 
adjusted IV-PDFs

Determine from 
adjusted IV-PDFs

Segment IV-PDFs Use average times 
or rates and IV-PDF 
typical of the traffic 
conditions

Use average times 
or rates and IV-PDF 
typical of the traffic 
conditions

Adjust the observed 
IV-PDFs to account 
for unequipped 
vehicles

Adjust the observed 
IV-PDFs to account 
for unequipped 
vehicles

Incidence matrices Base on field studies 
or similar segment-
to-segment flow 
conditions

Base on field studies 
or similar segment-
to-segment flow 
conditions

Use equipped vehicles 
on adjacent segments

Use equipped vehicles 
on adjacent segments

AVG-PDFs for 
segments or routes

Add estimated 
segment or route 
times or rates

Add estimated 
segment or route 
times or rates

Compute from 
segment or route 
IV-PDFs

Compute from 
segment or route 
IV-PDFs

IV-PDFs for routes Simulation based 
on IV-PDFs and 
coincidence matrices

Simulation based 
on IV-PDFs and 
coincidence matrices

Use equipped 
vehicles or simulation 
based on IV-PDFs and 
coincidence matrices

Use equipped 
vehicles or simulation 
based on IV-PDFs and 
coincidence matrices

Note: na = not applicable; IV-PDF = individual vehicle TT-PDF or travel rate PDF (TR-PDF) for the time frame of interest 
(e.g., the a.m. peak); AVG-PDF = average TT-PDF or TR-PDF for a segment or route for the time frame of interest  
(e.g., a year or the winter).
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Highlights from Table B.1 include the following:

•	 It is important to develop passage times (time stamps) for data Types 3 and 4. 
These are the time values on which the segment travel times are based. Interactions 
between the sensor and the device can occur more than once, and one of those 
interactions (or some time stamp derived from them) needs to be recorded as the 
passage time. For the other two data types, this measure is not relevant.

•	 Spot rates for individual vehicles would be valuable if they could be obtained from 
data Types 1 and 2. This would significantly improve the ability of these data types 
to provide quality estimates of the travel times for individual vehicles across seg-
ments. In the case of single loops, this is not possible except with more advanced 
detectors. In the case of double loops, the individual vehicle speeds are observed, 
but they are not reported by the sensor. For data Types 3 and 4, spot rates can be 
developed, but they are not needed to generate segment or route travel times.

•	 Average spot rates (spot speeds) are the data reported by sensors of Types 1 and 
2. They are useful in estimating travel times and rates for segments. For inputs of 
Types 3 and 4 they are not needed.

•	 Average times or rates for segments are critical in developing PDFs for data Types 1 
and 2. For data Types 3 and 4 they can be estimated from the individual vehicle 
travel time observations, but they are not needed to generate the segment or route 
PDFs.

•	 Segment-level PDFs for individual vehicles are directly observable from AVI or 
AVL data, but for single and double loops this PDF has to be synthesized using the 
average times (or rates) for the segment and a distribution of individual travel rates 
that are consistent with the traffic conditions that exist on the segment (e.g., the 
load on the segment as reflected by vehicle miles traveled per lane mile, volume-to-
capacity ratio, or another similar metric).

•	 Incidence matrices are needed in all cases to stitch together the segment travel 
times to produce route travel times (or rates). For AVI or AVL data, these incidence 
matrices can be observed directly from the travel times for identical vehicles on 
successive segments. For single and double loops, the matrices have to be devel-
oped from field studies or inferred on the basis of incident matrices for similar 
facilities at other locations (e.g., defaults).

•	 PDFs for average travel times (or rates) on routes or segments (effectively across 
some extended time span like a year or a season) can be developed directly from 
the average segment travel times estimated by the single- and double-loop detec-
tors assuming that the averages can be added across successive segments (which 
is very likely to be true). For AVI or AVL data, these averages and trends in their 
values can be obtained by analyzing the segment- and route-specific individual 
vehicle travel times.

•	 PDFs for individual vehicles traversing routes can be obtained through Monte 
Carlo simulation (described in Chapter 3), assuming the segment-level individual 
vehicle PDFs have been developed and the incidence matrices have been specified. 
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On rare occasions when a large number of AVI- or AVL-equipped vehicles make 
the same trip at the same time (e.g., between interchanges on a freeway), the in-
dividual vehicle PDFs can be observed directly. However, in most instances the 
origin and destination are to and from other locations, and simulation will need 
to be used because the sample size of equipped vehicles is likely to be small until 
a significant percentage of the vehicle fleet is AVL equipped. (Even if the vehicles 
are all AVI equipped, the ability to make direct observations is dependent on the 
sensors’ locations.)

The paragraphs below further describe the analysis steps involved with each of the 
four data feeds. 

Type 1 Data Feed: Imputed Spot Speed Observations
The simplest of the data feeds shown in Figure B.1 provides spot speeds (spot rates) 
at locations where sensors are deployed. This data type requires several enhancements 
to be able to provide segment- and route-level travel times. The first enhancement is a 
conversion of the occupancy times and counts into an average travel rate. The second 
enhancement is to estimate average segment-level travel rates based on the spot rates 
observed (e.g., combining the spot rates of adjacent sensors to estimate the travel rate 
for the segment between them). The third enhancement is to superimpose a distri-
bution of the individual vehicle travel times on top of these average travel times to 
generate vehicle-level PDFs for the segments. The fourth enhancement involves using 
simulation and incidence matrices to estimate route-level PDFs from the segment-level 
PDFs.

Care is needed in estimating the segment travel rates. Hu (1) showed that it is 
possible to estimate segment travel rates by combining the spot rates for the adjacent 
detector locations. This estimation procedure is discussed below.

Type 2 Data Feed: Direct Spot Speed Observations
For the data from sensor Type 2, the enhancement step that generates the estimated 
spot rates can be omitted. The sensors estimate the average vehicle speeds (travel rates) 
directly based on the speeds (rates) observed for individual vehicles. Hence, the first 
enhancement is to combine the average rates from adjacent sensors to estimate the seg-
ment travel rate. Hu’s (1) methodology can again be used. The second enhancement is 
to superimpose the distribution of individual vehicle travel rates on top of the average 
rates to create the individual vehicle PDFs. Incidence matrices and simulation are then 
used to combine the segment-level PDFs to generate route-level PDFs.

Type 3 Data Feed: Vehicle Time Stamps at Locations
For the data from sensor Type 3, time stamps can be collected for individual vehicles 
at specific locations where sensors have been installed. Successive time stamps can 
be stitched together to create segment- and route-level travel times. One problem is 
that the paths are not known. Hence, multiple paths, as well as stops, may be repre-
sented in the data. On freeways the issue of multiple paths is typically not significant, 
but stops may be, especially if the segment contains a rest area or weigh station. On 
 arterial networks both multiple paths and stops may be present unless the sensors are 
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very closely spaced. The influence of multiple paths and stops needs to be removed by 
truncation (filtering) or some other mechanism.

A new enhancement task arises with this data type. The PDF for the observed 
vehicles has to be transformed into a PDF for all vehicles. Creating this overall PDF 
can be important; for example, when the segment is on a toll road and the unequipped 
vehicles experience a different delay from those paying tolls. In such situations, the 
density function for vehicles paying the toll (including time spent in queue) has to be 
added to the density function for the instrumented vehicles to generate the travel time 
density function for the unequipped vehicles. The two density functions must then be 
combined to generate the density function for all vehicles.

To combine these segment-level PDFs and create route-level PDFs, one can track 
the instrumented vehicles across successive segments to generate the incidence  matrices. 
These matrices can then be used in the simulation. 

Type 4 Data Feed: Complete Path Data
The fourth type of data feed provides direct observations of travel times across entire 
trips (routes), as well as segments. The data can be filtered to remove vehicles that 
stop, as well as ones that follow paths other than the one for which the segment is 
defined. This data feed is the most interesting and most useful because it directly sup-
ports estimation of the TT-PDFs. The ID-based, location-specific time stamps can be 
used at both the route and segment level to estimate TT-PDFs. In fact, by looking at the 
GPS tracks in detail, one can determine the source of the travel time variability (e.g., 
on- and off-ramps, merge and diverge points, or specific intersections). 

Assuming the outliers have been removed and only the observations on the seg-
ment path remain, then these data become equivalent to the observations from the 
AVI-equipped vehicles. The ID-based time stamps provide direct observations of travel 
times for entire trips or portions of those trips. 

Only one enhancement is needed. The observations from the equipped vehicles 
need to be adjusted to account for any differences in the travel times experienced by 
unequipped vehicles. In the case of data from sensor Type 3, the unequipped PDFs 
are likely to be different at locations such as toll plazas; in the case of AVL-equipped 
vehicles, this difference may not be significant unless the AVL-equipped vehicles are 
somehow treated differently by the system. 

To combine these segment-level PDFs and create route-level PDFs, as with the AVI-
equipped vehicles, one can track the instrumented vehicles across successive segments 
to generate incidence matrices. These matrices can then be used in the simulation. 

Final Basic Thoughts
A final set of basic thoughts pertains to defining the context in which the analysis will 
be performed. The PDFs of interest might be for individual vehicles (or packages) or 
for the average conditions seen on a segment or route across a given time frame (e.g., 
a year or a season). Ultimately, the aim is to have observations (or synthesized obser-
vations) of similar individual users (e.g., people, vehicles, packages, trucks) that are 
making similar trips under similar conditions (whether similar is defined broadly or 
narrowly). Five attributes are associated with each PDF developed:
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1. The users (e.g., travelers, vehicles, packages, trucks);

2. The segment or route involved;

3. The measure of interest (e.g., travel time, travel rate, or some other measure of 
reliability such as on-time performance);

4. The condition pertaining (e.g., a 5-minute time slice during the a.m. peak on nor-
mal Tuesdays, the a.m. peak on every weekday); and

5. The sample space from which the observations have been drawn (e.g., all the 
 vehicle trips that occur on freeway F from interchange X to interchange Y during 
the winter for N years). 

The methodology makes two other important assumptions. The first assumption is 
that the travel times or rates have been directly observed or they have been developed 
for the segment or route of interest. This means that for data Types 1 and 2 the spot 
speeds have to be enhanced so that they provide segment- or route-level average travel 
times. The second assumption is that if individual vehicle travel times are of interest, 
that these segment- or route-level average segment travel times have been enhanced 
further so that synthesized individual vehicle travel times have been created. 

NETWORK CONCEPTS

This material in Chapter 3 is essentially complete. The importance of establishing a 
 topology that makes it easy to monitor travel time reliability cannot be overstressed. 
It is most important to establish monuments that do not confound the analysis. The 
 easiest way to do this is by siting the monuments at the midpoints of links, which elim-
inates confounding that could result from embedding turning movement delays in the 
travel time observations. The variability introduced by these delays could completely 
obscure the reliability assessment.

OPERATING CONDITIONS AND REGIMES

The most important idea here is the notion of a regime. A regime needs to be an oper-
ating condition under which the segment, route, or network is consistent in its behav-
ior. That is not to say that it will manifest the same travel times or travel time reliability 
every time it is in that condition, but the phenomenon by which it is producing that 
travel time should be the same.

The regime definition that worked best during the project was based on a combi-
nation of the level of congestion (uncongested, low, moderate, and high were used) and 
the nonrecurring event taking place, including none. 

IMPUTATION

It is important that no voids exist in the data set being used for the reliability analysis. 
Imputation provides a way to fill those voids. The discussion presented in Chapter 3 is 
thorough in addressing imputation, and no additional details are needed.
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SEGMENT TRAVEL TIME CALCULATIONS

Segment travel time computations lie at the heart of travel time reliability. It is critical 
that high-quality travel times are developed from whatever data sources are available. 
Chapter 3 provided the most important perspectives on this topic. This appendix pro-
vides additional thoughts and ideas. 

Developing Distributions of Spot Rates
In many instances it is important to understand how the travel times vary among indi-
vidual vehicles. Operational treatments like high-occupancy toll lanes, ramp metering, 
automated toll collection, and signal timing may have different impacts on different 
vehicles. Moreover, because a major objective is to reduce the longest of the travel 
times experienced (e.g., as shown by the emphasis on 95th percentile travel times), it 
is important to understand the distribution of travel times for individual vehicles. For 
the AVI and AVL data sources, this is not a problem because individual vehicle travel 
times can be observed. 

But for single- and double-loop sensors, this is a significant challenge. In the case 
of single-loop sensors, individual vehicle spot rates cannot typically be developed 
unless an advanced detector is employed. However, for double-loop detectors, indi-
vidual vehicle speeds are observed. At this time they are not reported by the sensor to 
the traffic management center, but they could be. It would be helpful if this informa-
tion were reported by these sensors at some point in the future. This would improve 
the ability of the TTRMS to ensure that it is developing defensible individual vehicle 
TT-PDFs for each segment. 

For AVI and AVL data sources, the situation is very different. For AVI sensors, 
although these individual vehicle spot rates are not easy to observe, they are not 
needed because the vehicle-specific segment travel times are directly observable. In the 
case of AVL-equipped vehicles, the GPS units can often estimate the vehicle’s speed and 
provide that piece of information for any desired location. But this observation is not 
needed to ascertain individual vehicle segment travel times. Those times are directly 
observable.

Developing Average Times or Rates for Segments
To develop average travel times or rates for segments based on field sensor average 
spot speeds, Hu (1) has demonstrated that the following two approaches work well. In 
the first approach, the arithmetic average of the two spot rates is computed and then 
adjusted by a factor γ as shown in Equation B.1:

 
2s

1 2τ = γ
τ + τ





 (B.1)

where τs is the travel rate for the segment, and τ1 and τ2 are the upstream and down-
stream spot rates, respectively. The value of γ is dependent on the traffic flow condi-
tions on the segment, that is, the regime that is extant at the time for which τs is desired 
(e.g., the level of congestion). The appropriate value of γ can be obtained from a look-
up table once the values have been calibrated for the regimes.
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A second option also works well. Equation B.2 uses two parameters α and β to 
combine the spot rates:

 
s 1 2α βτ = τ + τ  (B.2)

Again, the values of α and β are dependent on the traffic flow conditions on the 
segment, that is, the regime that is extant at the time for which τs is desired (e.g., the 
level of congestion present). They can be obtained from a look-up table once the values 
have been calibrated for the regimes.

Another option that is perhaps more common today is to assume that the single- 
or double-loop sensors are in the middle of specific segments and that the spot rate 
observed at the sensor pertains to the entire segment. In this case, a variant of Equa-
tion B.1 can be used to ensure that the segment travel times are consistent with the 
field observations. Assume there are three sensor stations, i, j, and k, with station j in 
the middle. Further, assume there are distances di, dj, and dk associated with these sta-
tions and that those distances can be further broken down into the distances that are 
upstream and downstream of the sensor: dui, ddi, duj, ddj, duk, and ddk. Then, focusing on 
the middle sensor j, Equation B.1 can be rewritten and reinterpreted twice as shown 
in Equation B.3:
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Once the values of γij and γjk have been computed, the value of γ for segment j can 
be developed by Equation B.4:
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 (B.4)

Developing Individual Vehicle PDFs for Segments
For the single- and double-loop sensors, this is the most challenging task. It would 
be simpler for the double-loop sensors if the distribution of individual vehicle spot 
rates was reported, but it is not. Perhaps in the future it will be. The sensor would not 
have to pass back each of the individual vehicle speed observations. Rather, it could 
pass back the sum of the squares of the vehicle speeds and the sum of the cubes of the 
vehicle speeds. These two additional pieces of information, in addition to the already 
reported average and number of vehicles observed, would be sufficient. 

Assuming that only the average speed and the number of vehicles observed are 
available, the procedure is as follows. First, ascertain the current regime for the seg-
ment based on its average travel time (travel rate) and vehicle flow rate (the count 
divided by the time interval). Next, select the prestored distribution of travel rates that 
corresponds to that regime. Finally, adjust the mean rate of the prestored distribution 
to match the average travel rate observed, and report the result.

This procedure can be illustrated based on an analysis conducted using Bluetooth 
data from the Berkeley Highway Laboratory, a section of I-80 located adjacent to 
Berkeley, California. 
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Bluetooth data were available for 4 days in January 2011: Thursday, January 13; 
Thursday, January 20; Saturday, January 22; and Monday, January 24. One or more 
periods of congested operation occurred during each of these days, as shown by 
Table B.2. 

TABLE B.2. BLUETOOTH DATA USED TO EXPLORE INDIVIDUAL VEHICLE TRAVEL RATE 
 DENSITY FUNCTIONS
Date in 2011 Day TIC CON TOC

January 13 Thursday 12:00 to 13:00 13:00 to 19:30 19:30 to 20:00

January 20 Thursday 08:15 to 09:15 09:15 to 10:00 10:00 to 10:30

15:30 to 16:30 16:30 to 19:00 19:00 to 20:00

January 22 Saturday 14:00 to 15:00 15:00 to 18:00 18:00 to 18:30

January 24 Monday 14:30 to 15:30 15:30 to 18:30 18:30 to 19:30

Note: TIC = transition into congested operation; CON = congested operation; TOC = transition 
out of congested operation.

As Table B.3 shows, hundreds of observations were recorded for each operating 
condition. 

TABLE B.3. ONE SET OF BLUETOOTH OBSERVATION COUNTS BY DAY AND CONDITION

Condition

Observation Counts by Day

January 13 January 20 January 22 January 24 Total

Free flow 1,183 1,446 1,727 1,566 5,922

Transition to peak 121 328 160 126 735

Transition from 
peak

84 310 80 149 623

Peak (congested) 1,099 639 594 552 2,884

Total 2,487 2,723 2,561 2,393 10,164

Note: All dates are from 2011.

Figure B.3 shows the TR-PDFs for the free-flow condition overall and for each day 
on a segment length of about 4,500 feet. The distributions are all similar, and the vari-
ances are small. The minimum is about 50 s/mi (about 72 mph), the 50th percentile is 
at about 70 s/mi (about 51 mph), and the 95th percentile is at about 86 s/mi (about 
42 mph). The coefficient of variation is about 0.15. In this instance, this TR-PDF could 
be used to estimate off-peak PDFs for individual vehicles for all the times during the 
year when the facility was lightly loaded.

In contrast, the TR-PDFs during peak period congestion on the same segment 
involve significantly larger travel rates, a wider distribution, and much more day-to-
day variability, as shown in Figure B.4. The minimum travel rate is about 60 s/mi 
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Figure B.3. Off-peak travel rates measured by Bluetooth sensors for the Berkeley Highway Laboratory.
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(60 mph), the 50th percentile ranges from 150 to 190 s/mi (19 to 24 mph), and the 
95th percentile ranges from 180 to 360 s/mi (10 to 20 mph). Two reasonable options 
are (a) to use the overall PDF for all the days and adjust it to the median travel rate 
being observed at a given point in time or (b) to select the PDF whose median travel 
rate most closely matches the extant travel rate and then adjust that PDF to the extant 
travel rate. 

Exactly what to do during the transitions to and from peak flow conditions is more 
challenging, but the data still provide good guidance. Figure B.5 shows the TR-PDFs 
for the transition to peak flow conditions observed on the 4 days. Evidence of both 
off-peak and peak conditions can be seen. The density functions appear to be multi-
modal (bimodal). The minimums are about 60 s/mi (60 mph), the median ranges from 
90 to 130 s/mi (30 to 40 mph), and the 95th percentile ranges from 160 to 400 s/mi 
(10 to 20 mph). 

Again, two courses of action seem reasonable. The first is to use the overall PDF and 
scale the rates to match the extant median. The second is to identify the PDF whose 
median most closely matches the extant conditions and then scale the rates to match. 
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Figure B.4. Peak travel rates as measured by Bluetooth sensors for the Berkeley Highway Laboratory.

Storing the regime-specific PDFs is a minor issue. The option that has emerged 
from the overall project involves storing the percentile values (either all of them or 
every 5th percentile). The data rarely seem to fit any specific parametric density func-
tion, and significant insight is often gained by using nonparametric analyses.

Updating the PDFs 
The L02 research team originally wanted to use a formal Bayesian methodology to 
update the parameter values for a gamma density function. However, this proved to 
be cumbersome, and the gamma density function did not always fit well with the data. 
Hence, the formal procedure was set aside.

Instead, the team elected to reestimate the model parameters using techniques like 
maximum likelihood applied to an updated sample space that includes new, as well 
as old, observations. Techniques like exponential smoothing can also be employed. 
Those techniques have been explored less by the research team, so their value is not 
well-established.
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ROUTE TRAVEL TIME CALCULATIONS

The material in this section of Chapter 3 is essentially complete. Described there are 
procedures for developing average route travel times and distributions of individual 
vehicle travel times based on (a) Monte Carlo simulation of traffic flow behavior on 
successive segments tied together with incidence matrices and (b) a lane-by-lane Monte 
Carlo simulation of a cascading sequence of bottleneck locations. 

Accounting for Correlation
It is clear that correlation exists among segment travel times, especially when the seg-
ments are short. This phenomenon affects the manner in which one needs to combine 
segment-level TT-PDFs to form route-level TT-PDFs. One cannot add the variances by 
assuming that the TT-PDFs are uncorrelated. 

To illustrate, Figure B.6 shows scatterplots for individual vehicle travel times on 
subsequent segments along a 6-mile section of freeway in Sacramento, California. 
The site is discussed in more detail in Appendix D. The sequence of AVI monitoring 

Figure B.5. Transition-to-peak condition travel rates measured by Bluetooth sensors for the Berkeley Highway 
Laboratory.
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stations is 39, 9, 10, and 11. Travel times are TT3909, TT0910, and TT1011. The 
scales in minutes for the travel times are shown along the left-hand and bottom bor-
ders. The scatterplots above the diagonal show the correspondence between travel 
times on adjacent segments (TT3909 versus TT0910 and TT0910 versus TT1011) 
and then two segments away (3909 versus 1011). Each one is then plotted against the 
overall travel time (TT3909 versus TT39-9-10-11; TT0910 versus TT39-9-10-11; and 
TT1011 versus TT39-9-10-11). The scatterplots are symmetric about the diagonal.

Not only do the travel times on adjacent segments show a significant degree of 
correlation but the travel times on each segment also are correlated with the overall 
travel time. The scatter does not increase dramatically as the segments become further 
separated, which would be the case if the travel times were uncorrelated. In fact, the 
correlation between the travel times is strong, as demonstrated by the top right-hand 
scatterplot, which shows the correspondence between travel times on the first segment 
(TT3909) and the overall travel times (TT39-9-10-11). Only tightly correlated travel 
times could produce scatterplots that look like this.

Figure B.6. Correlations among individual vehicle travel times for a sequence of three 
segments along I-5 in Sacramento, California.
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Developing Incidence Matrices
One way to address the correlation among segment travel times is to develop incidence 
matrices. Hu (1) studied the interdependence between segment PDFs using a VISSIM 
model of the Berkeley Highway Laboratory section of I-80 East in the San Francisco 
Bay Area. The facility is five lanes wide and experiences significant congestion during 
the afternoon peak. Using the model, AVI-like data could be collected for any sample 
of the total vehicle population between and among any set of selected locations. 

For two adjacent segments AB and BC, Hu (1) demonstrated that the following 
procedure could be applied to faithfully estimate the multisegment PDF for AC:

1. Observe the AVI-equipped vehicles traversing AB, BC, and AC, and note their 
travel times (and rates) on AB, BC, and AC.

2. Create a small number (10) of travel rate bins for both AB and BC.

3. Create an incidence matrix that shows the frequency with which specific bin-to-
bin combinations of the travel rates arise (e.g., a travel rate on AB in Bin X and a 
travel rate on BC in Bin Y).

4. Use Monte Carlo simulation to generate a PDF for the travel rate on AC:

a. Select a first random variable x1.

b. Select a travel rate τAB based on x1.

c. Identify the AB travel rate bin in which τAB belongs.

d. Use τAB and the length of Segment AB to determine when the vehicle will arrive 
at the beginning of Segment BC. 

e. Select a second random variable x2.

f. Identify the BC travel rate bin from which τBC should be obtained based on x2.

g. Select a third random variable x3.

h. Select the BC travel rate τBC on the basis of the lower and upper bounds for the 
BC travel rate bin and the value of x3.

i. Compute the travel rate τAC using the following expression: 
τAC = (τAB * dAB + τBC * dBC)/dAC. 

This process repeats for every pairwise combination of segments in the route. A 
sufficiently large number of realizations generated in this manner will result in creating 
a defensible TT-PDF for the route.

Table 3.3 in Chapter 3 shows an incidence matrix that was developed using this 
procedure. Figure 3.23 further shows that that overall travel times developed via 
this method reproduce the distribution of τAC almost exactly.

For real-world applications, this methodology can be applied by doing field 
 studies of individual vehicle travel rates on adjacent segments (e.g., using temporarily 
deployed Bluetooth equipment) and then using the resulting incidence matrices for the 
regime conditions to which they correspond.
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Developing PDFs for Average Travel Times or Rates
Agencies are often concerned with how their facilities are performing across the year 
(or some other time frame) given the vagaries of the load conditions to which they are 
exposed, such as incidents, inclement weather, and unexpected demand conditions. To 
many agencies, travel time reliability is not about individual vehicle travel times, but 
rather minimizing the variation in facility performance that arises given the various 
operating conditions to which the facility is exposed.

As the data for individual vehicle travel times are largely not available, these 
 analyses focus on the variations in average travel times (or average speeds) that arise 
across the year. That is, a PDF is developed for the observed average speeds or travel 
times, and that PDF is studied to see why certain high travel times (travel rates) arise 
and how they might be prevented.

These PDFs can be developed from any one of the four data sources examined 
earlier by using a four-step procedure:

1. From any one of the four data sources, compute average travel times (rates) by 
segment for the various load conditions of interest (e.g., every 5 minutes during 
workdays).

2. Examine the distributions of these average travel times (rates) for individual seg-
ments to see why the travel rate varies and identify ways in which its variation can 
be reduced.

3. Add the average travel times by segment to generate route-level average travel 
times. The best way to do this is to walk a time–space matrix that samples seg-
ment-specific travel rates based on the times at which hypothetical trips (e.g., start-
ing every 5 minutes) would be traversing each subsequent segment. The instanta-
neous travel rates observed at a single point in time can also be used, but the result 
misrepresents the average travel time that any traveler would experience because 
the cascading effects of congestion are ignored. 

4. Examine the distribution of these average travel rates for the routes of interest to 
see why they vary, and determine if there are actions that can be taken, like clear-
ing incidents more quickly, to reduce the extent to which they vary. 

The L02 research team examined the application of this technique in the context 
of a 10-mile stretch of I-8 westbound in San Diego, California, as shown in Figure B.7. 
The route begins in La Mesa and ends at the junction with I-5.

Although all the major time periods of the weekdays were studied, it is sufficiently 
illustrative to focus on the a.m. peak, during which the traffic flows are heaviest. 

The time frame was from November 3, 2008, until February 27, 2009. Only 
workdays were examined. Holidays and weekend days were omitted. Starting at every 
5-minute interval during the time frame (i.e., from 0:00 on November 3 until 23:55 on 
February 27), the time–space matrix was walked to develop end-to-end (entire route) 
average travel times. The data set thus comprises 22,464 observations for these route-
level average travel times. The intrinsic quality of each average travel time was assessed 
based on the percentage of segment-level travel times that were actually observed by 
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the detectors in the field as opposed to being imputed. In addition, to the extent possi-
ble, the external factors that might have influenced freeway performance (e.g., weather 
incidents) were identified and tagged to each travel time observation. Of the 22,464 
observations, 20,737 of them were for a condition that was deemed normal; that is, no 
significant external factor could be identified. For 1,022 observations, a weather event 
was identified; for 556 of them, an incident; for 96 of them, a demand event; and for 
53 of them, a special event.

During the a.m. peak, the differences in the cumulative density functions (CDFs) 
are striking for different external factor conditions. Figure B.8 shows the travel time 
CDFs for conditions for which sufficient observations were available to create a CDF: 
normal operation, weather, and incidents. 

It is immediately apparent that the incident and weather conditions not only 
changed the higher-percentile travel times, but the lower-percentile values, as well. It is 
also interesting that weather did not produce the largest travel times; the incidents did. 
However, the weather events produced a major increase in the lower-percentile travel 
times, but incidents did not. 

If these findings were indeed indicative of the way this facility performs across 
the year, the findings could be used to identify actions that would improve travel time 
reliability for this facility. It would seem useful to ensure that the highway can tolerate 
adverse weather (i.e., that it drains well so that heavy downpours do not interfere with 
traction and that it has high-quality reflective lane markings so poor visibility does 
not adversely affect its performance) and that significant attention would be given to 
clearing major incidents (not so much minor ones) so that the tail of the incident-based 
PDF is reduced.

Figure B.7. Route on I-8 westbound in San Diego studied for the reliability of its 
 average travel times.
Map data © 2012 Google.
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Figure B.8. Travel time CDFs for various conditions in the a.m. peak on I-8 westbound in San Diego.

INFLUENCING FACTOR ANALYSIS

Much of the motivation behind Project L02 and the interests of operating agencies lie 
in identifying the reasons why travel times are unreliable or become more unreliable. 
It is well known that weather and incidents, for example, affect travel times and their 
reliability, but the question is how much and to what extent. Hence, development 
of the PDFs and their analysis is inherently focused on deciphering the reasons why 
travel times are unreliable, or more specifically, become more unreliable under certain 
conditions. 

Techniques for performing the factor analysis have been described in Chapter 3. 
Those discussions are effectively complete. 
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CONSIDERATIONS FOR TRANSIT 

Most of the discussion in this appendix has focused on vehicle (effectively auto) travel 
times. The figures are dominated by auto travel. The discussions about travel time and 
travel rates predominantly focus on auto trips, and the commentary about diagnostic 
ideas relate to auto trips.

Transit and freight trips are different. Transit passengers do not control what the 
vehicles do. They board and alight from the vehicles and make transfers. Their travel 
times are strongly influenced by the headways at which the vehicles operate and the 
reliability of the transfers.

Freight trips are similar. Packages get picked up and carried from shipper to ter-
minal, terminal to terminal, and terminal to receiver. The travel times they experience 
are heavily influenced by the operating plans being followed by the freight providers 
and the reliability of their operations. Packages are similar to transit passengers in 
that they ride on one vehicle after another and their travel time is influenced by the 
headway between pick-ups (not often thought about that way, but often once a day) 
and the reliability of the connections between vehicles (i.e., trucks). Unlike transit pas-
sengers, packages cannot influence the reliability of their trips. If they get placed on 
the dock in the loading area for the wrong truck, they cannot move themselves to the 
area for the right truck. Hence, the reliability of their trip times is likely to be worse 
than that of the transit riders. On the one hand, freight companies only earn revenues 
if they deliver packages on time, so they tend to pay attention to whether the packages 
are being handled correctly. On the other hand, transit agencies are not particularly 
sensitive to whether the passengers route themselves correctly: if a transit passenger 
gets delayed or reaches the wrong destination, culpability rests with the passenger as 
well as the service provider. 

In spite of these differences, a strong similarity exists between transit trips and 
package trips in that they are both dependent on the headway between vehicle arrivals 
and the reliability of connections.

The observability of the trips is a different issue. Transit trips are largely unobserv-
able. Many transit agencies do not track the movements of their passengers. Even the 
transit agencies with the most sophisticated data, such as the Washington  Metropolitan 
Area Transit Authority, only know where and when the passengers entered and left the 
system—akin to AVI-type information. They do not know the path followed unless 
they were to track Bluetooth devices or cell phones, which they could do.

Packages, on the other hand, tend to be tracked carefully by many freight service 
providers. Public agencies may not have access to this information, but many carriers 
know where the packages are at all times. In some instances it is because the package’s 
bar code was just read (i.e., it was picked up or received at a distribution center), or 
sometimes it is by inference (it was scanned as it was loaded onto the delivery truck, 
and the delivery truck is en route to the receiver). In this sense, the package data are 
similar to AVI-type data. In selected (but very few) instances, packages have radio fre-
quency ID tags that are read constantly, so the data are AVL-like.
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Because carriers rarely share their package-level information except with the 
stakeholders (the shipper and receiver) who have a need-to-know interest, providing 
reliable service to freight carriers becomes functionally similar to dealing with reliable 
travel times for autos. The trucks need to be able to traverse the highway network with 
reliable travel times. They do not want to be delayed so their deliveries are late. Unlike 
person trips, however, they often also do not want to be early because they will then 
have to wait until they were supposed to arrive. Early arrivals mean another activity 
could have been inserted, which represents a lost opportunity for better efficiency, 
more cost-effective operation, or more revenue.

Hence, this discussion now focuses on transit trips because they are more often 
under the purview of the agencies responsible for operating the highway system. 

Case study transit data were only obtained during the San Diego case study. How-
ever, those data are representative of the information available to the most progressive 
transit operators. Selected vehicles were equipped with AVL-like devices that could 
monitor the latitude–longitude location of the bus in real time, the times at which the 
bus doors opened and closed, and the number of people who boarded or alighted from 
the bus.

Were all the buses instrumented, then a technique similar to that used to gener-
ate the freeway travel times could have been used. It could have been assumed that 
hypothetical passengers boarded a bus B1 at time T1 at stop S1 bound for stop S2. By 
simulating a large number of trips from S1 to S2 during different times of day (operat-
ing conditions), PDFs of the transit travel times could have been created. For trips on 
a single line this would have been simple. For trips that involve transfers, the process 
would have been slightly more complicated. The hypothetical passenger would have 
boarded bus B1 at time T1 and stop S1, traveled to transfer location X1, alighted at 
T2, and waited for bus B2 that arrived at X1 at some time T3 > T2. The traveler would 
then have boarded bus B2, traveled to S2, and alighted at some time T4. The differ-
ence T4 − T1 would be the travel time, and the reliability of these trips could also be 
assessed. 

In the case of San Diego, where not all of the buses were instrumented, a more 
complex analysis procedure had to be employed. The process involved two steps: 
(1) preprocessing the bus trip data to develop information needed to conduct the anal-
ysis and (2) generating a synthesized set of hypothetical, representative trips through 
Monte Carlo simulation. 

Developing Transit Rider PDFs for Trips
Figure B.9 shows the process used to synthesize the trip times. The flowchart at the 
top of the figure provides an overview. The bottom flowchart provides more detail. 
The figure is annotated with letters from A to J to provide reference markers for the 
description that follows. It is also couched in the context of a trip on bus Routes 11 
and 7, but the bus route numbers are not relevant to this discussion. It is sufficient to 
recognize that two separate bus routes are involved with a transfer between them.
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Figure B.9. Analysis flowchart for transit trips involving transfers.

 

The overview starts with Marker A, focused on the initial bus boarding process. A 
passenger arrives, as does a bus on Route 11. Depending on when they arrive, the pas-
senger either gets on the first Route 11 bus or the next (second) one. If the passenger gets 
on the second bus, the passenger incurs a delay of one headway (what this delay means is 
described in more detail below). In either event, as shown by the blocks near Marker B, 
the passenger travels to and arrives at the transfer point, as shown near Marker C. Arriv-
ing separately is the first Route 7 bus. An analysis of when that bus arrives relative to 
when the passenger arrives on the Route 11 bus determines whether the passenger gets 
on the first Route 7 bus or has to wait for the next (second) one. If he or she gets on the 
second Route 7 bus, an additional delay is incurred (discussed below). In either event, as 
shown by the blocks near Marker D, the passenger then arrives at the destination.

The detailed description starts with Marker E. Near it are shown the PDFs for the 
arrival of the passenger (Px) and the first Route 11 bus. Consistent with Bowman and 
Turnquist (2), the passenger PDF (Δt0) tends to favor early arrivals with a small prob-
ability of being late. Separately, consistent with the San Diego data, the Route 11 bus 
(Δt1) follows a second PDF. The distribution for the bus indicates a small probability 
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of departing early (earlier than the scheduled departure time) and a much larger prob-
ability of departing late. If the passenger arrives before the Route 11 bus departs, then 
the passenger boards the first Route 11 bus. If that happens, the descending dashed 
line toward Marker F indicates that the passenger incurs a travel time (Δt2) to reach 
the transfer stop and the passenger (on the Route 11 bus) arrives at the transfer stop 
at t1, which is at some point in time relative to the scheduled departure time (Δt3). 
(Departure times have been used as the reference because they are worst-case times; 
it is known for sure that the passenger has arrived when the bus departs.) If the pas-
senger misses the first Route 11 bus (because he or she arrives after the first Route 11 
bus departs), then a schedule delay (Δt4) is incurred until the next Route 11 bus arrives 
(to the right of Marker E). A second Route 11 bus arrives (Δt5), the passenger boards, 
and the Route 11 bus travels to the transfer location (Δt6), shown by Marker G, and 
the passenger arrives at the transfer stop at t2, which is at some time relative to its 
scheduled departure (Δt7). 

Whichever arrival time governs (t1 or t2) becomes the start of the second part of 
the trip (Marker H). Moreover, the corresponding relative arrival time (Δt4 or Δt7) 
becomes the basis (Δt8) for determining which transfer bus is caught. If the passen-
ger’s relative arrival time on the Route 11 bus (Δt8) is less than the sum of the sched-
uled connection time (Δt9) and the relative departure time for the Route 7 bus (Δt10), 
then the first Route 7 bus is caught. This leads to a travel time to the destination 
(Δt11), an arrival time (t3), and a relative arrival time compared with the schedule (Δt12) 
(Marker I). However, if the Route 11 bus arrives late (Δt8), or the Route 7 bus departs 
early (Δt9 + Δt10), then the passenger may miss the first Route 7 bus, incur a delay (Δt13) 
until the next Route 7 bus arrives (Δt14), then incur a travel time (Δt15) to the destina-
tion and arrive at t4 with a relative arrival time Δt16 (Marker J).

Numerical examples help illustrate the analysis. Table B.4 presents four of them. 
In the first example, no bus is missed. In the second example, the connection bus is 
missed. In the third example, the first Route 11 bus is missed, but the subsequent 
connection is made. In the fourth example, both the first Route 11 bus is missed and 
the first Route 7 transfer bus is missed. In all cases the reference time when t = 0 is 
the scheduled departure time of the first Route 11 bus. All the values are in seconds. 
Results obtained from actually working with the transit data obtained in the San Diego 
case study can be found in that appendix.

The first example starts with Δt0 < Δt1 (−120 < 30), which means the passenger gets 
to catch the first Route 11 bus. The starting time for the trip (t0) becomes −120 seconds 
(i.e., the passenger arrived 2 minutes before the scheduled departure time, which is the 
reference point for t = 0). The travel time to the transfer point is Δt2 = 1,570, the arrival 
time is t3 = t8 = 1,600, and the relative arrival time at the transfer point (relative to the 
scheduled departure at that location) is Δt3 = Δt8 = 20. 

Next, the connection is analyzed. The relative arrival time is Δt8 = 20, the transfer 
time is Δt9 = 240, and the first Route 7 bus is late Δt10 = 50, so the passenger has no 
problem catching the first transfer bus Δt8 < Δt9 + Δt10. The passenger then departs the 
transfer stop at t10 = t8 − Δt8 + Δt9 + Δt10 = 1,600 − 20 + 240 + 50 = 1,870, travels to the 
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destination Δt11 = 190, and arrives at the destination at t12 = t10 + Δt11 = 1,870 + 190 = 2,060 
with an arrival relative to the scheduled arrival time of Δt12 = −10 (10 seconds early) and 
an overall travel time of tt = t12 − t0 = 2,060 − (−120) = 2,180 seconds (36.3 minutes).

TABLE B.4. FOUR NUMERICAL EXAMPLES OF ESTIMATING TRAVEL TIMES FOR TRANSIT 
TRIPS INVOLVING A TRANSFER
Metric No Miss (s) Miss 2 (s) Miss 1 (s) Miss Both (s)

Δt0 −120 −90 −30 50

Δt1 30 15 −50 −100

Δt2 1,570 1,730

Δt3 20 350

Δt4 900 900

Δt5 −30 40

Δt6 1,400 1,800

Δt7 −100 400

Δt8 20 350 −100 400

Δt9 240 240 240 240

Δt10 50 −100 70 −100

Δt11 190 210

Δt12 −10 20

Δt13 720 720

Δt14 10 −30

Δt15 180 190

Δt16 −10 30

t0 −120 −90 −30 50

t1 30 15

t3 1,600 1,745

t5 870 940

t7 2,270 2,740

t8 1,600 1,745 2,270 2,740

t10 1,870 2,680

t12 2,060 2,890

t14 2,365 3,270

t16 2,545 3,460

tt 2,180 2,635 2,920 3,410

In the second example, the first Route 11 bus is caught, but the first Route 7 
transfer bus is missed. The example starts with Δt0 ≤ Δt1 (−90 ≤ 15), which means 
the passenger catches the first Route 11 bus. The starting time for the trip (t0) 
becomes −90. The travel time to the transfer point is Δt2 = 1,730, the arrival time 
is t3 = t8 = 1,745, and the relative arrival time at the transfer point (relative to the 
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scheduled departure time) is Δt3 = Δt8 = 350. The transfer time is Δt9 = 240, and the 
first Route 7 bus leaves early Δt10 = −100, so the passenger misses the first transfer 
bus (Δt8 ≥ Δt9 + Δt10, or 350 ≥ 240 + [−100]). Hence, the passenger has to wait for 
the second transfer bus, which has a scheduled time Δt13 = 720, which is 12 minutes 
later than the first transfer bus; it arrives a little late Δt14 = 10. This means it leaves at 
t14 = t8 − Δt8 + Δt9 + Δt13 + Δt14 = 1,745 − 350 + 240 + 720 + 10 = 2,365. The Route 7 
bus then travels to the destination Δt15 = 180 and arrives a little early Δt16 = −10 at 
t16 = 2,545. The overall trip time is tt = t16 − t0 = 2,635 (43.9 minutes). 

In the third example, the first Route 11 bus is missed and the first Route 7 
transfer bus is caught. The example starts with Δt0 > Δt1 (−30 > −50), so the pas-
senger misses the first Route 11 bus. The starting time for the trip (t0) becomes 
−30. The passenger has to wait for the next bus Δt4 = 900, which is a little early 
Δt5 = −30. The travel time to the transfer point is Δt6 = 1,400, the arrival time is 
t7 = t8 = 2,270, and the arrival time at the transfer point relative to the scheduled 
departure time is Δt7 = Δt8 = −100. The transfer time is Δt9 = 240, and the first 
Route 7 bus leaves late Δt10 = 70, so the passenger catches the first transfer bus 
(Δt8 ≤ Δt9 + Δt10, or −100 ≤ 240 + 70). The passenger departs the transfer stop at 
t10 = t8 − Δt8 + Δt9 + Δt10 = 2,270 − (−100) + 240 + 70 = 2,680, travels to the destina-
tion Δt11 = 210, and arrives at the destination at t12 = t10 + Δt11 = 2,680 + 210 = 2,890 
with an arrival relative to the scheduled arrival time of Δt12 = 20 (20 seconds late) and 
an overall travel time of tt = t12 − t0 = 2,890 − (−30) = 2,920 seconds (48.7 minutes).

In the fourth example, both the first Route 11 bus and the first Route 7 trans-
fer bus are missed. The example starts with Δt0 > Δt1 (50 > −100), so the passen-
ger misses the first Route 11 bus. The starting time for the trip (t0) becomes 
50. The passenger has to wait for the next bus Δt4 = 900, which is a little late 
Δt5 = 40. The travel time to the transfer point is Δt6 = 1,800, the arrival time is 
t7 = t8 = 2,740, and the arrival time at the transfer point relative to the scheduled 
departure time is Δt7 = Δt8 = 400. The transfer time is Δt9 = 240, and the first Route 7 
bus leaves early Δt10 = −100, so the passenger misses this bus (Δt8 ≥ Δt9 + Δt10, or 
400 ≤ 240 + [−100]) and has to catch the second one. The added wait for the next 
bus is Δt13 = 720, which is 12 minutes later than the first transfer bus, and that bus 
arrives a little early Δt14 = −30. This means the departure time from the transfer stop 
is t14 = t8 − Δt8 + Δt9 + Δt13 + Δt14 = 2,740 − 400 + 240 + 720 + (−30) = 3270. The 
Route 7 bus then travels to the destination Δt15 = 190 and arrives a little late Δt16 = 30 
at t16 = 3,460. The overall trip time is tt = t16 − t0 = 3,460 − 50 = 3,410 (56.8 minutes).

These examples illustrate the process used to synthesize the route trip times for 
transit riders for the general case of a transit trip involving two routes and one transfer.

SENSOR SPACING AND SAMPLING FOR TRAVEL TIME RELIABILITY 
MONITORING

Operating agencies have historically created monitoring systems that use sensors 
placed at strategic locations along their freeway networks. Figure B.10 shows a sec-
tion of freeway in California where there are 10 sensors in 5 miles, or a sensor about 
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every 0.5 miles. This is a bit dense, but typical. A spacing of a mile or more is common. 
Of course, putting them at an equal spacing has no particular value; the sensors need 
to be installed either at locations where congestion rarely occurs (like the first, fifth, 
ninth, and 10th sensors) so flow rates can be monitored, or at places where bottlenecks 
arise (like the second, third, fourth, fifth, and eighth sensors) so that queuing can be 
detected.

The advent of vehicle-based sensing technologies, including those that provide 
speeds for short TMC segments, are revolutionizing these ideas because sensor place-
ment becomes less of an issue: nothing has to be installed in the roadway surface. 
Moreover, actual travel times can be observed if the vehicles are reidentified (e.g., by 
using their media access control IDs or tag numbers).

In addition, and different from sensing the general health or status of the network, 
which is the purpose for the sensor deployments shown above, monitoring travel time 
reliability has a different objective. One needs to sense the status of the system (in 
time or in space) in a way that produces a defensible image of the travel times that are 
occurring, as well as their changes in time and space.

For example, Figure B.11 shows the temporal pattern of AVI-based travel time 
observations on I-5 in Sacramento, south of US-50, for February 18, 2011, when there 
was an incident immediately preceding the p.m. peak. The rise and fall in travel times 
during the incident is dramatic: growing from 5 minutes to 35 minutes in the span of 
20 minutes and then dropping back to about 7 minutes in another 30 minutes. The 
travel times in the p.m. peak, which are typical for this location, rise from 5 minutes 
(without the incident) to 12 minutes in an hour and a half and then fall back to 5 min-
utes in another hour and a half. 

To adequately observe such transients, especially the first, from the incident, one 
would have to be sampling the travel times every 1 to 2 minutes so that the rapid rise, 
as well as the subsequent fall, could be observed. The p.m. peak that follows could 
adequately be monitored with samples at every 5 to 10 minutes. 

Of course, a difference exists between how many samples are needed ex post facto 
to reproduce an observed waveform, like the ones discussed above, compared with 
monitoring the travel times that unfold in real time. Not only are the rates of change 
unknown but also latency (how long will it be after the event occurs) becomes an 
issue. In the examples above, a monitoring rate of every 15 minutes would be too 
slow to spot the incident in any meaningful way, and it would be adequate but not 
ideal to observe the p.m. peak. An interval of a minute would be adequate for both. 

Figure B.10. Typical sensor spacing on a freeway.
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Figure B.11. An example of two travel time transients: an incident followed by a p.m. peak.

A sampling rate of 5 minutes would detect both, but would provide a less-responsive 
and less-accurate representation of the incident-related transient. These data tend to 
suggest that a sampling rate of 5 minutes or shorter is likely to be adequate.

In the spatial domain it is more difficult to understand what is adequate. The 
challenges are twofold. The first is to observe the vehicle trajectories in a suitable man-
ner—in space, not in time—to create defensible travel times. The second is to identify 
a spacing that allows one to pinpoint the places of reliability trouble, in terms of queu-
ing and momentary slow-ups, so that corrective actions can be taken. Fortunately, the 
objective is not to reproduce the exact vehicle trajectories. To do that would require a 
sample to be taken roughly every 10 feet because the transient slow-downs or speed-
ups span only 30 to 50 feet, and adequately representing them would require five or 
so observations. 

Two thoughts are helpful in bounding the lower end of the spatial sampling interval. 
The first thought is the spatial geometry of highway design, and the second thought is 
expectations about how long it should take before an incident can be identified. First, 
ramp lengths and weaving sections are rarely shorter than 300 to 500 feet, so detector 
spacing shorter than this would be difficult to implement. Second, and in a separate 
dimension, shockwaves travel at rates in the range of 10 to 30 mph (15 to 45 ft/s), so 
sensors placed 500 feet apart would be able to detect growing queues 10 to 30 seconds 
after their formation; at 1,000 feet, it would be 20 to 60 seconds. 
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A formal technique to estimate minimum sensor spacing and sampling intervals 
was developed as part of the project and is included in the final report. The conclusions 
from that work are as follows:

•	 Temporal sampling intervals in the range of 1 to 5 minutes should be adequate for 
most situations in which both recurring and nonrecurring events occur, although 
30 seconds is somewhat better.

•	 Longer sampling intervals can be used when transients are not expected (e.g., off 
peak) or where separate means exist for detecting incidents.

•	 Spatial sampling intervals in the range of 750 to 1,500 feet are desirable in loca-
tions where queuing transients are expected.

•	 Longer spatial sampling intervals can be used when queuing is not expected or a 
separate means exists for detecting incidents. 

SUMMARY 

This appendix has provided additional information about the methods used to de-
velop travel time reliability information from data feeds typically available to operat-
ing agencies. 
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C
CASE STUDIES

INTRODUCTION

This appendix contains fi ve case studies that demonstrate approaches to the travel time 
reliability monitoring techniques described in the Guide. The case studies illustrate 
real-world examples of using a travel time reliability monitoring system (TTRMS) to 
quantify the effect of various infl uencing factors on the reliability of the system. 

The goal of each case study is to illustrate how agencies apply best practices for 
monitoring system deployment, travel time reliability calculation methodology, and 
agency use and analysis of the system. To accomplish this goal, a prototype TTRMS 
was implemented at each of the fi ve sites. These systems take in sensor data in real time 
from a variety of transportation networks, process this data inside a large data ware-
house, and generate reports on travel time reliability to help agencies better operate and 
plan their transportation systems. Each case study consists of the following sections:

•	 Monitoring system;

•	 Methodological advancement;

•	 Use case analysis; and

•	 Lessons learned. 

These sections map to the master system components, as shown in Figure C.1. 
The remaining fi ve parts of this appendix are titled by the location of the case 

study demonstrations: San Diego, California; Northern Virginia; Sacramento–Lake 
Tahoe, California; Atlanta, Georgia; and New York/New Jersey. Figure C.2 shows the 
case study locations. 
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Figure C.2. Case study locations.
Map data © 2012 Google.

Figure C.1. Reliability monitoring system overview, with boxes for modules and circles 
for inputs and outputs.
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Case Study 1 
SAN DIEGO, CALIFORNIA

This case study focused on using a mature reliability monitoring system in San Diego, 
California, to illustrate the state of the art for existing practice. Led by its metro politan 
planning organization, the San Diego Association of Governments (SANDAG), and 
the California Department of Transportation (Caltrans), the San Diego region has 
developed one of the most sophisticated regional travel time monitoring systems in the 
United States. This system is based on an extensive network of sensors on freeways, 
arterials, and transit vehicles. It includes a data warehouse and software system for 
calculating travel times automatically. Regional agencies use these data in sophisti-
cated ways to make operations and planning decisions. 

Because this technical and institutional infrastructure was already in place, the 
team focused on generating sophisticated reliability use case analyses. The rich, multi-
modal nature of the San Diego data presented numerous opportunities for state-of-the-
art reliability monitoring, as well as challenges in implementing Guide methodologies 
on real data.

The purpose of this case study was to

•	 Assemble regimes and travel time probability density functions (TT-PDFs) from 
individual vehicle travel times.

•	 Explore methods to analyze transit data from automated vehicle location (AVL) 
and automated passenger count (APC) equipment.

•	 Demonstrate high-level use cases encompassing freeways, transit, and freight systems. 

•	 Relate travel time variability to the seven sources of congestion.

The monitoring system section further details the reasons for selecting San Diego 
as a case study and gives an overview of the region. It briefly summarizes agency 
monitoring practices, discusses the existing travel time sensor network, and describes 
the software system that the team used to analyze use cases. The section also details the 
development of travel time reliability software systems and their relationships with 
other systems.
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Methodology is the most experimental and least site specific. It is dedicated to an 
ongoing investigation, spread across all five case studies, to test, refine, and implement 
the Bayesian travel time reliability calculation methodology outlined in Chapter 3. For 
this section, the team is using, as appropriate, site data and other data to investigate 
this approach. The goal of each case study methodology section is to advance the 
team’s understanding of the theoretical framework and practical implementation of 
the new Bayesian methodology.

Use cases are less theoretical and more site specific. Their basic structure is derived 
from the user scenarios described in Appendix D, which were derived from the results 
of a series of interviews with transportation agency staff regarding agency practice 
with travel time reliability. 

Lessons learned summarizes the key findings from this case study with regard to 
all aspects of travel time reliability monitoring: sensor systems, software systems, cal-
culation methodology, and use. These lessons learned will be integrated into the final 
guide for practitioners.

MONITORING SYSTEM

Site Overview
The team selected San Diego as an exemplar of the leading edge of the state of the 
practice for using conventional monitoring systems within an urbanized metropolitan 
area. Led by SANDAG and Caltrans, the San Diego region has developed one of the 
most sophisticated regional travel time monitoring systems in the United States. This 
system is based on an extensive network of sensors on freeways, arterials, and transit 
vehicles. It includes a data warehouse and software system for calculating travel times 
automatically. Regional agencies use these data in sophisticated ways to make opera-
tions and to plan decisions.

The San Diego metropolitan area encompasses all of San Diego County, which is 
approximately 4,200 square miles and the fifth most-populous county in the United 
States. The county, bordered by Orange and Riverside counties to the north, Imperial 
County to the east, Mexico to the south, and the Pacific Ocean to the west, contains 
over 3 million people. Approximately 1.3 million of these people live within the City 
of San Diego, with the rest concentrated within the southern suburbs of Chula Vista 
and National City; the beachside cities of Carlsbad, Oceanside, and Encinitas; the 
northern, inland suburbs of Escondido and San Marcos; and the eastern suburb of 
El Cajon. The metropolitan area also includes significant rural areas within and to 
the east of the Coastal Range Mountains, with the Sonoran Desert and the Cleveland 
National Forest on the far eastern edge and the Anza–Borrego Desert State Park in the 
northeast corner of the county. The county has a large military presence, containing 
numerous Naval, Marine Corps, and Coast Guard stations and bases. Tourism also 
plays a major role in the regional economy, behind the military and manufacturing, 
particularly during the summer months.
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Over the past several years, transportation agencies operating within the San Diego 
region, through partnerships between SANDAG, Caltrans, local jurisdictions, transit 
agencies, and emergency responders, have been updating and integrating their traffic 
management systems, as well as developing new systems, under the concept of inte-
grated corridor management (ICM). The goal of ICM is to improve system produc-
tivity, accessibility, safety, and connectivity by enabling travelers to make convenient 
and informed shifts between corridors and modes to complete trips. The partnering 
agencies selected I-15 from SR-52 in San Diego to SR-78 in Escondido as the corridor 
along which to implement an ICM pilot project using federal ICM initiative funding. 
A concept of operations document for this pilot project was completed in March 2008, 
and San Diego was selected for the demonstration phase of the ICM initiative early 
in 2010. 

Because of this effort and others, San Diego has a sophisticated travel time moni-
toring software infrastructure. Among the systems that will share data as part of the 
planned Integrated Corridor Management System are the Advanced Transportation 
Management System (ATMS), Performance Measurement System (PeMS), ramp meter 
information system, lane closure system, the managed lane closure and congestion 
pricing systems on I-15, the regional arterial management system, and the regional 
transit management system.

Sensors

Freeway
District 11 of Caltrans manages San Diego’s freeway network. District 11 encompasses 
San Diego and Imperial counties, though only the managed portion of the freeway 
system in San Diego County will be considered as part of this case study. Within 
San Diego County, District 11 is responsible for 2,000 centerline miles of monitored 
freeways, 64 lane miles of which are managed high-occupancy vehicle (HOV)–high-
occupancy toll lane facilities.

Several major Interstates pass through the district, including I-5, which passes 
through many major cities on the West Coast between Mexico and Canada; I-8, which 
connects Southern California with I-10 in Arizona; and I-15, which connects San 
Diego with Las Vegas. Within the county, I-5 connects downtown San Diego with 
the Mexican border at Tijuana to the south and the North County beachside sub-
urbs and Orange County to the north. I-8 connects the north part of the City of San 
Diego with El Cajon and the Southern California desert. I-15 connects downtown 
San Diego with the inland suburbs of Rancho Bernardo and Escondido, then travels up 
through the Los Angeles suburbs in Riverside County. Other major freeways include 
I-805, which parallels I-5 on the inland side between the Mexican border and its inter-
section with I-5 between La Jolla and Del Mar. SR-163 connects I-5 in downtown 
San Diego with I-15 near the Marine Corps Air Station in Miramar. SR-94 links I-5 
downtown with eastern suburbs, paralleling I-8 to the south. SR-78 is the major east–
west freeway in North County, connecting Oceanside and Carlsbad with Escondido, 
and travel ing further east into the mountainous regions of the county. A map of San 
Diego’s freeway network is shown in Figure C.3.



214

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

To monitor its freeways, District 11 has 3,592 intelligent transportations system 
traffic sensors deployed at 1,210 locations that collect and transmit data in real time 
to a central database. Of these, 2,558 sensors are in the freeway mainline lanes, 20 are 
in HOV lanes, and the rest are located at on-ramps, off-ramps, or interchanges. These 
sensors are a mixture of loop detectors and radar detectors. Approximately 90% of 
the intelligent transportations system detection is owned by Caltrans, with the remain-
der owned by NavTeq/Traffic.com. San Diego County has had freeway detection in 
place since 1999, with the number of detectors steadily increasing over time.

Detectors are spaced relatively frequently on major freeway facilities. Most moni-
tored freeways have an average detector station spacing of between one-half mile and 
1 mile. The number and average spacing of detector stations for each monitored main-
line facility in the county are indicated in Table C.1.

Figure C.3. San Diego freeway network.
Map data © 2012 Google.
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TABLE C.1. SAN DIEGO COUNTY FREEWAY DETECTION

Freeway
No. of Monitored 
Lane Miles

No. of Detector 
Stations

Average Spacing 
(mi) HOV

I-5 NB 61.8 98 0.65 X

I-5 SB 60.8 89 0.70 X

I-8 EB 26.3 45 0.60

I-8 WB 26.3 46 0.60

I-15 NB 39.1 50 0.80 X

I-15 SB 37.9 45 0.85 X

I-805 NB 28.7 49 0.60

I-805 SB 28.7 46 0.60

I-905 WB 3.0 2 1.50

SR-52 EB 14.8 17 0.90

SR-52 WB 14.8 16 0.90

SR-54 EB 7.0 3 2.30

SR-54 WB 6.8 3 2.30

SR-56 EB 5.7 3 1.90

SR-56 WB 5.7 3 1.90

SR-78 EB 20.2 17 1.20

SR-78 WB 20.2 23 0.90

SR-94 EB 11.1 14 0.80

SR-94 WB 11.6 20 0.60

SR-125 NB 10.8 13 0.85

SR-125 SB 10.7 13 0.80

SR-163 NB 11.1 15 0.75

SR-163 SB 11.1 15 0.75

Note: NB, SB, EB, and WB = northbound, southbound, eastbound, and westbound, respectively; 
X = presence of HOV lane.

District 11 also owns and maintains almost 2,000 census count stations. All of 
these stations report data on traffic volumes, and 20 also provide vehicle classification 
and weight information. The stations do not report conditions in real time, but data 
are obtained and input into the PeMS database via an offline batch process.

In San Diego County, real-time flow, occupancy, and (at some locations) speed 
data are collected in the field by controller cabinets wired to the individual sensors. 
Data are transmitted from these controller cabinets to the Caltrans District 11 traffic 
management center via a front-end processor. The traffic management center’s ATMS 
parses the raw, binary field data from the field and writes outputs into a traffic man-
agement center database. These values (measured flow and occupancy values for every 
30-second time period at every detector) are then transmitted to the PeMS Oracle 
database in real time via the Caltrans wide-area network. PeMS performs database 
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routines on the data, including detector diagnostics, imputation, speed calculations, 
performance measure computations, and aggregation. These processing steps have 
been fully described in Chapter 3 of the Guide. 

Arterial
Although San Diego’s arterial facilities are managed by the cities in which they are 
physically located, SANDAG assists these local agencies in implementing the regional 
arterial management system, a regionwide traffic signal integration system that  allows 
for interjurisdictional management and coordination of freeway–arterial interchanges. 
As part of a project to evaluate technologies for monitoring arterial performance, 
 SANDAG installed an arterial travel time monitoring system along 4 miles of  Telegraph 
Canyon Road and Otay Lakes Road between I-805 and SR-125 in Chula Vista, a sub-
urb in San Diego’s South Bay. The corridor has 18 sensor locations (nine in each direc-
tion of travel). The sensors deployed along this corridor are wireless mag netometer 
dots that directly measure travel times by reidentifying unique vehicle magnetic sig-
natures across detector locations. In order to read a vehicle’s magnetic signature, the 
dots need to be deployed in series of five at each location. Consequently, 90 wireless 
magnetometer sensors have been deployed along this corridor.

After a vehicle passes over a sensor location, each set of five sensors wirelessly 
transmits the vehicle’s magnetic signature information to an access point on the side of 
the roadway. If the sensors are located further than 150 feet from the access point, a 
battery-operated repeater is needed to transmit the data from the sensor to the access 
point. The access point collects the sensor data and transmits it via Ethernet or a high-
speed cellular modem to a data archive server in the traffic management center. At the 
traffic management center, the magnetic signatures are matched between upstream and 
downstream sensor stations, and travel times are computed.

Transit
The largest share of San Diego County’s transit service is operated by the San Diego 
Metropolitan Transit System (MTS). MTS operates bus and light rail service (through 
its subsidiary, San Diego Trolley) in 570 square miles of the urbanized area of San 
 Diego, as well as rural parts of East County, totaling 3,420 square miles of service 
area. To monitor its transit fleet, MTS has equipped over one-third of its bus fleet 
with AVL transponders and over one-half of its fleet with APC equipment. The AVL 
infrastructure allows for the real-time polling of buses to obtain real-time location and 
schedule adherence data. The APC data are not available in real time, but they can be 
used for offline analysis to report on system utilization and efficiency. 

Data Management

Freeway
The primary data management software system in the region is PeMS. All Caltrans 
districts use PeMS for data archiving and performance measure reporting. PeMS in-
tegrates with a variety of other systems to obtain traffic, incident, and other types 
of data. It archives raw data, filters it for quality, computes performance measures, 
and reports them to users through the web at various levels of spatial and temporal 



217

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

granularity. It reports performance measures such as speed, delay, percentage of time 
spent in congestion, travel time, and travel time reliability. These performance mea-
sures can be obtained for specific freeways and routes and are also aggregated up to 
higher spatial levels, such as county, district, and state. These flexible reporting options 
are supported by the PeMS web interface, which allows users to select a date range 
over which to view data, as well as the days of the week and times of day to be pro-
cessed into performance metrics. Since PeMS has archived data for San Diego County 
dating back to 1999, it provides a rich and detailed source of both current travel times 
and historical reliability information. 

In Southern California, PeMS obtains volume and occupancy data for every detec-
tor every 30 seconds from the Caltrans ATMS, which governs operations at the district 
transportation management centers (TMCs). The ATMS is used for real-time opera-
tions such as automated incident detection and for handling special event traffic situ-
ations. ATMS data transmitted to the PeMS Oracle database supports the majority 
of transportation performance measures reported by PeMS and serves as the primary 
source of data for the travel time system validations discussed in this case study. 

PeMS integrates, archives, and reports on incident data collected from two sources: 
the California Highway Patrol (CHP) and Caltrans. CHP reports current incidents in 
real time on its website. PeMS obtains the text from the website, uses algorithms to 
parse the accompanying information, and inserts it into the PeMS database for dis-
play on a real-time map, as well as for archiving. Additionally, Caltrans maintains 
an incident database, called the Traffic Accident Surveillance and Analysis System 
(TASAS), which links to the highway database so that incidents and their locations 
can be analyzed. PeMS obtains and archives TASAS incident data via a batch process 
approximately once per year. Incident data contained in PeMS have been leveraged to 
demonstrate use cases associated with how different sources of congestion affect travel 
time reliability.

PeMS also integrates data on freeway construction zones from the Caltrans lane 
closure system, which is used by the Caltrans districts to report all approved closures 
for the next seven days, plus all current closures, updated every 15 minutes. PeMS 
obtains this data in real time from the lane closure system, displays it on a map, and 
lets users run reports on lane closures by freeway, county, district, or state. Lane clo-
sure data in PeMS were used in the validation of the use cases associated with how 
different sources of congestion affect travel time reliability.

Arterial
Arterial travel time systems are an emerging concept in San Diego. At present de-
tection is available for arterial travel time support on one corridor in the suburb of 
Chula Vista. San Diego uses the Arterial Performance Measurement System (A-PeMS), 
an arterial extension of PeMS that collects and stores arterial data. A-PeMS receives 
a live feed of travel times and volume data from a server at Sensys Networks (the 
manufacturer of the arterial sensors deployed on this corridor) and stores them in the 
PeMS data base. Within PeMS, these data are integrated with information on each 
intersection’s signal timing, which allows for the computation of arterial performance 
measures. As part of the San Diego A-PeMS deployment, cycle-by-cycle timing plan 
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information is parsed from time-of-day signal-timing plans. A-PeMS can also integrate 
real-time signal-timing cycle lengths and phase green times from traffic signal control-
lers. The performance reporting capabilities within A-PeMS are similar to those within 
PeMS. Users can view arterial-specific performance measures such as control delay 
and effective green time, as well as general performance measures such as travel times. 

Outside of the reliability and performance monitoring aspects of arterial opera-
tions, the various agencies operating within San Diego County, led by SANDAG, are 
working toward development of a regional arterial management system. This system 
has relevance to Project L02 because its signal-timing plan data could eventually be 
used to support the widespread monitoring of travel time variability on county arteri-
als. This would facilitate a greater understanding of how different arterial facilities 
interact with one another, with transit service, and with freeway operations. 

Transit
District 11 also uses a transit extension of PeMS, the Transit Performance Measure-
ment System, to obtain schedule, AVL, and APC data from its existing real-time transit 
management system; compute performance measures from these data; and aggregate 
and store them for further analysis.

METHODOLOGICAL ADVANCES

Overview
One objective of the case studies was to test and refine the methods developed in Phase 
2 for defining and identifying segment and route regimes for freeway and arterial 
networks. The team’s research to date has focused on identifying operational regimes 
based on individual vehicle travel times and determining how to relate these regimes 
to system-level information on average travel times. Since individual vehicle trip travel 
times on freeways are not available in the San Diego metropolitan region, data from 
the Berkeley Highway Laboratory (BHL) was used in this analysis. 

Analysis Setting and Data
BHL is a 2.7-mile section of I-80 in west Berkeley and Emeryville, California. The BHL 
includes 14 surveillance cameras and 16 directional dual-inductive loop detector sta-
tions dedicated to monitoring traffic for research purposes. The sensors are a unique 
resource because they provide individual vehicle measurements. The system collects in-
dividual vehicle actuations from all 164 loops in the BHL every 1/60th of a second and 
archives both the actuation data and a large set of aggregated data, such as volumes 
and travel times. The loop data collection system currently generates approximately 
100 megabytes of data per day. A suite of loop diagnostic tests has been developed 
over the last two years that continuously tests the data stream received from the loops 
and archives the test results.

The BHL loop data are unique because they provide event data on individual vehi-
cle actuations, accurate to 1/60th of a second. Most other loop detector systems collect 
only aggregated data over periods of 20 seconds or longer. Collecting the individual 
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loop actuations allows the generation of data sets that are not found elsewhere, such as 
vehicle stream data, which can be used for headway studies, gap analysis, and merging 
studies. The BHL loops also provide individual vehicle length measurements, allowing 
for the classification of freeway traffic. Rich data sets of individual vehicle travel times 
stemming from research that developed a vehicle reidentification algorithm to calcu-
late travel times between successive loop stations are also available. A final benefit of 
the BHL data is that the corridor was temporarily instrumented with two Bluetooth 
reader stations (BTRs) along eastbound I-80. These stations record the time stamps 
and media access control (MAC) addresses of Bluetooth devices in passing vehicles. 
Travel times can be derived from the matching of MAC addresses between two read-
ers. A map of the BTR locations is shown in Figure C.4. 

Analysis was performed on a day’s worth of BHL data, collected on Tuesday, 
November 16, 2010. One data file was obtained for each of the two BTRs, with each 
file containing every MAC address captured by that sensor on that day. Some MAC 
address IDs were repeated within the file, due to the fact that passing devices can be 
sampled multiple times by a single reader. Since the BTRs are located along the east-
bound side of the freeway, the majority of MAC address reidentifications were for 
eastbound traffic, though some westbound vehicles were also captured. There was a 
1-hour gap in the data between 4:30 and 5:30 a.m. due to an error in the BHL data-
base. Additionally, some of the initial time stamps in the file for the midnight hour 
were negative, possibly due to clock error. Six files of loop detector actuation data 
were also obtained. Together, these files contain all of the vehicles records at all of the 
BHL stations on this day.

Figure C.4. Bluetooth reader locations on I-80 eastbound.
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Methodological Use Cases

Overview
Five concepts are important in this analysis:

1. Regardless of the data source, the methodology must always generate a full TT-
PDF. All reliability measures can be generated from the PDF.

2. There are two types of PDFs:

a. Those pertaining to the distribution of travel times derived from individual 
travelers along a segment or route, which accounts for travel time variability 
(for a route or a segment) among individual travelers and over time.

b. Those pertaining to the distribution of the mean travel time along a segment 
or route, which accounts for variations in the mean travel time (for a segment 
or a route) over time.

3. It is desirable (and the team believes possible) to generate individual traveler TT-
PDFs directly from some data sources (e.g., Bluetooth or global positioning system 
[GPS] sources) and indirectly from others (e.g., loop detectors or video).

4. The TT-PDFs can be reasonably characterized by a shifted gamma distribution 
with parameters α, β, and δ:

a. α is the shape of the density function, with α > 1 implying that it has a log-
normal type shape.

b. β is the spread in the density function, with larger values implying more spread.

c. δ is the offset of the zero point from the value of zero, or, in this context, the 
smallest possible travel time.

5. A finite number of traffic states, or regimes, describe all possible TT-PDFs for a 
route or a segment. Regime PDFs can be continuously updated using real-time 
data. 

For use cases that serve motorists in need of traveler information, the develop-
ment of reliability statistics from individual TT-PDFs is ideal. The use cases examined 
in this section are shown in Table C.2. They are intended to provide information on 
recommended trip start times for constrained trips, subject to certain arrival time per-
formance criteria. 

In this discussion, the analysis is focused on developing the PDF of travel times for 
those individual travelers who depart an origin in a prespecified time interval in order 
to meet a prespecified arrival time at the destination within an acceptable and specified 
level of risk. The size of the time interval is selected in such a way as to ensure station-
ary travel conditions within the interval, as well as to capture a sufficient sample of 
travelers to characterize or update the developed travel time distribution. 

It is hypothesized that the route travel time distribution can be stitched from the 
distribution of segment travel times that make up the route. This hypothesis is still 
subject to testing and validation using field data. Furthermore, it is assumed that there 
is a finite number of TT-PDFs (or regimes) that can fully characterize the travel time 
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distribution between an origin and a destination on a given route over a full year. Fig-
ure C.5 illustrates an example that uses four PDFs and a transition PDF (labeled T); 
each cell color represents a unique travel time regime based on historical travel time 
data for a given O–D pair on a given route. 

TABLE C.2. USE CASES MC1, MC2, AND MC3
Use Case Description What Is Known? Desired Deliverable Metrics

MC1 User wants to know in 
advance what time to 
leave for a trip and what 
route to take—planning 
level analysis

Origin position, 
destination position, 
day of week, desired 
arrival time at 
destination 

A list of alternative routes, 
with the mean travel time and 
required start time on each 
route to ensure meeting arrival 
time 95% of the time

Average O–D 
travel time by 
path, planning 
time

MC2 User wants to know 
immediately what route 
to take and time to leave 
for a trip to arrive on time 
at destination—real-time 
analysis

Origin position, 
destination position, 
desired arrival time at 
destination

A ranked list of alternative 
routes, their mean travel time 
based on current conditions, 
and required start time on 
each route to ensure meeting 
arrival time 95% of the time

Average O–D 
travel time by 
path, planning 
time

MC3 User wants to know the 
extra time needed for a 
trip to arrive on time at 
destination with a certain 
probability

Origin position, 
destination position, 
probability of arriving 
on time, day of week, 
time of day 

Map of the route with 
lowest travel time meeting 
the threshold, the route 
average travel time, selected 
percentage travel time and 
buffer time 

Buffer time, 
percentage travel 
time, average 
travel time for 
O–D pair

Note: O–D = origin–destination.
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It is further hypothesized that the individual auto travel times on links or routes 
can be characterized by a three-parameter (α, β, and δ) shifted gamma distribution as 
shown by Equation C.1:

 g t t e tfor , o.e.w.t
, ,

1β
α

δ δ( ) ( ) ( )=
Γ

− ≥α β δ

α
α β δ( )− − −  (C.1)

where t = time.
For α = 1, the gamma distribution degenerates into the shifted exponential distri-

bution. Figure C.6 shows a diagram of the distribution for α > 1.0. There is a unique 
set of distribution parameters associated with each O–D pair, route, and PDF regime.

Use Case MC1: User Wants to Know in Advance What Time to Leave for a Trip 
and What Route to Take 
The procedure for validating Use Case MC1 is depicted in Figure C.7. The top-right 
corner represents user-driven input, such as O–D selection, desired arrival time (DAT) 
at destination, and possible routes to be evaluated. The top-left corner represents field 
data collection of travel times to develop and update offline historical TT-PDFs that 
follow the shifted gamma distribution described above. The bottom section of Figure 
C.7 represents the actual algorithm used to determine the computed user start time in 
order to meet the DAT criterion. 

The outcomes, shown in the table in Figure C.7, are consistent with the Use Case 
MC1 results requirement, which is to create a list of alternative routes that have a start 
time that allows for an on-time arrival 95% of the time where the start time is based 
on the average travel time. Based on this example, the entry time PDF consistent with 
the DAT of 8:40 a.m. is the 8:00 to 10:00 a.m. entry time. 

An example application of the procedure using hypothetical travel time parameter 
values is shown in Figure C.8. The procedure works as follows:

Figure C.6. Shifted gamma distribution of travel times.
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1. User enters origin, destination, and a DAT of 8:40 a.m. at the destination on a 
Thursday. 

2. The user or the system identifies (or retrieves from a route library) a finite number 
of routes connecting the input O–D (or nearby locations). The first route is labeled 
Route 1.  

Figure C.7. Validation process for Use Case MC1.

 

 

 

Figure C.8. Example application of Use Case MC1.
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3. The system identifies the relevant time-dependent PDF (the morning peak) consis-
tent with the user-specified DAT and day of week. It represents all travel times for 
entry times between 8:00 and 10:00 a.m. on Thursdays. 

4. Based on the retrieved PDF, achieving a 95% on-time arrival requires a planned 
30-minute travel time, compared with the average travel time of 23 minutes. 

5. Thus, the recommended start time (ST) is 8:10 a.m. Other DAT scenarios and 
outcomes are also shown in the table in Figure C.7. 

Use Case MC3: User Wants to Know the Extra Time Needed for a Trip to Arrive 
on Time at Destination with a Certain Probability 
This use case represents a simple variation of Use Case MC1 and is therefore dis-
cussed before the real-time use case, which is MC2. Here, for a known O–D, DAT, 
and day of week, the user is interested in identifying a route, average travel time (AT) 
and planned travel time (PT) that will ensure his or her on-time arrival R% of the 
time. The algorithm for MC1 is adjusted slightly to meet these new requirements, as 
shown in Figure C.9. The hypothesized PDFs for the two candidate routes are shown 
in Figure C.10. These are designed to highlight the contrast between a shorter route 
(Route 2) and a more reliable route (Route 1). In this case, the system would recom-
mend the selection of Route 1 and a departure time of no later than 8:44 a.m. to 
guarantee arrival at the destination by 9:40 a.m. with 90% certainty. The user would 
have to depart 10 minutes earlier on Route 2 to achieve the same probability of on-
time arrival. This is confirmed by comparing the buffer times between the two routes.

Figure C.9. Validation process for Use Case MC3.
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Use Case MC2: User Wants to Know Immediately What Route to Take and What 
Time to Leave for a Trip to Arrive on Time at a Destination 
This use case is different and more challenging to demonstrate than MC1 or MC3. 
It also represents the application with the highest utility from the driver’s perspective 
because it will provide real-time information on the recommended trip start time, in-
cluding the effects of incidents or other events not explicitly accounted for in historical 
TT-PDFs. The principal issue, therefore, is how to combine the historical and real-time 
data streams to provide up-to-date travel time estimates and predictions based on cur-
rent conditions. As an example, during major weekend road construction projects, the 
more accurate distribution may be the weekday morning peak profile, rather than the 
historical weekend TT-PDF. 

Several stipulations are important to note:

•	 It is possible that there are no feasible solutions to the current user request. A 
departure at the earliest departure time may not guarantee the user’s DAT at the 
specified probability R on some or all of the feasible routes.  

•	 Although historical PDFs are important, they are not appropriate for use in a real-
time context. The system must be able to detect in which PDF regime each link or 
route is operating, based on the real-time data stream. 

•	 The PDF regime selection process is similar to the plan selection algorithm used 
in many urban traffic signal control systems. Those algorithms collect traffic data 
(typically key link volumes and occupancies) to be matched with the signal plans 
most appropriate for the collected data patterns. 

Figure C.10. Illustration of reliable (top) and a faster average (bottom) route PDFs.



226

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

•	 In a real-time context, when computational speed is of the essence, the num-
ber of PDFs to be considered should be kept to a minimum. Each link or route 
could theoretically be considered to operate in four regimes: uncongested, transi-
tion from uncongested to congested, congested, and transition from congested to 
uncongested. 

•	 The procedure for Use Case MC2 is shown in Figure C.11. It assumes that there 
are three feasible alternate routes, that the earliest departure time is 8:15 a.m., and 
that the DAT is 9:40 a.m. The system checks which of the routes is feasible and 
deter mines the required start time assuming average and 95th percentile travel 
times. In this case, Route 3 is deemed infeasible, while Routes 1 and 2 are both 
feasible. 

Route Selection Criteria
An interesting byproduct of the use case analyses is the possibility of developing addi-
tional route selection criteria that can account for the differential utilities of early and 
late arrivals. Thus far, the selection between routes has been made on the basis of the 
route yielding the latest trip start time while ensuring a prespecified on-time arrival 
probability (e.g., Route 1 in Figure C.11). Specifying different penalty functions for 
late and early arrivals could change the selection. 

Figure C.11. Validation process for Use Case MC2.
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Analysis of Bluetooth Travel Times
To support the methodologies presented in Use Cases MC1, MC2, and MC3,  Bluetooth 
data from the BHL were analyzed to see what could be learned about individual  vehicle 
travel times and their PDFs.

The raw data were filtered to remove MAC addresses with six or more time 
stamps on either reader. Contiguous time stamps from the same vehicle were averaged 
to obtain an estimate of when the vehicle was adjacent to the sensor. The filtering 
process resulted in a data set of 5,028 travel time measurements. These were filtered 
a second time to remove observations for which the speed between the readers was 
below 5 mph. This resulted in 5,012 final measurements. These travel times and speeds 
are plotted in Figure C.12 and Figure C.13, respectively.

By inspection, three time periods of operative regimes were identified:

•	 Free flow: 0:00:00–14:30:00 and 19:45:00–23:59:59;

•	 Transition: 14:30:00–15:45:00 and 19:30:00–19:45:00; and

•	 Congested: 15:45:00 –19:30:00.

Figure C.12. BHL Bluetooth-measured travel times for November 16, 2010.
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The resulting distribution of the Bluetooth data regime classifications is shown in 
Table C.3.

TABLE C.3. BLUETOOTH DATA REGIME CLASSIFICATIONS
Category Flag Observation

Free flow 1 2,679

Transition 2 484

Congested 3 1,849

The data were analyzed using EasyFit software to see how different PDFs fit the 
data and to estimate the parameters for each density function. 

Tables C.4, C.5, and C.6 present the goodness-of-fit results down to the three-
parameter gamma distribution [gamma (3P)], sorted by the Anderson–Darling statis-
tic. Figures C.14, C.15, and C.16 show the resulting plots of the gamma (3P) density 
functions. The gamma (3P) fits relatively well for the free-flow and congested condi-
tions. It is likely that there will be multiple transition regimes, and the gamma (3P) 
fit may be improved for stratified transition regimes. Later case studies determined 
that the distributions were too complex to be adequately characterized by gamma or 
similar distributions. A nonparametric representation of the distribution is generally 
recommended.

Figure C.13. BHL Bluetooth-measured speeds for November 16, 2010.
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TABLE C.4. GOODNESS-OF-FIT RESULTS FOR FREE-FLOW REGIME

Distribution

Kolmogorov–
Smirnov

Anderson–
Darling Chi-Squared

Statistic Rank Statistic Rank Statistic Rank

Pearson 5(3P) 0.01352 1 1.0731 1 6.7917 1

Pearson 6 (4P) 0.01377 2 1.0875 2 7.2844 2

Dagum 0.01795 4 1.4442 3 13.684 3

Burr (4P) 0.02118 6 2.1326 4 22.291 5

Generalized logistic 0.01975 5 2.3254 5 23.294 6

Log logistic (3P) 0.02309 9 2.4624 6 25.444 8

Frechet (3P) 0.02139 7 2.726 7 23.419 7

Generalized extreme value 0.02174 8 2.9185 8 27.343 9

Burr 0.02749 11 3.748 9 30.88 10

Lognormal (3P) 0.0172 3 5.798 10 16.413 4

Frechet 0.03534 15 7.4445 11 44.274 13

Generalized gamma (4P) 0.02908 12 11.258 12 51.262 14

Inverse gaussian (3P) 0.03043 13 11.749 13 36.427 11

Fatigue life (3P) 0.03055 14 11.915 14 38.129 12

Log logistic 0.04617 19 12.611 15 117.0 18

Pearson 5 0.03864 17 13.959 16 69.484 15

Gamma (3P) 0.03686 16 18.252 17 84.176 16

Note: 3P and 4P = three parameter and four parameter, respectively.

Figure C.14. Three-parameter gamma distribution for free-flow regime.
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TABLE C.5. GOODNESS-OF-FIT RESULTS FOR TRANSITION REGIME

Distribution

Kolmogorov–
Smirnov

Anderson–
Darling Chi-Squared

Statistic Rank Statistic Rank Statistic Rank

Burr 0.02676 1 0.81555 1 16.645 1

Burr (4P) 0.02709 2 0.82053 2 19.224 2

Johnson SU 0.03208 4 0.95065 3 22.543 10

Dagum (4P) 0.03373 6 0.97157 4 21.446 6

Dagum 0.03512 7 1.0092 5 21.472 7

Generalized extreme value 0.03317 5 1.0168 6 22.294 8

Frechet 0.02965 3 1.058 7 20.188 5

Frechet (3P) 0.03808 10 1.1188 8 22.351 9

Log logistic (3P) 0.03514 8 1.1732 9 19.289 3

Generalized logistic 0.03904 12 1.2923 10 19.714 4

Pearson 5 (3P) 0.04297 13 1.3807 11 23.961 11

Pearson 6 (4P) 0.04478 14 1.5089 12 25.479 12

Lognormal (3P) 0.05205 15 2.0513 13 29.111 13

Inverse Gaussian (3P) 0.05956 16 2.5343 14 33.83 14

Fatigue life (3P) 0.06274 18 2.8342 15 37.124 16

Generalized gamma (4P) 0.06117 17 3.0654 16 36.792 15

Log Pearson 3 0.03856 11 5.3555 17 na

Pearson 5 0.08043 21 5.4889 18 47.002 17

Wakeby 0.03568 9 5.4998 19 na

Gamma (3P) 0.08052 22 5.6067 20 53.894 20

Note: na = not available.

Figure C.15. Three-parameter gamma distribution for transition regime.
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TABLE C.6. GOODNESS-OF-FIT RESULTS FOR CONGESTED REGIME

Distribution

Kolmogorov–
Smirnov

Anderson–
Darling Chi-Squared

Statistic Rank Statistic Rank Statistic Rank

Fatigue life (3P) 0.02266 3 0.9031 1 13.229 4

Inverse Gaussian (3P) 0.02297 4 0.94129 2 13.141 3

Gamma (3P) 0.02734 10 1.0359 3 13.408 5

Figure C.16. Three-parameter gamma distribution for congested regime.
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The three PDFs are superimposed in Figure C.17. It is apparent that the free-flow 
PDF has a lower mean travel time, a smaller standard deviation, and the lowest 95th 
percentile value. The congested PDF is at the other end of this extreme, with the larg-
est mean, the largest standard deviation, and the highest 95th percentile value. Not 
unexpectedly, the PDF for the transition regime lies between these two. The numerical 
values are presented in Table C.7.

TABLE C.7. THREE-PARAMETER GAMMA DISTRIBUTION MEANS, STANDARD DEVIATIONS, 
AND 95TH PERCENTILES
Condition Mean (s) SD (s) 95th Percentile (s)

Uncongested 21.8 3.57 28.3

Transition 30.4 9.11 47.7

Peak 50.0 17.0 83.5
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Conclusions
This analysis examined BHL data to see if operative regimes for individual vehicle 
travel times can be identified from Bluetooth data. The research team concluded that 
this can, indeed, be done. Based on more than 5,000 observations of individual travel 
times, three regimes were identified: (a) off peak or uncongested, (b) peak or congested, 
and (c) transition between congested and uncongested. All three can be characterized 
by three-parameter gamma density functions, although later case studies determined 
that a nonparametric representation is generally better than gamma or other simple 
density functions. The PDF for the free-flow condition has the lowest mean, the small-
est standard deviation, and the lowest 95th percentile; the congested PDF is at the 
other extreme; and the transition PDF is in between.

Further investigation is needed into the individual vehicle PDFs and the  parameters 
that describe them, but the efficacy of the concepts seems sound. Two issues that need 
to be explored in the near future are (a) how the PDFs for individual vehicle travel 
times relate to mean travel times (e.g., those computed from loop detectors) during 
the same time periods and (b) whether there are ways to retrieve information from 
loop detectors that would help to infer the PDFs that describe individual vehicle travel 
times. 
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USE CASE ANALYSIS 

Overview
Chapter 4 of the Guide and Appendix D: Use Case Analyses present dozens of use 
cases intended to satisfy the myriad ways that different classes of users can derive value 
from a reliability monitoring system. For the San Diego case study, various use cases 
were combined to form six high-level use cases that broadly encompass the types of 
reliability information that users are most interested in and that were suited for valida-
tion using the San Diego data sources. These six use cases, their primary user groups, 
and the Guide use cases that they encompass are shown in Table C.8.

TABLE C.8. DEMONSTRATED USE CASES IN SAN DIEGO

Use Case Primary Users
Guide Subuse 
Cases

Freeways

Conducting offline analysis on the relationship 
between travel time variability and the seven 
sources of congestion

Planners and 
roadway managers

MC4, PE1, PE2, 
PE3, PE4, PE5, 
PE11, PP1

Using planning-based reliability tools to determine 
departure time and travel time for a trip

Motorists MC1, MC2, MC3

Combining real-time and historical data to predict 
travel times in real time

Operations 
managers

MM1, MM2, MC5

Transit

Using planning-based reliability tools to determine 
departure time and travel time for a trip

Transit riders TP1, TS2, TO2, 
TC4

Conducting offline analysis on the relationship 
between travel time variability and the seven 
sources of congestion

Transit planners 
and managers

PE1, PE2, PE3, PE4, 
PE5, PE11, PP1

Freight

Using historical data to evaluate freight travel time 
reliability

Drivers and freight 
carriers

FP1, FP3, FP4, FP6

Each of the three following subsections presents the analytical results of validating 
the use cases for freeways, transit, and freight with reliability monitoring system data 
and methods. 

Freeways

Use Case 1: Conducting Offline Analysis on the Relationship Between 
Travel Time Variability and the Seven Sources of Congestion

Summary
This use case aims to quantify the impacts on travel time variability of the seven 
sources of congestion: incidents, weather, work zones, fluctuations in demand, special 
events, traffic control devices, and inadequate base capacity. To perform this analysis, 
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methods were developed to create TT-PDFs from large data sets of travel times that 
occurred under each event condition. From these PDFs, summary metrics such as the 
median travel time and planning travel time were computed to show the variability 
impacts of each event condition. 

Users
This use case has broad applications to different user groups. For planners, knowing 
the relative contributions of the different sources of congestion toward travel time 
reliability helps to better prioritize travel time variability mitigation measures on a 
facility-specific basis. For example, if unreliability on a particular route is predomi-
nantly caused by the frequent occurrence of incidents, planners may want to consider 
measures such as freeway service patrol tow truck deployments to help clear incidents 
faster. If unreliability on a particular route has a high contribution from special event 
traffic impacts, planners may want to consider providing better traveler information 
before events to inform travelers of alternate routes. 

The outputs of this use case are also of value to operators, providing them with 
information on the range of operating conditions that can be expected on a route given 
certain source conditions. Knowing the historical impacts of the different sources of 
congestion helps operators better manage similar conditions in real time by, for exam-
ple, changing ramp-metering schemes to mitigate congestion or posting expected travel 
times on variable message signs. It is important for operators to have outputs from this 
use case at a time-of-day level. For example, on some facilities, incidents may signifi-
cantly affect reliability during one or more peak hours, but may have little impact dur-
ing the midday due to lower baseline traffic volumes. On some facilities, weather may 
have a major impact at all times of the day, since all vehicles may need to slow to safely 
travel in adverse weather conditions. Understanding the time dependency of variability 
impacts would help operators more effectively manage events as they occur. 

Finally, the outputs of this use case have value to travelers by providing better 
predictive travel times under certain event conditions that could be posted in real time 
on variable message signs or traveler information websites. This information would 
help users better know what to expect during their trip, both during normal operating 
conditions and when an external event is occurring. 

Sites
Two routes were selected for the evaluation of this use case to highlight the varying 
contributions of congestion factors to travel time reliability across different facilities, 
days of the week, and times of the year. These routes are shown in Figure C.18. The 
first route analyzed is a 10-mile stretch of westbound I-8 beginning at Lake Murray 
Boulevard in the eastern suburb of La Mesa and ending at I-5 north of the San  Diego 
International Airport. This route was selected because it provides access to Qualcomm 
Stadium, located at the major interchange of I-8 and I-15, which hosts San Diego 
 Chargers football games, as well as college football bowl games, concerts, and other 
events. Because this route is a major commute route, the impacts of the sources on 
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travel time variability were investigated for weekdays between the months of Novem-
ber and February (when Qualcomm Stadium regularly hosts events and when San 
Diego experiences the most inclement weather).

The second route is a 27-mile stretch of northbound I-5 beginning just south of the 
I-805 interchange in San Diego and ending north of SR-78 in the northern suburb of 
Oceanside. This route was selected because it has a significant amount of congestion 
and incidents, and it sees special event traffic impacts during the summer months due 
to the San Diego County Fair and Del Mar horse races. The route also has significant 
traffic congestion on weekends. For this reason, travel time variability and its relation-
ship with the sources of congestion were evaluated over a year-long period on Satur-
days and Sundays.

Methods
These routes were analyzed to determine the travel time variability impacts caused by 
five sources of congestion: incidents, weather, special events, lane closures, and fluc-
tuations in demand. Traffic control contributions were not investigated because ramp-
metering location and timing data could not be obtained. The impacts of inadequate 
base capacity were also not considered due to the difficulty of quantifying this factor. 

For each route, 5-minute travel times were gathered from PeMS for each day in the 
time period of analysis (four months of weekdays for the westbound I-8 route and one 
year of weekends for the northbound I-5 route). To ensure data quality, 5-minute travel 
times computed from more than 20% imputed data were discarded from the data set. 

Figure C.18. Freeway Use Case 1 routes.
Map data © 2012 Google.

Westbound I-8 Northbound I-5 
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To link travel times with the source condition active during their measurement, 
each 5-minute travel time was tagged with one of the following sources: baseline, 
incident, weather, special event, lane closure, or high demand. A travel time reliability 
monitoring system (TTRMS) that supports this use case would ideally integrate data 
on external sources of freeway congestion such as incidents, weather, lane closures, 
special events, and demand levels. The PeMS operational in San Diego integrates state-
wide TASAS incident data and statewide lane closure data from Caltrans. PeMS also 
reports peak-period vehicle miles traveled (VMT) data for freeway routes. These PeMS 
data were used to evaluate the relationship between travel time variability and inci-
dents, lane closures, and fluctuations in demand. Hourly weather data from the Auto-
mated Weather Observing System station at the San Diego International Airport was 
obtained from the National Data Center of the National Oceanic and Atmospheric 
Administration. Special event data were collated manually from various sports and 
event calendars for venues adjacent to the study routes. 

Travel times were tagged as follows:

•	 Baseline. A travel time was tagged with baseline if none of the factors was active 
during that 5-minute time period. 

•	 Incident. A travel time was tagged with incident if an incident was active anywhere 
on the route during that 5-minute time period. Incident start times and durations 
reported through PeMS were used to determine when incidents were active along 
the route. Incidents with durations shorter than 15 minutes were not considered.  

•	 Weather. A travel time was tagged with weather if the weather station used for 
data collection reported precipitation during that hour.  

•	 Special event. A travel time was tagged with special event if a special event was 
 active at a venue along the route during that time period. Special event time  periods 
were determined from the start time of the event and the expected duration of that 
event type. For example, if a football game at Qualcomm Stadium had a start time 
of 6:00 p.m. and was scheduled to end around 9:00 p.m., the event was consid-
ered active between 4:00 and 6:00 p.m. and between 8:30 and 10:00 p.m., as this 
is when the majority of traffic would be accessing the freeways surrounding the 
venue.  

•	 Lane closure. A travel time was tagged with lane closure if a lane closure (sched-
uled or emergency) was active anywhere along the route during that time period. 

•	 High demand. A travel time was tagged with high demand if the VMT measured 
during that time period were more than 10% higher than the average VMT for 
that time period. This approach was adapted from the SHRP 2 L03 project, which 
considered high demand to be any time period during which demand was 5% 
higher than the average for that time period. For the L02 research effort a 10% 
increase was selected because a 5% increase in demand had no measurable impact 
on travel times on either of the selected corridors.
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During a few time periods within each data set more than one factor was active 
during a single 5-minute period. In these cases, the travel time was tagged with the 
factor that was deemed to have the larger travel time impact (e.g., when an incident 
coincided with light precipitation, the travel time was tagged with incident).

Tagged travel times were divided into categories based on the time of the day, 
because the impacts of the congestion sources are time dependent. For the westbound 
I-8 route, which was analyzed for weekdays, two time periods were evaluated: morn-
ing peak, 7:00 to 9:00 a.m.; and afternoon peak, 4:00 to 8:00 p.m. For the northbound 
I-5 route, which was analyzed for weekends, two time periods were also evaluated: 
morning, 8:00 a.m. to noon; and afternoon, noon to 9:00 p.m. 

Finally, within each time period, TT-PDFs were assembled separately for all travel 
times and for those occurring during each source condition. The PDFs were plotted 
and summarized in various ways to give a thorough description of how the sources of 
congestion affect travel time variability and conditions on a route.

Route 1 Results
For the westbound I-8 route, travel time variability and its contributing factors were 
investigated for weekdays during the 4-month period between November 2008 and 
February 2009. Data on incidents, weather, lane closures, special events, and fluctua-
tions in demand were collected from PeMS and external sources as described in the 
section on methods. Due to the preference of scheduling freeway lane closures dur-
ing overnight, weekend hours, no lane closures were active on the route during the 
 selected hours and date range. As a result, the contribution of lane closures to travel 
time variability on this route is zero. Analysis of VMT for the demand fluctuations 
component showed that demand is very steady and consistent on this corridor. Only 
three days were identified as having a demand level not otherwise attributable to a 
special event that exceeded 10% of the average weekday demand level. All of these 
hours of high demand were during the 4-month period. 

Morning Peak. Figure C.19 illustrates the distribution of 5-minute travel times 
in the morning period (7:00 to 9:00 a.m.), divided by source condition. The morning 
period is the peak period for commute traffic on this route, since it begins in the east-
ern suburbs and terminates near downtown San Diego. As such, it is the time period 
with the most travel time variability. As shown by the plot, there is a wide distribution 
of travel times during the morning hours, ranging from approximately 8.5 minutes 
free flow to 25 minutes at a maximum, a travel time measured when there was an inci-
dent. The only source conditions active during the weekday morning period over the 
4-month study period were incidents and precipitation. No special events or hours of 
high demand were noted. The histogram shows that almost 25% of the time, the travel 
time is a near-free-flow 9 minutes. The travel time only falls below 9 minutes when 
there is no external source of congestion active. The tail end of the travel time distribu-
tion, however, is dominated by weather and incident events. In particular, travel times 
ranging between 15 and 20 minutes (or double the free-flow travel time) only occur 
when either an incident or a weather event is active. Travel times greater than 20 min-
utes only occur when there is an incident on the route.
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Interestingly, it is apparent from this graph that sometimes, even when an incident 
is active, the travel time falls below 10 minutes. This is likely due to the fact that this 
analysis does not account for the severity of incidents in the travel time tagging pro-
cess. The incident travel times shown in this figure that are near the median are likely 
minor incidents that were promptly moved to the shoulder and then cleared. 

Another way of viewing the travel time reliability impacts of different sources is to 
plot the TT-PDFs under each source condition. TT-PDFs for the baseline, incident, and 
weather conditions are shown in Figure C.20. The PDFs shown in this use case were 
assembled using nonparametric kernel density estimation. As the baseline PDF plot 
shows, the distribution of travel times is very small when there is no external congestion 
source active on the corridor; there is only a 2-minute difference between the median 
travel time and the 95th percentile travel time in this case. When an incident is active 

Figure C.19. Weekday morning peak distribution of travel times for westbound I-8.
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Figure C.19. Weekday morning peak distribution of travel times for westbound I-8. 
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on the corridor, the distribution of travel times is much wider. An incident increases the 
median travel time on the facility by 2 minutes over the baseline condition and, with 
a 95th percentile travel time of 18.7 minutes, requires travelers to add a buffer time 
of 9.8 minutes, almost doubling their typical commute, to arrive on time during an 
incident. A weather event increases the median travel time even higher, to 15 minutes, 
resulting in a buffer time comparable to that caused by an incident. 

A final way of summarizing this analysis is shown in Table C.9, which lists the per-
centage of time that each source condition was active when travel times exceeded the 
85th percentile travel time (10.6 minutes) and the 95th percentile travel time (15.0 min-
utes). As shown in the table, each of the three source conditions (baseline, incidents, 
and weather) occurred approximately one-third of the time that travel times exceeded 
the 85th percentile. For travel times that exceeded the 95th percentile, weather was 
responsible for the largest share, followed closely by incidents. When the travel time 
exceeds the 95th percentile during the morning period on this facility, there is almost 
always some type of causal condition active on the roadway. 

Figure C.20. Weekday morning peak TT-PDFs for westbound I-8.
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TABLE C.9. WEEKDAY MORNING PEAK TRAVEL TIME VARIABILITY CAUSALITY FOR WEST-
BOUND I-8

Source

Active When Travel Time Exceeded 

85th Percentile 95th Percentile

Baseline 37.7% 3.3%

Incident 31.2% 41.1%

Weather 30.6% 55.6%

The conclusions that can be made from the morning time period analysis are that 
weather almost always slows down travel times significantly. Travelers need to plan 
to more than double their travel time over the typical condition when it is raining on 
this route. Incidents have a wider range of impacts on the corridor, depending on their 
severity. At the 95th percentile level, incidents increase travel times by almost 10 min-
utes over the median condition. Given no incidents or weather on this route, travelers 
can expect to see a travel time less than the 14.5-minute 95th percentile. Thus, when 
no nonrecurrent sources of congestion are active, travelers need only add a buffer time 
of 5.5 minutes to arrive at their destination on time. 

Afternoon Peak. The same analysis was also conducted for the afternoon peak 
period. The travel time variability source analysis for the afternoon period includes 
two factors that were not active during the morning: special events and high demand. 
There were three special events active on this corridor over the study period: one San 
Diego Chargers Monday Night Football game and two college football games. All 
three events took place at Qualcomm Stadium. In addition, there were three time 
periods over the study date range that experienced greater than 1.1 times the normal 
demand level that were unrelated to special events. The breakdown of travel times by 
source is shown in Figure C.21. Since the majority of traffic on this route commutes 
during the morning time period, the distribution of travel times during the afternoon 
period is small: there is a difference of only 0.7 minutes between the median travel 
time and the 95th percentile travel time. Travel times exceeding the 95th percentile 
have contributions from multiple factors. Travel times between 10 and 12 minutes 
appear to be predominately caused by precipitation. Travel times exceeding 12 min-
utes appear to be caused by incidents or special events. The travel times measured dur-
ing high-demand time periods do not vary significantly from the median travel time. 

Figure C.22 shows the different PDFs for the five source conditions active during 
the afternoon period over the 4 months. At a glance, it is clear that the baseline and 
high-demand event conditions have very tight, similarly shaped distributions, with less 
than a minute difference between the median and 95th percentile travel times. The 
lack of variability impacts of high demand is likely because the baseline volume is low 
enough during this time period that increasing it by 10% has minimal traffic impacts. 
Although special events are rare on weekdays on this route, they can have a significant 
travel time impact when they do occur. The large difference between the median special 
event travel time and the 95th percentile special event travel time is likely due to the 
uncertainty of determining when the special event’s travel time impacts would occur 
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during the data tagging process. The 16.2-minute 95th percentile travel time likely 
represents the short time period when the majority of people are trying to access the 
special event venue, and the faster special event travel times are likely from the periods 
before the events start, when attendees are just beginning to trickle in. The impacts 
of incidents during the afternoon period are similar to those in the morning period, 
though the travel time variability impact of incidents is larger during the heavier morn-
ing commute. The PDF for the weather condition is of a different shape and a smaller 
distribution than it is for the other two time periods. This is possibly due to smaller 
amounts of precipitation in the afternoon period during the data collection process.

 
Figure C.21. Weekday afternoon peak distribution of travel times for westbound I-8.
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Table C.10 summarizes the contribution of each source condition to travel times 
exceeding the 85th percentile (8.9 minutes) and the 95th percentile (9.2 minutes). The 
85th percentile travel time is close to the median travel time, so there are many cases 
when the travel time exceeds the 85th percentile but no causal source is occurring. 
However, when travel times exceed the 95th percentile, there is a weather event 50% 
of the time and an incident 30% of the time. The contribution of the other factors to 
high travel times is low because of their infrequency. 

Figure C.22. Weekday afternoon peak TT-PDFs for westbound I-8.
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TABLE C.10. TRAVEL TIME VARIABILITY CAUSALITY DURING AFTERNOON PEAK FOR 
WESTBOUND I-8

Source

Active When Travel Time Exceeded 

85th Percentile 95th Percentile

Baseline 59.7% 15.2%

Incident 13.4% 29.8%

Weather 22.4% 50%

Special event 3.6% 4.5%

High demand 1.0% 0.6%

Synthesis. From a planning and operational standpoint, the only room for reliabil-
ity improvement on this route exists during the morning period, as this is the only time 
period when substantial travel time variability exists. Although little can likely be done 
to reduce the variability caused by weather, focusing on better incident response or 
incident reduction methods could reduce the overall variability on the facility, which 
now requires travelers to add a buffer time of 5.6 minutes (63%) to their morning 
commute to consistently arrive on time. In the other two time periods, travel time 
variability is minimal, and the travel time impact of incidents is less severe than in the 
morning. 

From a traveler’s perspective, this analysis provides insight into the range of condi-
tions that can be expected given certain events. For instance, weather appears to slow 
down travel times across all time periods. It may prove useful to provide information 
to travelers on the travel times that they can expect to experience during rainy condi-
tions, so that they can appropriately plan for an on-time arrival or defer a trip until 
conditions improve. In addition, special events, when they occur, cause travel times to 
more than double on this route. In these instances, operators may want to consider 
providing information for alternate routes so that through travelers can avoid the 
event-based congestion. 

Route 2 Results
For the northbound I-5 route, travel time variability and its contributing factors were 
investigated for weekends during the entire year of 2009. Data on incidents, weather, 
lane closures, special events, and demand fluctuations were collected from PeMS and 
external sources as described in the section on methods. Due to the preference of 
scheduling freeway lane closures during overnight, weekend hours, no lane closures 
were active on the route during the selected hours and date range. As a result, the 
contribution of lane closures to travel time variability on this route is zero. The contri-
butions of the factors to travel time variability were investigated for two time periods 
that corresponded to observed traffic patterns on the facility: morning, 8:00 a.m. to 
noon; and afternoon, noon to 9:00 p.m. 

Morning Peak. Figure C.23 shows the distribution of travel times during the week-
end morning hours on northbound I-5. There is very little spread in the travel times 
measured on this corridor during the morning period: only a difference of 1 minute 
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between the median and 95th percentile travel times. The travel times exceeding the 
95th percentile predominantly occurred under incident and weather conditions. There 
were a number of high-demand time periods on this corridor when VMT exceeded 1.1 
times the average VMT for weekend mornings. This situation was most likely during 
the summer months as a result of increased beach traffic. However, travel times during 
high-demand time periods never exceeded the 95th percentile, so the demand increases 
in the morning were typically not significant enough to cause severe congestion. There 
were no special events recorded during the morning hours of the study period.

Figure C.24 illustrates the TT-PDFs that were assembled for each source condi-
tion. The baseline and weather PDFs have a small distribution. The lack of travel time 
variability during weather conditions is likely related to the fact that there were only 
a few weekend days of precipitation over the study year, and the precipitation was 

Figure C.23. Weekend morning distribution of travel times for northbound I-5.
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Figure C.24. Weekend morning TT-PDFs for northbound I-5.

relatively light during those days. The high-demand PDF has a longer tail, showing 
that enough demand can cause slower travel times on this facility. Incidents appear to 
have the biggest impact on travel time variability during the morning hours, requiring 
motorists to add a buffer time of 8.5 minutes to the typical travel time.

Finally, Table C.11 summarizes which source conditions were active when travel 
times exceeded the 85th and 95th percentile travel times on this route. Although the 
high percentages for the baseline condition indicate that the sources of congestion 
cannot explain much of the variability, the variability on this route is very low. It is 
conceivable that a number of travel times that would be considered typical for the cor-
ridor fall outside the 95th percentile threshold. 

The results of the weekend morning analysis show that travel conditions remain 
relatively uniform throughout the year, though some variability is caused by incidents 
and rare levels of high demand. 
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TABLE C.11. WEEKEND MORNING TRAVEL TIME VARIABILITY CAUSALITY FOR NORTH-
BOUND I-5

Source

Active When Travel Time Exceeded 

85th Percentile 95th Percentile

Baseline 79.5% 64.2%

Incident 11.3% 20.9%

Weather 0.4% 0.1%

High demand 6.5% 8.8%

Afternoon Peak. Figure C.25 shows the distribution of travel times by source con-
dition during weekend afternoons and evenings on northbound I-5. Compared with 
the morning travel time distribution, the afternoon travel time distribution has a sig-
nificantly longer tail, with travel times ranging from 23.5 minutes free flow to over 70 
minutes, which occurred during a special event. Travel times exceed the 95th percentile 
travel time under various source conditions, in particular, during incidents and special 
events. The special events considered in this analysis were the San Diego County Fair 
and the Del Mar horse races. Both events are active on multiple days during the sum-
mertime and are known to have major impacts on corridor traffic. 

Figure C.26 illustrates the different TT-PDFs assembled for the various source 
conditions that occurred on weekend afternoons on this study corridor. Similar to the 
morning time period, the PDFs for the baseline condition and the weather condition 
show little travel time variability. The weather events recorded over the study period 
were very minor, which might explain the difference in weather variability impacts 
between this corridor and the westbound I-8 corridor analyzed above. High demand 
unrelated to any specific special event has the potential to increase travel times, but 
only in extreme circumstances; the typical demand fluctuations on the corridor incur 
only minor variability impacts. The sources that cause the most travel time variability 
are incidents and special events. The median travel time during an incident is 3 minutes 
higher than the normal median travel time, and it can be almost double the free-flow 
travel time at the 95th percentile level. On this corridor, special events are the source 
that has the potential to cause the highest travel time variability. Though they are 
relatively infrequent in that they are concentrated in the summer months, the median 
travel time during a special event requires an additional travel time of 15 minutes, a 
64% increase over the ordinary median travel time. The 95th percentile travel time 
during a special event requires a buffer time of 45 minutes over the normal median 
travel time, requiring travelers to almost triple their typical travel time during this time 
period.

Finally, Table C.12 summarizes which source conditions were active when travel 
times exceeded the 85th and 95th percentile travel times on the route. Incidents and 
special events appear to be responsible for the majority of travel times that exceed the 
95th percentile. 
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Figure C.25. Weekend afternoon distribution of travel times for northbound I-5.
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TABLE C.12. WEEKEND AFTERNOON TRAVEL TIME VARIABILITY CAUSALITY FOR NORTH-
BOUND I-5

Source

Active When Travel Time Exceeded

85th Percentile 95th Percentile

Baseline 51.4% 20.2%

Incidents 29.1% 48.2%

Weather 0.0% 0.0%

Special events 8.8% 25.3%

High demand 10.8% 6.3%

Figure C.26. Weekend afternoon TT-PDFs for northbound I-5.
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Synthesis. The morning weekend travel time variability on the corridor is very 
minor, leaving little room for improvement from planning or operational interven-
tions. The afternoon period, however, has significant travel time variability. This vari-
ability is predominantly caused by incidents throughout the year and by high demand 
and special events during the summer months. Because special events can cause such 
extraordinary travel time variability (causing travel times to double or triple the typi-
cal travel time on the route), traveler information during these event time periods 
is key. Diverting travelers whose destination is not the event to alternate routes, or 
encouraging them to travel when the event is not active, could help mitigate the vari-
ability caused by these events. 

Conclusion. This use case analysis illustrates one potential method for linking 
travel time variability with the sources of congestion. The methods used are relatively 
simple to perform with data that are generally available, either from the TTRMS or 
from external sources. The application of the methodology to the two study corridors 
in San Diego reveals key insights into how this type of analysis should be performed. 
To ensure that sufficient travel time samples within each source category are being 
captured, this analysis should be performed on no less than three months’ worth of 
data. It also should be performed separately for different days of the week, depending 
on the local traffic patterns. For example, the magnitude of the contributions of the 
sources to travel time variability on the northbound I-5 study corridor would likely be 
very different on weekday afternoons, when the corridor serves commuters, than on 
weekend afternoons, when the corridor serves recreational and event traffic. Addition-
ally, it is important to consider the seasonal dependence of the congestion factors when 
selecting the time period for analysis and when reviewing the analyses. For example, 
weather was shown to be a large contributing factor to travel time variability on the 
westbound I-8 corridor because the study period was November through February. If 
the analysis period were over the summer, the contribution of weather to travel time 
variability on this corridor would be nearly zero, as San Diego receives virtually no 
precipitation outside of winter. Finally, the contributions of the sources should be ana-
lyzed separately by time of the day in a manner consistent with local traffic patterns. 
For example, although incidents had a major impact on the median travel time and 
the planning time during the morning commute period on the westbound I-8 study 
corridor, they had little impact on variability during other parts of the day. Elucidating 
the time dependence of the factors is critical to providing outputs that can be used by 
planners and engineers to improve the reliability of their facilities.

Use Case 2: Using Planning-Based Reliability Tools to Determine Departure 
Time and Travel Time for a Trip

Summary
The purpose of this use case is to demonstrate how a reliability monitoring system can 
help travelers better plan for trips of varying levels of time sensitivity. Currently, most 
traveler information systems that report travel times to end users focus solely on the 
average travel time, and give users little insight into the variability of their travel route. 
Although this may be fine for trips with a flexible arrival time, it is less useful for trips 



250

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

for which the traveler must arrive at the destination at or before a specified time (such 
as a typical morning commute to work). This use case demonstrates how a reliability 
monitoring system can provide information both on the average expected travel time 
and the worst-case planning travel time so that users can choose a departure time com-
mensurate with their need for an on-time arrival. It also helps users choose between 
alternate routes; one route may offer a faster average travel time, but it may have more 
travel time variability than a parallel route that is slower on average but has more 
consistent travel times. 

Users
This use case is of most value to travelers who are the end consumers of information 
that informs on the average and planning travel times for alternate routes between 
selected origins and destinations. The analysis behind this use case is also of value to 
operators, who can post estimated average and planning travel times throughout the 
day on variable message signs to help travelers on the road choose between different 
routes based on their need for an on-time arrival. 

Scope
The use case demonstrated in this section is broad and could provide a range of travel 
time reliability metrics to end users in a variety of formats. To narrow the scope of this 
use case for validation purposes, this section explores the following specific use case: 
The user wants to view, for alternate routes, the latest departure times needed to arrive 
at a destination at 5:30 p.m. on a Friday both on average and to guarantee on-time 
arrival 95% of the time. 

This definition means that the system needs to provide, for each alternate route, 
the median travel time and planning time for trips traveling between 5:00 and 5:30 
p.m. on Fridays. It is envisioned that this use case involves the traveler’s using the mon-
itoring system for information in advance of a trip, likely from a computer, although 
other applications and dissemination methods are possible. 

Site
Three alternate routes, which travel from just south of the I-5/I-805 diverge near 
La Jolla and Del Mar to the U.S. Naval Base in National City, south of downtown 
San Diego, are studied in this use case. Figure C.27 shows the three routes. Route 1 
is approximately 17 miles long and travels only along southbound I-5. Route 2 is 
approximately 16 miles long and travels along southbound I-805, southbound I-15, 
and southbound I-5. Route 3 is also 16 miles long and travels along southbound 
I-805, southbound SR-163, and southbound I-5. 

Methods
The state of the practice for the few agencies who report travel time reliability metrics 
through their traveler information systems is to compute them from TT-PDFs assembled 
based on the time of day and day of the week of the trip for which information is being 
requested. For example, to give a user the average and 95th percentile travel times for 
a Wednesday afternoon trip departing at 5:30 p.m., the system might obtain all of the 
travel times for trips that departed between 5:15 and 5:45 p.m. for the past 10 weekdays. 
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Figure C.27 Freeway Use Case 2 alternate routes.
Map data © 2012 Google.

 

The time-of-day and day-of-week approach to travel time reliability is valid and 
is used to demonstrate multiple use cases at the San Diego site. However, this use 
case evaluation incorporates the work that the research team has conducted into cat-
egorizing a route’s historical and current performance into regimes and assembling 
TT-PDFs based on similar regime designations. Regimes are a way of categorizing 
travel times based on the prevailing operating condition when the travel time was 
measured. Regimes can be considered an extension of the time-of-day approach to reli-
ability; on most corridors, regimes typically have a strong relationship with the time 
of day of travel. For example, a route that travels from a suburb to a downtown area 
may have four operating regimes on weekdays: (1) a severely congested regime during 
the morning peak, (2) a mildly congested regime during the midday period, (3) a mod-
erately congested regime during the afternoon peak, and (4) a free-flow regime that 
occurs during the middle of the night. There may also be transitional regimes that are 
observed when a route switches from congested to uncongested. Weekends may only 
have a free-flow regime and a slightly congested regime. An example regime assign-
ment for a route that has five weekday regimes and two weekend regimes is shown in 
Figure C.28. As the figure shows, regimes are closely related to the time of day, but 
they help capture the variability in operating conditions that occur across different 
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days of the week, as well as show the similarity in operating conditions across certain 
hours of the day. 

Regime assignment is addressed in the discussion of methodological advances in 
this case study, and the team is further refining its regime assignment methodologies. In 
this use case validation, each route is assigned a regime for each 5-minute time period 
of each day of the week. Routes are categorized into one of four regimes (free flow, 
slightly congested, moderately congested, and severely congested) based on the ratio 
of the average travel time during the time period to the free-flow travel time, otherwise 
known as the travel time index (TTI). This metric was selected for regime identifica-
tion because it is travel time–based and it groups sets of travel times based on similar 
baseline operating conditions and levels of congestion, rather than a strictly time of 
day–based categorization. 

After the regime identification process, travel times are assembled into regime-
based PDFs based on the time of day and day of week of the traveler’s request for trip 
information. From these PDFs, average travel times and planning times are computed 
and used to generate required departure times for each route based on the time sensi-
tivity of the trip. 

Validation
The validation consists of three steps: regime identification, PDF generation, and user 
output. 

Regime Identification. In this use case, the TT-PDFs used to calculate reliability 
metrics for alternate routes are assembled based on regime conditions. In a TTRMS, 
this regime assignment step would be done before the user makes the request for travel 
time information for alternate routes. For the three alternate routes, regime assign-
ments were made for each day-of-the-week type according to local traffic patterns. The 
five day-of-the-week types selected for separate regime classifications were Monday; 
midweek days (Tuesday, Wednesday, Thursday); Friday; Saturday; and Sunday. Each 
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Figure C.28. Example regime assignment for a route.
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5-minute period of each day-of-the-week type was assigned to a regime based on aver-
age TTI during that time period. Average TTIs for each time period were calculated 
using 6 months of 5-minute travel time data (excluding holidays). The breakdown of 
regimes by TTI is shown in Table C.13. These TTIs were selected by assuming a free-
flow speed of 65 mph, then assuming that average speeds less than 40 mph represent 
severely congested conditions, speeds between 40 and 50 mph represent moderately 
congested conditions, and speeds greater than 60 mph represent slightly congested 
conditions. Other routes in other regions may need different thresholds or numbers 
of regimes to accurately capture the varying levels of congestion along an individual 
corridor. 

TABLE C.13. REGIMES BY TRAVEL TIME INDEX

Regime TTI Color

Travel Time (min)

Route 1 Route 2 Route 3

Free flow <1.1 <15.6 <13.4 <15.4 

Slightly 
congested

1.1–1.3 15.6–18.5 13.4–15.8 15.4–18.2 

Moderately 
congested

1.3–1.6 18.5–22.7 15.8–19.5 18.2–22.4 

Severely 
congested

>1.6 >22.7 >19.5 >22.4 

The connection between regimes and travel times for each of the three study routes 
is shown in Table C.13. The colors in the table correspond with the regime assignments 
by day-of-the-week type for each of the routes, shown in Figure C.29, Figure C.30, 
and Figure C.31. Although the regime assignments in these tables are shown for each 
20-minute time period, regimes were actually assigned to each 5-minute time period.

The regime assignment allows for a comparison of the average performance by 
day of week and time of day on each of the three routes. The free-flow travel times 
on each route are fairly comparable. Route 2 is the shortest route and has the fastest 
free-flow travel time (12.2 minutes). Routes 1 and 3 are of comparable length; Route 
1 has a slightly faster free-flow travel time (14 minutes) than Route 3 (14.2 minutes). 
Analysis of the regime tables shows that the duration of congestion on Route 1 is much 
narrower than it is on the other routes, and severe congestion only occurs right around 
the 5:00 p.m. hour during the midweek days. The duration of congestion on Route 
2 is very wide; it lasts throughout the midday, is severe during the 5:00 p.m. hour on 
the midweek days, and is severe beginning at 4:00 p.m. on Friday. Route 3 is the only 
route to have morning congestion throughout the work week. It is also the only route 
to have weekend congestion, possibly because it traverses San Diego’s Balboa Park, a 
popular tourist destination. Congestion is severe on Route 3 Tuesday through Friday 
during the 5:00 p.m. hour. 
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PDF Generation. Although regime assignments are made offline, this validation 
assumes that the regime-based PDFs are assembled in real time in response to a user’s 
request for information. Future work by the research team will develop methods for 
creating PDFs offline and storing them in advance of a user query to reduce the need 
for real-time computation. 

This validation assumes that the user wants to know the average and planning 
departure times for three routes that allow for arrival at 5:30 p.m. on a Friday to the 
destination. PDFs are generated for each of the three routes’ operating regimes dur-
ing the Friday 5:00 p.m. hour. The regime matrices show that during this time period 
Route 1 is in the moderately congested regime, and Routes 2 and 3 are in the severely 
congested regime. This validation effort generates TT-PDFs for each route using all of 
the travel times within the same regime category measured on Fridays over the past 
six months. An alternate method is to generate PDFs based on travel times within 
the same regime category measured on any day. In this case, since six months of data 
were used to form the PDFs, it was determined that Friday data alone would generate 
enough travel time data points to form an accurate PDF. 

The plots of each PDF are shown in Figure C.32. Route 1 appears to have the 
smallest distribution of travel times during this time period; the most frequently occur-
ring travel time is around 20 minutes. Route 2 has significantly more travel time vari-
ability during this time period; the most frequently occurring travel times on Friday 
during severe congestion are around 18 minutes, but the TT-PDF has a long tail end, 

Figure C.32. Alternate route TT-PDFs for a Friday trip at 5:30 p.m.
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and travel times upward of 30 minutes can occur. The most frequently occurring travel 
time on Route 3 is approximately 24 minutes, and the route has significant travel time 
variability on Fridays. 

User Outputs. In this final step, the TT-PDFs are generated into useful summary 
metrics to assist the user in itinerary planning. In this case, the goal is to provide the 
user the departure times needed to arrive on time on average and with a buffer time 
along each route. The median and planning travel times on each route during the user’s 
desired time of travel are summarized in Table C.14. Route 2 has the fastest median 
travel time, but this route also has significant travel time variability, requiring a trav-
eler with a nonflexible arrival time to add a buffer time of 14 minutes to the median 
travel time to ensure on-time arrival 95% of the time. Route 1 is almost 2 minutes 
slower than Route 2 on average, but it offers significant (5 minutes) time savings when 
variability is included. Even Route 3, which has a much slower median travel time 
than the other two routes, has a faster planning time than Route 2. 

TABLE C.14. MEDIAN AND PLANNING TRAVEL TIMES ALONG ALTERNATE ROUTES

Route
Median Travel Time  
(min)

Planning Travel Time 
(min)

Route 1 (I-5) 20.8 28.1

Route 2 (I-15) 19.1 33.2

Route 3 (SR-163) 23.3 32.4

Table C.15 synthesizes these travel time estimates into recommended departure 
times, the information that is of most use to the end user. These departure time esti-
mates are distinguished by departure times for 50% and 95% on-time arrival to help 
the user plan the trip with consideration of the need for an on-time arrival. Other 
applications of this use case could provide departure times calculated from other reli-
ability metrics, such as the 85th percentile travel time rather than the 95th, or the 99th 
percentile travel time for trips for which on-time arrival is imperative.

TABLE C.15. ALTERNATE ROUTE DEPARTURE TIME ESTIMATES

Route
Departure Time for 50% 
On-Time Arrival

Departure Time for 95% 
On-Time Arrival

Route 1 (I-5) 5:09 p.m. 5:01 p.m.

Route 2 (I-15) 5:10 p.m. 4:56 p.m.

Route 2 (SR-163) 5:06 p.m. 4:57 p.m.

Conclusion
This use case validation illustrates the value of incorporating reliability-based 

travel time estimates into traveler information systems for use before trips so that trav-
elers can plan itineraries based on their need for on-time arrival. As proven by the San 



258

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Diego validation, the route that is the fastest on average is not always the route that 
consistently gets travelers to their destination on time. Providing buffer time measures 
for alternate routes conveys this message to the end user, ultimately giving them more 
confidence in the ability of the transportation system to get them to their destination 
on time. 

Use Case 3: Combining Real-Time and Historical Data to Predict Travel 
Times in Real Time

Summary
The purpose of this use case is to extend the system capabilities described in the free-
way planning time use case to support the prediction of travel times along a route in 
real time, using both historical and real-time data. While various methods for perform-
ing this data fusion to predict travel times have been implemented in practice, most 
only generate a single expected travel time estimate. This use case validation extends 
the methodology to generate, in addition to a single expected travel time, a range 
of predictive travel times that incorporate the measured historical variability along a 
route. 

Users
This use case is of most value to travelers, who currently lack quality real-time infor-
mation on expected travel times while en route to a destination. The analysis behind 
this use case is also of value to operators, who can use these methodologies to provide 
better predictive travel times to post on variable message signs or via other dissemina-
tion technologies. 

Scope
This use case validation describes methodologies for predicting near-term travel time 
ranges along a route. Specifically, it predicts travel time ranges for a 5:35 p.m. Thurs-
day trip for two alternate routes. 

Site 
Two of the same alternate routes used to demonstrate freeway Use Case 2 (alternate 
route planning times) were used to demonstrate this predictive travel time use case. 
Both routes begin just south of the I-5/I-805 diverge and end near the U.S. Naval Base 
in National City. The first route, called the I-15 route, travels along southbound I-805, 
southbound I-15, and southbound I-5. The second route, called the I-5 route, travels 
solely along I-5. Maps of these two routes are shown in Figure C.33.

Methods
According to the use case requirements, the validation needs to use both data from the 
historical archive as well as real-time data to generate travel time predictions for trips 
that are already occurring or are to begin immediately. To meet these requirements, 
a nearest-neighbors approach was adopted. This method uses the measured real-time 
conditions along a route to search for similar conditions in the past and predicts a 
travel time based on historical travel times measured under similar conditions. Simi-
lar approaches have been well documented in the literature, and a nearest-neighbors 
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approach is currently used in PeMS to predict travel times along a route for the rest 
of the day (1, 2). The method used in this validation extends traditional techniques 
to incorporate reliability information. Instead of providing one predictive travel time, 
this use case validation outputs a range of predictive travel times that incorporate the 
potential variability in travel times that may occur, as gathered from similar historical 
conditions. The employed methodology is only valid for near-term travel time predic-
tion. This use case assumes that predictions are only made for the next three upcoming 
5-minute time periods.

To estimate a real-time predictive travel time range for a route, the methodology 
compares travel time data collected over the past six 5-minute time periods with travel 
time data collected over the same six time periods over the most recent 15 days of the 
same day of the week. In this use case, which aims to predict travel times for a 5:35 
p.m. Thursday trip, this means that travel times measured between 5:00 and 5:30 p.m. 
on the current day are compared with travel times measured between 5:00 and 5:30 
p.m. over the 15 most recent Thursdays.

The nearest neighbors to the current day are selected by comparing the “distance” 
between the measured 5-minute travel time on the historical day with the measured 
travel time for the same 5-minute period on the current day. The distances between 
travel times for different 5-minute periods are weighted differently: similarity for the 
5-minute trip that immediately precedes a trip is weighted more than similarity for the 
5-minute trip that occurred 30 minutes before the current trip. The weighting factors 
used for each 5-minute period are shown in Table C.16.

Figure C.33. Freeway Use Case 3 alternate routes.
Map data © 2012 Google
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The distance dh between the current day travel time and the historical day travel 
time is calculated using Equation C.2: 

 d x w x T x T xh h c
2( ) ( ) ( ) ( )= ∗ −   (C.2)

where
 Tc =   current day travel time;
 Th =   historical day travel time;
 dh =   distance between current day 5-minute travel time and historical day 5-minute 

travel time; 
 Dh =   total distance between current day travel time and historical day travel times 

for all 5-minute periods before a trip; 
 x =   time period before trip start (ranges from 1 for 5 minutes before to 6 for 

30 minutes before); and
 w =   weight factor.

The total distance Dh between a current day and a historical day is calculated by 
summing up all the distances dh using Equation C.3:

 D d xh h
x 1

6

∑ ( )=
=

 (C.3)

TABLE C.16. WEIGHT FACTORS FOR MINUTES BEFORE TRIP 
Minutes Before Trip Weight Factor (w)

5 (x = 1) 1

10 (x = 2) 1/2

15 (x = 3) 1/4

20 (x = 4) 1/8

25 (x = 5) 1/16

30 (x = 6) 1/32

The result of the distance calculation step is a measure of travel time closeness 
between each historical day and the current day. From here, the method of k-nearest 
neighbors is followed; rather than selecting the travel time profile of the nearest day as 
the predicted travel time, the method considers the travel time profiles from the three 
nearest days to make a prediction. The goal of this use case is to predict a travel time 
range for the next three 5-minute time periods. In this validation, the expected travel 
time for the next three time periods is computed as the median of the travel times from 
the three nearest-neighbor days. The lower bound of the predictive range is computed 
as the expected travel time minus the variance of the three neighbor travel times. The 
upper bound of the predictive range is computed as the expected travel time plus the 
variance of the three neighbor travel times.
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Results
The travel time prediction methodology was used to compute predictive travel time 
ranges for the two example alternate routes between 5:35 and 5:45 p.m. on Thursday, 
August 12, 2010. Because there are data on what the travel times actually were on 
this day, this validation has a ground-truth data source with which to compare the 
estimates generated by the selected methodology. 

I-15 Route. To predict 5:35 to 5:45 p.m. travel times on Thursday, August 12, 
2010, 5-minute travel times between 5:05 and 5:45 p.m. were obtained for 15 Thurs-
days between April 29, 2010, and August 12, 2010. 

The distance calculation method was used to determine the nearest neighbors. 
Table C.17 shows the travel times measured for each 5-minute time period over the 
15 selected days. The first row shows the travel times measured on the current day 
of August 12, and all other rows show the travel times measured on each previous 
Thursday. The last column shows the total distance measured between the travel times 
on each day and the travel times on the current day. The three shaded rows indicate 
the days on which the distance was lowest, which were concluded to be similar to the 
current day. 

Figure C.34 compares the travel times measured on the predicted day with those 
measured on the closest three Thursdays and extends the x-axis to show the travel 
times on these three days for the periods of 5:35 p.m., 5:40 p.m., and 5:45 p.m. These 
are the travel times from which the predictive range for the current day is to be cal-
culated. The thick black line indicates the travel times for the current day up until 
5:30 p.m. 

Figure C.35 shows the results of using the median of the nearest-neighbor travel 
times approach to make a prediction of the expected travel times for the upcoming 
15 minutes and compares these predictions to the travel times that were actually mea-
sured on this day. Table C.18 shows this information in tabular form and also gives the 
predictive travel time ranges, which account for travel time variability in the evolving 
traffic conditions. As shown in the table, each actual measured travel time fell within 
the predictive range. The expected travel times varied from the measured travel times 
by only 5%. 
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TABLE C.17. NEIGHBORING THURSDAY TRAVEL TIMES ON I-15 (MINUTES)
Date in 
2010

5:05 
p.m.

5:10 
p.m.

5:15 
p.m.

5:20 
p.m.

5:25 
p.m.

5:30 
p.m. Distance

Aug. 12 28.3 28.1 27.9 26.1 25.9 24.6 —

May 6 17.1 18.1 18.7 18.8 18.5 17.7 10.4

May 13 18.6 18.0 18.4 18.6 18.1 18.3 10.2

May 20 18.8 19.7 19.8 19.7 18.8 18.4 9.4

May 27 15.6 16.5 16.9 17.0 16.9 16.4 12.5

June 3 28.0 27.9 28.1 27.9 27.6 26.8 2.7

June 10 17.5 19.1 20.1 21.0 21.0 21.0 6.9

June 17 18.2 19.2 19.0 19.2 18.5 17.1 10.6

June 24 34.8 35.0 36.0 37.4 37.0 37.4 16.5

July 1 24.6 25.2 25.9 24.9 24.8 24.3 1.6

July 8 17.5 18.2 18.4 17.1 16.1 15.7 13.0

July 15 15.8 16.1 16.4 16.5 16.9 16.5 12.6

July 22 20.7 22.0 22.4 22.5 22.6 22.9 4.4

July 29 20.8 20.4 20.3 20.0 20.2 19.5 8.0

Aug. 5 22.9 24.5 26.2 26.4 25.7 25.1 1.6
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Figure C.34. Travel time profiles of three closest Thursdays for I-15.
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TABLE C.18. PREDICTED VERSUS ACTUAL TRAVEL TIMES FOR AUGUST 12, 2010, 
FOR I-15
Travel Time Measurement 5:35 p.m. 5:40 p.m. 5:45 p.m.

Predicted lower range (min) 23.6 22.3 20.6 

Predicted upper range (min) 26.7 26.2 24.1 

Predicted (min) 25.1 24.3 22.3 

Measured (min) 23.9 23.1 22.1 

Measured in range of predicted? Yes Yes Yes

Difference between predicted and measured (%) 5.0% –5.2% –1.0%

I-5 Route. The same approach was taken to estimate a predictive travel time range 
for the alternate southbound I-5 route for the same 15-minute time period. Figure C.36 
plots the travel times for the three closest Thursdays identified by the distance calcu-
lation method. The heavy black line indicates the travel times for the current day up 
until 5:30 p.m. 

Figure C.37 compares the median travel time prediction for the upcoming 
15-minute period with the actual travel times that were measured on this route and 
day. Table C.19 expands this information to show the lower and upper bounds of the 
predicted travel time ranges and compares the estimates with the travel times actually 
measured on this day. Each measured travel time fell within the predictive range, and 
expected travel times varied from the measured travel times by less than 5%. 

Figure C.35. Measured and predicted travel times for August 12, 2010, for I-15.
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Figure C.36. Travel time profiles from three closest Thursdays for I-5.

Figure C.37. Predicted and measured travel times for August 12, 2010, for I-5.
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TABLE C.19. PREDICTED VERSUS ACTUAL TRAVEL TIMES FOR AUGUST 12, 2010, FOR I-5
Travel Time Measurements 5:35 p.m. 5:40 p.m. 5:45 p.m.

Predicted lower range (min) 21.6 18.2 18.4 

Predicted upper range (min) 25.9 27.3 26.4 

Predicted (min) 23.8 22.8 22.4 

Measured (min) 24.5 23.2 21.8 

Measured in range of predicted? Yes Yes Yes

Difference between predicted and measured (%) –2.9% –1.7% 3.8%

Synthesis
It is envisioned that the results of the travel time prediction methodologies can be used 
to provide updated travel time information in real time to help users select alternate 
routes based on current traffic conditions, as well as historical travel time patterns and 
reliability. For the example case, the following information could be posted on a vari-
able message sign to provide travelers with current information:

TRAVEL TIMES TO NATIONAL CITY
I-5: 21–26 MIN

I-805/I-15: 23–27 MIN

Conclusion
This use case validation shows that it is possible to provide predictive travel time 

ranges and expected near-term travel times by combining real-time and archived travel 
time data. The validation uses a k-nearest-neighbors approach to compare recent 
travel times from the current day with travel times measured on previous days. It 
then approximates near-term travel times based on the measurements from the most 
similar days. The travel time predictions for both study routes proved very similar 
to the actual travel times measured on the sample day. The travel time ranges output 
by the prediction method provide a way to report travel time reliability information 
in real time to give travelers a more realistic idea of the range of conditions they can 
expect to see during a trip. 
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Transit

Use Case 1: Conducting Offline Analysis on the Relationship Between Travel 
Time Variability and the Seven Sources of Congestion

Summary
This use case aims to quantify the impacts on travel time variability for transit trips 
of the seven sources of congestion: incidents, weather, work zones, fluctuations in 
 demand, special events, traffic control devices, and inadequate base capacity. To per-
form this analysis, methods were developed to extract travel times from APC bus data. 
These travel times were then flagged with the type of event they occurred under (if any) 
and aggregated into TT-PDFs. From these PDFs, summary metrics such as the median 
travel time and planning travel time were computed to show the extent of the variabil-
ity impacts of each event condition. 

Users
This use case has broad applications to a number of different user groups. For transit 
planners, knowing the relative contributions of the different sources of congestion to 
travel time reliability would help them to better prioritize travel time variability miti-
gation measures on a route-specific basis. The outputs of this use case would also be 
of value to operators, providing them with information that informs on the range of 
operating conditions that can be expected on a route given certain event conditions. 
Finally, the outputs of this use case would have value to travelers, by providing better 
predictive travel times under certain event conditions that could be posted in real time 
on variable message signs at stops or on vehicles, or on traveler information websites. 
This information would help users better know what to expect during their trip, both 
during normal operating conditions and when a congestion-inducing event is occurring. 

Site
Three routes were selected for the evaluation of this use case to highlight the varying 
contributions of congestion factors to travel time reliability across different routes, 
service patterns, and times of day. The first route analyzed is Route 20 southbound, 
which travels from the Kearny Mesa area down SR-163 into downtown San Diego. 
For this analysis, the team selected a subset of the route spanning 16.4 miles. This 
study section of Route 20 begins near the intersection of Miramar Road and Kearny 
Villa Road on the northern edge of the Marine Corps Air Station Miramar and con-
tinues south along SR-163 to downtown San Diego. At Balboa Avenue and SR-163, 
after traveling along SR-163 for 6.6 miles, Route 20 takes a detour to Fashion Valley 
Transit Center at Friars Road and SR-163 before reentering SR-163 at I-8. Finally, the 
route terminates in downtown San Diego at 10th Avenue and Broadway.

The second route analyzed, Route 20X, is identical to Route 20 except it does 
not stop at the Fashion Valley Transit Center. Here, the team studied a 14.7-mile long 
stretch of Route 20X beginning near the intersection of Miramar Road and Kearny 
Villa Road on the northern edge of the Marine Corps Air Station Miramar and con-
tinuing south along SR-163 for 12.6 miles to downtown San Diego, terminating at 
10th Avenue and Broadway. 
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The third route analyzed was Route 50 southbound, which travels along I-5 into 
downtown San Diego. This route begins near the Clairemont Drive on-ramp to I-5, 
continues south along I-5 for 6.4 miles, and ends 0.8 miles later at 10th Avenue and 
Broadway. The route is 7.2 miles long.

Routes 20 and 50 were chosen because they travel for significant distances along 
freeways, meaning that roadway incident data can be obtained for them through 
PeMS. Second, these routes were chosen because they travel toward downtown, which 
hosted several special events during the period of study, so their travel times can be 
analyzed for the effect of special events. Finally, these are routes for which a compara-
tively large amount of APC data is readily available.

A map of all routes is shown in Figure C.38.

Methods
These routes were analyzed to determine the travel time variability impacts caused 
by three sources of transit congestion: incidents, special events, and fluctuations in 
demand. Traffic control contributions were not investigated as ramp-metering location 
and timing data could not be obtained. Weather contributions were not considered 
due to the lack of inclement weather in San Diego for the August 2010 study period 
(the only month for which the APC data could be obtained). Lane closures were also 
not considered as they are expected to have little impact on transit service, even when 
the transit route runs along a freeway. The impacts of inadequate base capacity were 
not considered for the same reason. 

Figure C.38. Transit Use Case 2 routes.

Routes 20 and 20X (dashe  )dehsad( 05 etuoR )d
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For every weekday run for which data were available on each of the three routes 
described above, APC data were analyzed to determine the in-vehicle travel time from 
delivered service records. Passenger loadings were also extracted from the APC data.

To link travel times with the event condition that was active during their measure-
ment, each transit run for which a travel time was obtained was tagged with one of 
the following events: baseline (none), special event, incident, or high demand. A travel 
time was tagged with baseline if none of the factors were active during that run. A 
travel time was tagged with incident if an incident was active anywhere on the route 
during that run. Incident start times and durations reported through PeMS were used 
to determine when incidents were active along the route. Incidents with durations 
shorter than 15 minutes were not considered. A travel time was tagged with special 
event if a special event was active at a venue along the route during that time period. 
Special event time periods were determined from the start time of the event and the 
expected duration of that event type. For example, if a football game at Qualcomm 
Stadium had a start time of 6:00 p.m. and was scheduled to end around 9:00 p.m., the 
event was considered active between 4:00 and 6:00 p.m. and between 8:30 and 10:00 
p.m., when the majority of traffic would be accessing and leaving the venue. Finally, 
a travel time was tagged with high demand if the number of passengers on board 
the transit vehicle reached or exceeded 50 at any point during the run. For cases in 
which more than one factor was active, the travel time was tagged with the factor that 
was deemed to have the larger travel time impact (e.g., when a long-lasting incident 
coincided with a trip that also ran during the edge of a low-attendance special event 
window, the travel time was tagged with incident).

Tagged travel times were then divided into different categories based on the time 
of day, because the impacts of the congestion sources are time dependent. For all three 
transit routes, three time periods were evaluated: morning peak, 7:00 to 9:00 a.m.; 
midday, 9:00 a.m. to 4:00 p.m.; and afternoon peak, 4:00 to 8:00 p.m.

Finally, within each time period, TT-PDFs were assembled for all measured travel 
times.

Results
This section describes the results for the different routes.

Route 20 Southbound. For Route 20 southbound, travel time variability and its 
contributing factors were investigated for the 22 weekdays in August 2010. The period 
of study was limited to a single month due to a shortage of data on other months. Data 
on incidents, special events, demand fluctuations, and travel times were collected from 
PeMS, external sources, and the in-vehicle APC sensors, as described above in the sec-
tion on methods.

Scheduled travel times for the subset of Route 20 travel times considered here over 
the period of study range from 39 to 60 minutes, averaging 51.7 minutes. In August 
2010, vehicles averaged 8.1 minutes longer to complete this portion of the route than 
the scheduled time.

The travel time distribution of trips on this route appears to be roughly unimodal, 
with a high standard deviation, greater frequency on the smaller side of the mode, and 
several outlying trips with long travel times. The mode occurs at 54.2 minutes.
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Over the period of study, 129 transit trips were made on this route. Of these 129 
trips, seven special event, two incident, and 16 high-demand trips were recorded. Fig-
ure C.39 shows the travel time distribution for all trips over the study period according 
to the event present (if any) during that trip. 

Figure C.40 shows the distribution of travel times during the weekday morning 
peak of August 2010. Relatively few trips occurred during the morning peak on Route 
20. Those that did occur appeared to be clustered together around 44.2 minutes. This 
could be due to fluctuations in the transit schedule throughout the day, with trips 
occurring early in the morning scheduled with shorter travel times than trips occurring 
later in the day. No events were flagged for trips occurring in this time period.

Figure C.39. Total travel time distribution for Route 20 for August 2010.

Figure C.40. Morning peak travel time distribution for Route 20 for August 2010.
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Figure C.41 shows the travel time distribution over the month for midday trips. 
Travel times for the midday period, in contrast to those seen in the morning peak, 
appear clustered around the primary mode of 54.2 minutes, as shown in Figure C.39. 
The distribution of variability-causing events is interesting, with the two recorded inci-
dent trips associated with longer-than-average trips, and two of the six longest trips 
associated with special events. However, all 11 high-demand trips had shorter than 
average travel times, indicating that large passenger loadings do not have much effect 
on travel times along this route during the middle of the day. This is fortunate, as 11 of 
the 14 high-demand events on this route occurred during the middle of the day.

Figure C.42 shows the travel time distribution of trips taken during the after-
noon peak period. There is one special event, a San Diego Padres baseball game that 
occurred late in the evening, associated with a relatively low travel time of 42.6 min-
utes. High-demand events are also visible throughout the distribution, although they 
do not appear to be correlated with longer travel times. This is the most highly variable 
time period for which this route was analyzed.

Table C.20 summarizes the contribution of each event condition to all travel times, 
to those exceeding the 85th percentile (57.2 minutes), and to those exceeding the 95th 
percentile (70.6 minutes). Although just 3.82% of all trips were associated with a 
special event, 10% of trips on which travel times exceeded the 85th percentile were 
associated with a special event. When limiting the pool to trips that exceeded the 95th 
percentile travel time, a full 14.29% of that total can be associated with special events. 
From a planning and operational standpoint, this indicates that special events are 
associated with long travel times on this route. Thus, there could be some room for 
reliability improvements by improving signage, adding capacity, or advertising alterna-
tive routes during special events.

Figure C.41. Midday travel time distribution for Route 20 for August 2010.  
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TABLE C.20. TRAVEL TIME VARIABILITY CAUSALITY FOR ROUTE 20

Source Active (%)

Active When Travel Time Exceeded

85th Percentile 95th Percentile

Baseline 82.4 80.0% 85.7%

Special Event 3.8 10.0% 14.3%

Incident 1.5 5.0% 0.0%

Demand 12.2 5.0% 0.0%

Route 20X Southbound. Travel time variability and its contributing factors were 
also investigated for Route 20X southbound for the 22 weekdays in August 2010. The 
period of study was limited to a single month due to a shortage of data on other months. 
Data on incidents, special events, demand fluctuations, and travel times were collected 
from PeMS, external sources, and the in-vehicle APC sensors, as described above.

Scheduled travel times for the subset of Route 20X considered here over the period 
of study ranged from 29 to 35 minutes, averaging 32.5 minutes, nearly a full 10 min-
utes less than Route 20. In August 2010, on average, buses took 10.1 more minutes 
than they were scheduled to complete this portion of the route.

A bimodal distribution can immediately be seen in Figure C.43, which plots all trip 
travel times over the month, with most travel times clustered around the higher mode, 
42 minutes, and a smaller grouping around 32 minutes. The source of the bimodal 
distribution is not immediately clear. There is virtually no correlation between the 
scheduled travel time and actual travel time (R2 = 0.043) on this route; trips belonging 
to the lower mode do not necessarily have shorter scheduled travel times. However, of 
the 11 trips with travel times less than 36 minutes, 10 correspond to the 7:13 a.m. run, 
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Figure C.42. Afternoon peak travel time distribution for Route 20 for August 2010.
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and nine were made by the same driver. Of the 11 days when this smaller travel time 
was not seen, 10 had no 7:13 a.m. run scheduled. Thus, there seems to be an unknown 
factor associated with this particular run and driver that leads to a smaller travel time 
on this portion of the route.

Figure C.44 depicts the distribution of travel times along Route 20X during the 
morning peak period (7:00 to 9:00 a.m.) labeled by event condition. The bimodal 
distribution described above can be seen most clearly here as all of the low-travel-time 
trips occurred during the morning peak. This is in stark contrast to the distribution 
of travel times for the morning peak period on Route 20. Both modes appear to be 
tightly bunched. This bimodal distribution makes the morning peak the period with 
the largest travel time variability for this route. Only one event condition was noted 
during the morning peak on this route: a high-demand event that was associated with 
a travel time of 48.6 minutes.

Figure C.45 depicts the distribution of travel times along Route 20X during the 
midday period (9:00 a.m. to 4:00 p.m.), labeled by event condition. Here, a single 
mode is seen around 42.6 minutes. As with Route 20, the midday period saw the larg-
est number of high passenger loadings on this route, with eight high-demand events. 
However, also similar to Route 20, these high loadings do not appear to be associated 
with longer travel times. A single incident event was associated with the highest mid-
day travel time seen on this route, 49.8 minutes.

Figure C.46 depicts the distribution of travel times along Route 20X during the 
afternoon peak period (4:00 to 8:00 p.m.), labeled by event condition. Few trips were 
taken on this route during this time span, so no overwhelming travel time trend can be 
identified other than the high variability of travel times. The largest travel times seen 
on this route occurred during the afternoon period. Of the five largest travel times, two 
were associated with high-demand events.

Figure C.43. Complete travel time distribution for Route 20X for August 2010.
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Figure C.44. Morning peak travel time distribution for Route 20X for August 2010.

Figure C.45. Midday travel time distribution for Route 20X for August 2010.
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Table C.21 summarizes the contribution of each event condition to all travel times, 
to those exceeding the 85th percentile (49.1 minutes), and to those exceeding the 95th 
percentile (51.4 minutes). Although 85.19% of all trips had no associated variability-
inducing event, of those trips that exceeded the 85th percentile travel time, 25% were 
associated with either an incident or high demand, with high-demand events occurring 
more often. All of the high-demand trips that exceeded the 85th percentile travel time 
occurred during the afternoon peak period. From a planning and operational stand-
point, this indicates that there could be some room for reliability improvements by 
adding capacity to high-demand trips on this route during the afternoon peak.

TABLE C.21. TRAVEL TIME VARIABILITY CAUSALITY FOR ROUTE 20X

Source Active (%)

Active When Travel Time Exceeded 

85th Percentile 95th Percentile

Baseline 85.2 75.0% 75.0%

Special event 0.0 0.0% 0.0%

Incident 1.2 8.3% 8.3%

Demand 13.6 16.7% 16.7%

Route 50 Southbound. For the subset of Route 50 southbound travel times con-
sidered here, travel time variability and its contributing factors were investigated for 
the 22 weekdays in August 2010. The period of study was limited to a single month 
due to a shortage of data for other months. Data on incidents, special events, demand 
fluctuations, and travel times were collected from PeMS, external sources, and the 
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Figure C.46. Afternoon peak travel time distribution for Route 20X for August 2010.
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in-vehicle APC sensors as described above. Scheduled travel times for the 158 runs 
analyzed for this route ranged between 18 and 21 minutes, averaging 19.5 minutes. 
The average delivered travel time for this route was 28.75 minutes, a full 9.25 minutes 
more than the average scheduled travel time. Figure C.47 shows the total distribution 
of trip travel times by event condition over the study period. 

The morning peak distribution for this route, shown in Figure C.48, appears simi-
lar to Route 20X, with two widely distributed modes appearing on either side of the 
distribution. However, unlike Route 20X, this bimodal distribution was not exclusive 
to the morning peak period for this route. No events were flagged for trips occurring 
in this time period.
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Figure C.47. Complete travel time distribution for Route 50 for August 2010.
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Figure C.48. Morning peak travel time distribution for Route 50 for August 2010.
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Similar to the other two routes analyzed here, the midday period, shown in Fig-
ure C.49, carried the majority (four of five) of the high-demand trips on this route. 
However, continuing the trend of Routes 20 and 20X, those high-demand trips are not 
strongly associated with longer travel times. A majority of the trips clustered around 
the low end of the travel time distribution occurred during the midday period.

Figure C.50 depicts the travel time distribution of trips taken during the afternoon 
peak period on Route 50. Immediately visible is the apparent relationship between inci-
dent events and long travel times, as two of the three longest travel times seen during 
this month were associated with incidents (the third was associated with a special event).
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Figure C.49. Midday travel time distribution for Route 50 for August 2010.

Figure C.50. Afternoon peak travel time distribution for Route 50 for August 2010.
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Table C.22 summarizes the contribution of each event condition to all travel times, 
to those exceeding the 85th percentile (35.9 minutes), and to those exceeding the 95th 
percentile (37.1 minutes). Although 92.36% of all trips had no associated variability-
inducing event, of those trips that exceeded the 85th percentile travel time, the percent-
age with no variability-inducing event dropped to 91.67%. When limiting the pool 
to trips that exceeded the 95th percentile travel time, a full 25% of that total can be 
associated with incidents (although special events were associated with just 3.18% of 
all trips). From a planning and operational standpoint, this indicates that there could 
be some room for reliability improvements by focusing more resources on clearing 
roadway incidents more quickly along this route to lessen the severity of their impact.

TABLE C.22. TRAVEL TIME VARIABILITY CAUSALITY FOR ROUTE 50

Source Active (%)

Active When Travel Time Exceeded 

85th Percentile 95th Percentile

Baseline 92.4 91.7% 75.0%

Special event 0.6 0.0% 0.0%

Incident 3.2 8.3% 25.0%

Demand 5.1 0.0% 0.0%

Conclusion
This use case analysis illustrates one method for exploring the relationship between 
travel time variability and the sources of congestion. The methods used are relatively 
simple to perform provided that the transit APC data can be obtained and sufficiently 
cleaned. The application of the methodology to the three San Diego routes revealed 
key insights into how this type of analysis should be performed. 

Of note is the limited sample size used in this analysis. To ensure statistical signifi-
cance and meaningful analysis, ideally no less than three months’ worth of data should 
be used to avoid invalid conclusions due to anomalies. Breaking the travel times down 
by time of day according to local traffic patterns is valuable as it isolates the effects of 
sources of congestion by time of day. For example, on Route 20 high passenger load-
ings are associated with longer trip times during the afternoon peak period, but not at 
other times of day.

Use Case 2: Using Planning-Based Reliability Tools to Determine Departure 
Time and Travel Time for a Trip

Overview
Perhaps the most commonly occurring use case related to transit data is the case of 
the transit user seeking information about the system for trip-planning purposes. 
This happens thousands of times each day in cities across the country, and with good 
 reason. The dissemination of traveler information such as real-time arrivals, in-trip 
guidance, and routing can lead to a more satisfactory transit experience for the user 
and potentially increase ridership.
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Conversely, uncertainty can also have a significant effect on the traveler experi-
ence. The agony associated with waiting for transit service has been well documented; 
research suggests that passengers overestimate the time they spend waiting by a fac-
tor of two to three compared with in-vehicle time (3). Meanwhile, driving is often 
perceived as offering travelers a greater sense of control compared with other modes. 
Offering transit users accurate and easily accessible information on the transit system, 
although certainly stopping short of providing direct control over the trip, can give 
peace of mind to transit riders, reducing uncertainty along with the discomfort of wait-
ing for service. As the reliability of this information improves, so will the experience 
of transit users.

The use of planning-based reliability tools to determine departure times and travel 
times for a trip therefore has the potential to improve passenger understanding of the 
state of the transit network, leading to less uncertainty and greater ease of use of 
the transit system. 

Site Characteristics
Transit agencies are rarely able to equip their entire fleets with APC or AVL sensors, 
making it difficult to conduct a thorough analysis of the entire network. For San  Diego’s 
bus network, approximately 40% of buses have APC or AVL sensors installed, though 
not all of these sensors are fully operational. Due to malfunctioning sensors and limi-
tations in the distribution of APC- or AVL-equipped vehicles, only 30% of San Diego 
routes are covered by transit vehicles equipped with functioning APC or AVL sensors.

Route 30 northbound was chosen for this study primarily because it is the route for 
which the largest quantity of APC data was available for the period of study (August 
2010). A subset of the route from the Grand Avenue exit on Highway 5 along the coast 
to the intersection of Torrey Pines Road and La Jolla Shores Drive (8.13 miles) was 
chosen for this study.

For comparative purposes, Route 11 northbound was also examined. This route 
also contains a comparatively large amount of APC data for August 2010. It travels 
through the Southcrest neighborhood at 40th Street and National Avenue West on 
National Avenue, through downtown and north on 1st Avenue to University Avenue 
and Park Boulevard. The total length for the portion of the route analyzed here is 
11.68 miles. Both routes are shown in Figure C.51. 

Data
The data used in this analysis was obtained from SANDAG. It is APC data collected 
from August 1 to August 31, 2010, and it consists of measurements taken every time 
the vehicle opens its doors. Each data point contains the following variables, among 
others:

•	 Operator ID;

•	 Vehicle ID;

•	 Trip ID;

•	 Route ID;
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•	 Door open time;

•	 Door close time;

•	 Number of passengers boarding;

•	 Number of passengers alighting; and

•	 Passenger load.

Notably absent from these data is any kind of service pattern designation, which 
is necessary to group similar trips together for comparison purposes. Route ID is not 
a sufficient level at which to group trips, since a single route often consists of multiple 
service patterns (e.g., express patterns and alternate termination patterns). This means 
that the APC data must be preprocessed in order to identify which trip measurements 
can be grouped into the same service pattern.

APC passenger count data are collected by detecting disturbances of dual light 
beams positioned at the doors of the transit vehicle. Boardings and alightings are 
detected based on the order in which the beams are broken by a passenger entering 
or exiting the vehicle. This data can be unreliable as some preprocessing of the data 
occurs on the sensor itself; specifically, the passenger load is never allowed to drop 
below zero.

For the subset of the Route 30 trip times considered here, scheduled trip times 
range from 32 to 38 minutes, and scheduled headways range between 13 and 46 min-
utes (the mean scheduled headway is 21.6 minutes). Approximately 700 vehicle trips 
over 20 weekdays in August 2010 were analyzed. Of the APC data for this entire route, 
50% is imputed. It is necessary to impute data for points for which the measured data 

Figure C.51. Analyzed portions of Routes 30 and 11.

Route 30 R oute 11 



280

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

are missing or do not make physical sense. For example, if a given transit stop has 
no passengers waiting at it, and no riding passengers have requested a stop there, it 
is common for the transit vehicle to skip this stop. This results in a missing APC data 
point for that stop that must be imputed. Because this practice is particularly common 
at the beginnings and ends of runs, for this subset of the route it is expected that the 
percentage of data imputed is lower than 50%.

For the subset of Route 11 trip times considered here, scheduled trip times range 
from 40 to 56 minutes, and scheduled headways range between 15 and 76 minutes 
(the mean scheduled headway is 30 minutes). Approximately 850 vehicle trips over 
20 weekdays in August 2010 were analyzed. Of the APC data for this route, 53.20% 
is imputed.

Approach
Most other analyses of AVL and APC data consider transit trip components (e.g., run 
time, dwell time, and headways) separately (4–7). This can be considered an agency-
centric approach as it attempts to answer questions that a transit system operator may 
be interested in, such as “How are dwell times affecting on-time performance?” and 
“What is an appropriate layover time?” 

In this analysis, the team combined headways and in-vehicle travel times in order 
to view transit performance measurement from a more passenger-centric perspective. 
The service experienced by the passenger is studied by focusing the analysis on answer-
ing the fundamental passenger question “If I were to go to the bus stop at a certain 
time, when would I arrive at my destination?”

This study assumes that passengers do not plan their transit trips according to real-
time or scheduled data, but rather follow a uniform arrival pattern throughout the day, 
beginning their transit trips independently of the state of the system.

Methods
To begin this validation, the literature was surveyed to determine the recommended 
planning-based means for calculating the best departure time for a trip in a general 
way. An appropriate departure time will take into account the variability within the 
transit system, while being calculated in a way that is intuitive and useful to users.

The focus group interviews conducted with passenger travelers showed that for 
daily, unconstrained trips, planning time is the most appropriate metric for passengers. 
Planning time is a travel time metric that accounts for variability within the system, 
representing a percentile (often the 85th or 95th) travel time for a trip. That is to say, 
the planning time for a trip is the travel time that should be accounted for in order for 
the traveler to be on time a certain percentage of the time. Trip here is taken to mean a 
pattern of movement between two points at a certain time of day; thus, planning time 
is always computed based on travel times for a single trip over a range of dates. 

In order to satisfy this use case and determine the planning time for a transit trip, 
the travel times for a single trip over a range of days must be found. It is possible to 
calculate such a table based on APC data alone. To do this, the team took the follow-
ing steps:
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1. A section of 8.13 miles of Route 30 northbound (from the Grand Avenue exit on 
Highway 5 along the coast to the intersection of Torrey Pines Road and La Jolla 
Shores Drive) was chosen to analyze for this use case.

2. APC data were used to measure actual travel times for trips along this route begin-
ning every 2 minutes throughout the day. These trips begin independently of the 
bus schedule.

3. The previous step was repeated for each of the dates in the study range.

4. By using the data garnered from the previous steps, a table was created whose col-
umns are dates, rows are times of day, and values are travel times along this transit 
route. The PDF distribution of travel times for each of the trips is computed in this 
table.

The notion of computing such a table of travel times is common in highway per-
formance measurement, but less common for transit performance measurement. Tran-
sit performance measurement tends to focus on travel time in relation to a schedule 
(schedule adherence) rather than absolute travel time.

The results of this analysis for August 31, 2010, can be seen in Figure C.52. The 
troughs correspond to trips that began immediately before the departure of a bus. The 
peaks represent trips that began just after the departure of a bus. The steadily down-
ward sloping lines following peaks indicate trips that began between bus departures; 
the trips within a single downward sloping section are related in that they all go on to 
travel on the same bus, whose arrival is indicated by the following trough. The travel 
times are complemented by a Marey graph of the trips for this day. It can be seen that 
the troughs correspond to bus departures. 

A similar Marey graph and travel time plot, also for August 31, 2010, are shown 
in Figure C.53 for Route 11 northbound.

Results
Analyzing multiple days yields statistical measures of travel time variability. Here, 22 
weekdays in August 2010 are analyzed following the preceding methodology to obtain 
Figure C.54, which depicts average travel times and the distribution of travel times 
along the vertical axis, with darker shading corresponding to higher frequency.

All that remains to complete the validation of this use case is to select a desired 
arrival time and subtract the expected travel time from it. The expected travel time can 
be extracted from the distributions presented in Figure C.54, and a range of expected 
travel times are given. Interpolation may be necessary to obtain precise arrival times 
depending on the sample size. The departure times and travel times resulting from this 
analysis are presented in Tables C.23 and C.24 for Routes 30 and 11, respectively. 
Because bus departures are discrete and not continuous events, it is possible that a 
range of departure times can correspond to a single arrival time. This effect goes away 
with larger sample sizes.
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TABLE C.23. DEPARTURE TIMES AND TRAVEL TIMES ON ROUTE 30 NORTHBOUND
75th 
Percentile 
Departure 
Time

75th 
Percentile 
Travel Time

85th 
Percentile 
Departure 
Time

85th 
Percentile 
Travel Time

95th 
Percentile 
Departure 
Time

95th 
Percentile 
Travel Time Arrival Time

6:54 a.m. 1 h 6 min 6:53 a.m. 1 h 7 min 6:52 a.m. 1 h 8 min 8:00 a.m.

10:06 a.m. 54 min 9:53 a.m. 1 h 7 min 9:45 a.m. 1 h 15 min 11:00 a.m.

2:02 p.m. 58 min 2:00 p.m. 1 h 1:58 p.m. 1 h 2 min 3:00 p.m.

4:03 p.m. 57 min 4:00 p.m. 1 h 3:27 p.m. 1 h 33 min 5:00 p.m.

Figure C.52. Marey graph (top) and passenger travel times (bottom) by time of day for 
Route 30 on August 31, 2010.

 
 

117 
2014.04.23 10 L02 Guide Appendix C Part 2_final for composition.docx 

A similar Marey graph and travel time plot, also for August 31, 2010, are shown in 

Figure C.53 for Route 11 northbound. 
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Figure C.53. Marey graph (top) and passenger travel times (bottom) by time of day for Route 11 
on August 31, 2010.

 

TABLE C.24. DEPARTURE TIMES AND TRAVEL TIMES ON ROUTE 11 NORTHBOUND
75th 
Percentile 
Departure 
Time

75th 
Percentile 
Travel Time

85th 
Percentile 
Departure 
Time

85th 
Percentile 
Travel Time

95th 
Percentile 
Departure 
Time

95th 
Percentile 
Travel Time Arrival Time

6:26 a.m. 1 h 34 min — — — — 8:00 a.m.

8:55 a.m. 2 h 5 min 8:41 a.m. 2 h 19 min 8:40 a.m. 2 h 20 min 11:00 a.m.

12:40 p.m. 2 h 20 min 12:38 p.m. 2 h 22 min 12:38 p.m. 2 h 22 min 3:00 p.m.

2:54 p.m. 2 h 6 min 2:52 p.m. 2 h 8 min 2:37 p.m. 2 h 23 min 5:00 p.m.
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Conclusion
The most direct analysis would be achieved by restricting the date range to dates with 
identical schedules; however, in practice it can be rare to find days with the exact same 
schedule. Regardless, because for routes with headways smaller than 10 minutes it is 
common for passengers to arrive at bus stops independently of the schedule, the con-
stant arrival pattern used in this simulation may be more meaningful.

Agencies should strive to either reduce transit travel times across the day or estab-
lish reliable times of day when the transit travel time can be expected to be low. As seen 
in the transition between Figure C.52 and Figure C.53, as more days are added to the 
analysis, the strong peaks correlating to regular bus departures can become obscured if 
the transit schedule is not regular day to day. This results in the slightly blurry look of 
the distributions in Figure C.54. However, if a period of study is selected in which the 
transit schedule is fixed, the troughs will always appear in the same locations, indicat-
ing good reliability across days from the transit user’s perspective.

Figure C.54. Planning time for trips on (top) Route 30 northbound and (bottom) Route 11 
northbound.
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Use Case 3: Analyzing the Effects of Transfers on the Travel Time Reliability 
of Transit Trips

Summary
The goal of this use case is to demonstrate a methodology for quantifying the effects of 
missed transfers on travel time (and travel time reliability) for a particular transit trip. 
The likelihood of a transfer being missed is predicted based on three factors: the mea-
sured performance of the vehicles on the route, the schedule, and an assumed passen-
ger arrival distribution. In this use case, two transfer trips in San Diego are simulated, 
and the resulting passenger travel time histograms (accounting for the effects of missed 
transfers) for each route are presented. The delay applied when a transfer is missed is 
based on the vehicles’ measured performance, as well as the schedule. Practically, this 
methodology could aid in the identification of a pair of buses whose chronic schedule 
deviations at a particular location are likely to cause missed transfers.

Missed transfers in a transit system are rarely monitored, despite the problems 
they cause for passengers. In practice, transit systems are most often evaluated accord-
ing to the performance of individual vehicles, stops, and routes, not the interactions 
between them. In contrast, the likelihood of a missed transfer occurring depends on 
combinations of several factors, making it hard to estimate. This use case takes a 
systems approach to quantify the effects of three distributions: passenger arrival rate, 
on-time vehicle performance, and schedule-based transfer time on passenger travel 
time distributions. Additionally, a sensitivity analysis is used to isolate the effects of 
changes in each of these three distributions on the percentage of transfers predicted to 
be missed and the total passenger travel time histogram for the route. 

The simulation techniques found in this use case are made possible by the increas-
ing availability of data from APC and AVL systems. These data are typically rich, con-
taining vehicle arrival times and passenger loading information at stops along a route, 
often accompanied by contextual geographic information to relate records from mul-
tiple vehicles. All simulations in this use case are based entirely on APC data from the 
San Diego bus system, the bus schedule, and an assumed passenger arrival distribution.

Users
The anticipated users of this case study are transit agency operators with an interest in 
minimizing missed transfers and their negative effects on passenger travel time. Opera-
tors of transit agencies with APC data collection systems in place will find guidance on 
how to use their observed schedule adherence data to identify the predicted rates of 
transfers missed between a given pair of vehicles. Schedule or route adjustments can 
then be made to reduce the rate of missed transfers and decrease passenger travel times.

Transit passengers are expected to be the prime beneficiaries of this use case. For 
the passenger, missing a transfer that should have been available according to the 
schedule is costly in terms of increased travel time and stress. Computer-based trip 
planners almost exclusively route passengers across transfers based on the transit 
schedule, not real-time data. Furthermore, trip planners can often recommend routes 
that transfer at unofficial transfer points. This means that any time a transfer is missed 
(i.e., the scheduled arrival order of two buses at a stop is reversed due to schedule 
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deviations), passengers may be affected, even if the transfer was officially untimed. 
Any efforts to reduce passenger travel times across the system must consider the effects 
that missed transfers can have on overall system travel times and travel time reliability.

Site
San Diego’s transit network is extensive and well connected, containing many transfer 
points. This makes it an ideal test setting. It includes 88 bus routes and several light rail 
lines. Most importantly, many buses in this system are equipped with APC equipment 
to monitor on-time performance. Two routes containing transfers through San Diego 
were selected for this analysis and are described in Table C.25. These routes were cho-
sen for their popularity with riders as well as their high data coverage rates. Maps of 
the routes are shown in Figure C.55. Route A is from the Gaslight District to the San 
Diego Zoo and has a predicted travel time of 39 minutes. Route B is from Sea World 
to the Birch Aquarium and has a predicted travel time of 55 minutes.

Trip times are simulated from APC data collected on these buses. These data origi-
nate from location-tracking devices installed directly in the buses themselves and are 
based on GPS technology. Each APC device keeps a detailed event-based record of the 
vehicle’s performance as it drives along the route. A data point is created every time 
the vehicle makes a stop. For this use case, the relevant elements in each data point are 
as follows:

•	 The name of the route that the bus was on (e.g., Route 30);

•	 A unique ID corresponding to the individual run being made;

•	 A unique ID corresponding to the stop at which the record was made, enabling 
stops across routes to be cross referenced;

•	 The time when the doors opened at the stop;

•	 The time when the doors closed at the stop; and

•	 The scheduled time when the stop was supposed to be made.

TABLE C.25. ROUTE CHARACTERISTICS

Route

Bus A 
Distance 
(mi)

Bus B 
Distance 
(mi)

Total 
Distance 
(mi)

Transfer 
Location

Estimated 
Timea 
(min)

A: Gaslight 
District to the 
Zoo

3.7 1.0 4.7 Park Boulevard 
and University 
Avenue

39 

B: Sea World to 
Birch Aquarium

3.7 6.4 10.1 Mission 
Boulevard and 
Felspar Street

55 

a Estimated time is from the San Diego MTS trip planner for a trip departing at 10:00 a.m. on a 
weekday. 
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Methods
This section describes the data preparation and trip time methodologies.

Data Preparation. In order to relate trip times on these transfer routes to the on-
time performance of the buses serving them, several issues with the raw APC data must 
first be addressed. Most critically, the data are not a complete record of all vehicle 
activity throughout the system. Only a portion of the vehicle fleet is instrumented with 
APC equipment, and certain routes have higher coverage rates than others. With data 
available on only a fraction of the runs, gaps in data coverage become problematic, 
particularly when exploring missed transfers. Because of the missing data, the number 
of directly observed transfers between two buses at a given stop and time is relatively 
low, as either the arriving or departing bus will often be uninstrumented. This means 
that in this setting it is impossible to simply observe the missed transfers and total trip 
times directly.

To circumvent this problem of incomplete instrumentation, a simulation-based 
method is used. This method works on the assumption that the on-time performance 
of the runs for which APC data exists is representative of the on-time performance of 
all trips. Rather than directly observing on-time performance that would result in a 
missed transfer, a large number of virtual trips on Routes A and B are simulated based 
on APC data, an empirical passenger arrival distribution (8), and the schedule.

Figure C.55. Routes A (left) and B (right). Route endpoints are hollow, and the transfer 
point is filled in.
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The APC data contribute distributions of arrival schedule adherence, departure 
schedule adherence, and travel times for the relevant buses and stops. In order to 
construct these distributions accurately, only data from runs that serve both the origin 
and transfer (or transfer and destination) stops should be included. Grouping the data 
into service patterns facilitates this step. A service pattern is a finer unit of organiza-
tion than a route and represents a grouping of trips that share the same stops in the 
same order. Route variations with alternate termination points or express service are 
examples of distinct service patterns within the same route. To detect service patterns 
in the data, repeating patterns of stops made by different vehicles within a single route 
were identified. Runs were then labeled according to the service pattern they represent. 
Considering APC traces at the service pattern level instead of the route level allows 
data from trips that do not serve the desired stops to be discarded. 

The inclusion of the passenger’s arrival time at the origin in the simulated trips 
means that there are actually two transfers on each route (from walking to Bus A and 
then walking from Bus A to Bus B). Thus, the simulated passenger can catch both 
buses, miss only Bus A, miss only Bus B, or miss both buses. The passenger arrival time 
distribution is based on a distribution empirically derived by Bowman and Turnquist 
(8), scaled to the 15-minute headway of Bus A (on both Routes A and B).

The distribution of schedule-based transfer times was constructed based on the 
daytime weekday schedule for Buses A and B on each route. The transfer times for 
both routes are irregular as they are untimed. However, despite their irregularity, in 
each there was some correlation between consecutive transfer times. For example, if 
one transfer time was short, the following transfer time was scheduled to be longer. 
Because of this, missed connections at the transfer point were assessed a travel time 
penalty corresponding to the transfer time immediately following the one that was 
missed (without another independent sample). This additional travel time is the same 
as Bus B’s headway at that time of day. The relevant distributions used to simulate 
travel times on Route B are shown in Figure C.56. 

Figure C.56. Distributions used to simulate travel times on Route B.
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Several of these distributions correlate with each other, affecting how the samples 
are drawn in each simulation; Figure C.57 shows an example. On both routes, there 
was some correlation between Bus A’s departure time at the origin, Bus A’s travel time, 
and Bus A’s departure time at the transfer point. That is to say, a bus that departed late 
from the origin was more likely to be late when it left the transfer point. Correlation 
between Bus B’s departure time at the transfer point and Bus B’s travel time was also 
found. Because of these relationships between the distributions, simulated trips must 
not sample values from these related distributions independently. In a single travel time 
simulation, the values sampled from correlated distributions must come from the same 
APC trip record because they are related.

Approach to Obtain Trip Times. The procedure for determining a single trip time 
can be seen in Figure C.58. To begin, values are randomly sampled from the Bus A 
departure and passenger arrival distributions. These values (both relative to Bus A’s 
scheduled departure at the origin) are then compared to determine whether Bus A is 
caught. If the departure time for Bus A is greater than the passenger’s arrival time, the 
first bus is caught. Otherwise, the first bus is missed (as a result of the passenger’s late 
arrival, the bus departing early, or some combination of the two). If the bus is missed, 
a single Bus A headway is added to the total trip time to represent the time spent wait-
ing for the next bus. For both Routes A and B, Bus A maintained regular 15-minute 
headways during the daytime on weekdays.

Once Bus A is caught, the Bus A travel time value from the same data record as 
Bus A’s departure from the origin is added to the total trip time, bringing the virtual 
passenger to the transfer point. Whether the transfer is made depends on three things: 
Bus A’s departure time from the transfer point relative to the schedule, the scheduled 
transfer time, and Bus B’s departure from the transfer point relative to the schedule. 
In order to be conservative and to acknowledge the time required by the passenger to 
move between buses, the measured time that Bus A departs from the transfer point is 
actually used to construct the distribution of Bus A’s arrival time at the transfer point. 

Figure C.57. Positive correlation between Bus B’s departure time at the transfer stop 
and its arrival time at the destination on Routes A and B.

 Bus A Departure Adherence at Origin
(minutes past schedule)

Bus A Departure Adherence at Origin
(minutes past schedule)
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Figure C.58. Procedure followed to generate travel times.

This represents a worst-case scenario. If Bus A’s departure adherence is earlier than the 
sum of Bus B’s departure adherence and the scheduled transfer time, Bus B is caught. 
Otherwise, Bus B is missed. Because of their correlation, the value used to represent 
Bus A’s arrival at the transfer point is taken from the same run in the APC data as 
Bus A’s schedule adherence at the origin and Bus A’s travel time.

If Bus B is missed, then a penalty of one Bus B headway is assessed to the trip time. 
For both Routes A and B, Bus B’s headways were irregular. Because of this, the time 
until the arrival of the next consecutive Bus B is taken, as opposed to simply sampling 
another transfer time value, or an independent headway from Bus B. After the trans-
fer, the Bus B travel time value from the same run as the sampled Bus B transfer point 
departure is applied to the total trip time. 

This completes the simulation, and the total travel time is computed as the sum of 
its components. The arrival and departure adherence distributions (passenger arrival 
time, Bus A’s departure time at the origin, Bus A’s departure time at the transfer point, 
and Bus B’s departure time at the transfer point) are all in terms of schedule adherence: 
actual time−scheduled time. The other travel time and transfer time distributions are 
magnitudes of time. This process was repeated 10,000 times for each route to obtain 
travel time histograms that accurately reflect the sample distributions.

Results
This section describes the results for the different routes.

Route A: Gaslight to the San Diego Zoo. A simulation of 10,000 trips on Route A 
produced the PDF for travel time shown in Figure C.59. The shortest travel time is 
22 minutes, and the longest is 96 minutes. The 50th percentile is reached at 47 min-
utes, and the 95th percentile is reached at 62 minutes. The average is 47 minutes. The 
longest travel time is 104% longer than the mean and 336% as long as the shortest 
time. Guidance to potential passengers might be that they should expect the trip to 
take 47 minutes, but one out of every 20 trips will take longer than 62 minutes.

The histogram of travel times appears normally distributed, with a portion of the 
simulated travel times skewed to the right. These trips represent times when a very 
long in-vehicle travel time was sampled for one of the legs of the trip, not necessarily 
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trips on which a connection was missed. Further insight into travel times on this route 
can be gained by dividing the simulated trips into those that made or missed each bus. 

Table C.26 presents a breakdown of the simulations by scenario. Four out of five 
simulated trips were able to catch both buses and enjoyed shorter average travel times. 
The median travel time increased by approximately 9 minutes for each bus that was 
missed. Surprisingly, the trip time histograms for trips that missed buses were more 
tightly grouped (and thus had better travel time reliability) than those that made both 
buses. This observation is discussed in further detail in the following section.

Route B: Sea World to the Birch Aquarium. A simulation of 10,000 trips on Route B 
produced the PDF shown in Figure C.60. The shortest travel time is 42 minutes, and 
the longest is 138 minutes. The 50th percentile is reached at 66 minutes, and the 95th 
percentile is reached at 85 minutes. The average travel time is 67 minutes. Thus, the 
longest travel time is 109% longer than the mean and 229% as long as the shortest 
time.  Guidance to potential passengers might be that they should expect the trip to take 
66 minutes, but one out of every 20 trips will take longer than 85 minutes. The histogram 
of travel times appears approximately normal, with a longer tail of high travel times.

Figure C.59. Histogram of 10,000 simulated trips on Route A.

 

TABLE C.26. TRAVEL TIME DISTRIBUTIONS UNDER DIFFERENT TRIP SCENARIOS ON ROUTE A

Scenario
Percentage
(%)

Minimum
(min)

Median 
(min)

95th 
Percentile 
(min)

Maximum
(min)

Mean 
(min)

Standard 
Deviation 
(min)

Make both 81.71 22 45 59 96 46 7.78

Miss A, make B 7.69 36 54 66 96 54 7.05

Make A, miss B 9.76 34 52 65 79 53 6.84

Miss A, miss B 0.84 42 63 69 71 62 5.25

Total 100 22 47 62 96 47 8.25
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On Route B, whether either Bus A or Bus B, or both, were missed or caught was 
tracked for the purposes of exploring the effects of missed transfers on travel time. Travel 
time histograms corresponding to each scenario are plotted in Figure C.61 and described 
in Table C.27. Missing one or more buses leads to increased travel times on this route, 
although (as with Route A) the travel time reliability actually improves as well.

This apparent improvement in reliability may be unexpected, but according to 
Figure C.58, simulated trips that miss Bus A or Bus B are subjected to no or little 
additional randomness. If Bus A is missed, a predetermined 15-minute headway is 
added to the trip time. If Bus B is missed, a Bus B headway (ranging between 13 and 
16 minutes) is added to the trip time (note that the standard deviation is greater when 
missing Bus B than when missing Bus A). Thus, the smaller standard deviations when 
missing buses are attributed to the smaller sample sizes and the presence of outliers in 
the make-both case.

The presence of a few extremely long travel times for Bus A and Bus B on each 
route contributed to these patterns. With a greater number of simulations catching 
both buses on each route, more make-both simulated trips had the opportunity to 
experience an extremely long in-vehicle travel time. Thus, the rare occurrence of an 
extremely long travel time (roughly twice as long as the average travel time in these 
data) can have a greater effect than the occasional missed bus. However, it is important 
to note that trips that miss one or more buses do so unexpectedly, so even though the 
reliability in those scenarios is improved, the passenger cannot plan for them, and their 
existence diminishes the reliability of the trip as a whole.

Discussion
A sensitivity analysis comparing the effects on various measures of travel time (as well 
as the percentages of simulated passengers who miss one or more buses) on Route B is 
presented in Table C.28. The baseline case represents the results of the simulation with 
all distributions unaltered. The passenger arrival distribution, Bus B’s departure adher-
ence at the transfer stop, and the scheduled transfer time are then each incrementally 

Figure C.60. Histogram of 10,000 simulated trips on Route B.
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Figure C.61. Travel times when catching and missing buses on Route B.
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TABLE C.28. SENSITIVITY ANALYSIS ON ROUTE B

Mean 
(min)

Median 
(min)

95th 
Percentile 
(min)

Standard 
Deviation 
(min)

Make 
Both 
(%)

Miss A, 
Make B 
(%)

Make A, 
Miss B 
(%)

Miss 
Both 
(%)

Baseline 67 66 85 9.75 85.93 4.71 8.91 0.45

Pax arrival + 1 min 67 65 85 9.93 82.54 7.33 9.29 0.84

Pax arrival + 2 min 67 66 85 9.84 76.28 14.57 7.65 1.50

Pax arrival + 3 min 67 66 86 10.17 66.49 23.90 6.95 2.66

Pax arrival * 1.2 68 67 87 10.03 86.86 3.38 9.35 0.41

Pax arrival * 1.4 69 68 88 10.46 87.05 3.24 9.30 0.41

Bus B departure – 1 min 68 67 87 10.25 83.70 3.35 12.47 0.48

Bus B departure – 2 min 68 67 87 10.40 79.23 3.24 17.04 0.49

Bus B departure – 3 min 68 67 86 10.21 72.53 2.87 23.64 0.96

Bus B departure * 1.2 69 68 88 10.35 86.65 3.77 9.09 0.49

Bus B departure * 1.4 69 68 89 10.62 86.11 3.70 9.83 0.36

Scheduled transfer time 
– 1 min

68 67 87 10.23 83.41 3.36 12.63 0.60

Scheduled transfer time 
– 2 min

68 67 86 10.21 80.05 3.27 16.02 0.66

Scheduled transfer time 
– 3 min

68 66 86 10.25 76.51 3.05 19.54 0.90

Scheduled transfer time 
* 0.8

67 66 85 9.77 85.08 3.37 11.02 0.53

Scheduled transfer time 
* 0.6

66 65 84 9.65 80.09 3.64 15.61 0.66

Note: Pax = passenger.

TABLE C.27. TRAVEL TIME DISTRIBUTIONS UNDER DIFFERENT TRIP SCENARIOS ON ROUTE B

Scenario
Percentage
(%)

Minimum
(min)

Median 
(min)

95th 
Percentile 
(min)

Maximum
(min)

Mean 
(min)

Standard 
Deviation 
(min)

Make both 85.93 42 65 82 138 66 9.22

Miss A, make B 4.71 51 73 86 122 74 8.10

Make A, miss B 8.91 56 75 92 122 76 8.53

Miss A, miss B 0.45 69 82 100 117 83 8.67

Total 100 42 66 85 138 67 9.75

shifted or scaled, and 10,000 trips with the adjusted distributions are simulated. The 
scheduled transfer time was held at zero instead of allowing it to go negative.

Each of these 15 scenarios is designed to disrupt transfers. However, missed trans-
fers do not directly affect in-vehicle travel time, which makes up the bulk of the total 
travel time. For example, when Bus B’s departure was shifted 3 minutes earlier, 15.24% 



295

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

more passengers missed the second bus, with each of those passengers experiencing a 
delay of one Bus B headway. However, the mean travel time in this scenario only 
increased by 1 minute. This could be because the duration of the transfer is a relatively 
small part of the total trip time on Route B due to its length. Also, shifting departures 
earlier makes all trips in which the bus is not missed start sooner, decreasing wait times 
overall and offsetting increases in the mean and median due to missed connections. 
This suggests that traditional performance metrics (even reliability-based metrics) may 
not be capable of capturing the full effects of missed transfers.

When the scheduled transfer time is confined to a tighter range, travel time reli-
ability (as measured by standard deviation) increases. This is because the distribution 
of transfer times has such a wide range on this route (from 1 to 26 minutes) that when 
those long transfer times are cut nearly in half, as in the (scheduled transfer time * 0.6) 
case, each simulation benefits equally from reduced transfer times, even though the 
percentage of passengers who miss Bus B rises.

Conclusion
This use case has leveraged a simulation-based approach to demonstrate the possibility 
of simulating the percentages of missed transfers on a route based on APC data. These 
missed transfers could be due to late passenger arrivals, mistimed vehicle arrivals at the 
transfer point, or a transfer time that is too short as scheduled. The impacts of missed 
transfers on travel time and travel time reliability are explored through a sensitivity 
analysis. It is concluded that unusually long in-vehicle travel times can have a larger 
effect on traditional reliability measures than missed transfers, potentially hiding the 
existence of missed transfers on a route.

Freight

Use Case: Using Freight-Specific Data to Study Travel Times and Travel Time 
Variability Across an International Border Crossing 

Overview
Calculating travel time reliability for freight poses unique data challenges and begs 
the question: How does travel time reliability for freight transportation systems dif-
fer from the question of reliability in the overall surface transportation system? From 
the research performed in this project, the team determined that two primary factors 
differentiate freight systems and the overall surface transportation system: traveler 
context and trip characteristics. 

Traveler context is a primary differentiator between freight trips and all other 
surface modes: rather than delivering travelers to a destination, a freight trip delivers 
goods. Because freight drivers are being paid to perform a freight trip, the commercial 
ecosystem surrounding this concept means that the entire program of scheduling and 
executing freight trips is much more organized than a typical passenger trip. Thus, 
freight drivers acquire and use travel time reliability information in a fundamentally 
different manner than other travelers. 
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In terms of trip characteristics, freight and overall travel have spatial differences, 
temporal differences, and facility differences. Spatial differences refer to the fact that 
origins and destinations with the heaviest freight traffic do not necessarily also have 
the highest overall traffic volumes. Numerous O–D surveys have been employed to 
identify high-priority freight corridors, and these can be used to focus freight reliability 
monitoring efforts. In terms of temporal differences, freight traffic generally does not 
follow the same temporal morning and afternoon peak pattern of passenger travel. 
In fact, many freight trips are made during off-peak hours to avoid recurrent conges-
tion. Finally, facility differences refer to the existence in some locations of freight-only 
lanes or corridors, which would need to be monitored separately from general purpose 
travel lanes. 

Given these differences, the project team decided to take a different approach than 
that taken for the freeway and transit data and instead focus analysis on a very spe-
cific freight reliability concern: travel times and reliability across international border 
crossings. 

Data Challenges
This freight use case validation presented a number of data challenges, mostly due to 
the fact that distinguishing freight traffic within an overall traffic stream using conven-
tional data sources is difficult. The project team considered estimating freight traffic 
volumes from single-loop detectors and computing freight reliability statistics using 
the same methodologies employed in the freeway use case validations. However, these 
estimates, which rely on algorithms that compare lane-by-lane speeds to estimate truck 
traffic percentages, were deemed too unreliable to support accurate travel time vari-
ability computations. The team also considered using data from the handful of spe-
cialized weigh-in-motion sensors in the region that report vehicle classification data 
and truck weights, but these were too sparsely located to prove useful for travel time 
analysis. Because of the unsuitability of traditional traffic monitoring infrastructure 
for freight reliability calculations, the team’s preference was to base analysis on freight-
specific data. 

There are troves of data on freight vehicle movements (including data on route 
reliability) available from one stakeholder group: freight movers themselves. Compa-
nies such as Qualcomm and Novacom have developed data systems for freight mover 
operations. They rely on GPS devices outfitted on individual trucks to track position 
and speed, generally on a subhour basis. Although these data are frequently not fine 
grained enough to calculate some of the detailed urban reliability information that has 
been demonstrated elsewhere in this case study, they are adequate for freight movers to 
understand their travel time reliability environment and to schedule departures appro-
priately for the just-in-time delivery windows demanded by their customers.

However, this proprietary, competitive information, which freight movers gather 
on their own operations, is not generally available for studies such as L02. Although 
these companies have begun to share this data with some partners (such as third-
party data providers), these deals are struck under terms of strict confidentiality and 
anonymity. There are some recent efforts to leverage this information for public sec-
tor agency analysis, such as the border crossing work at Otay Mesa by the Federal 
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Highway Administration (FHWA) described in the following section, but these efforts 
are still in the research phase and are not feasible for public sector agencies to put into 
operational practice.

There is a strong overlap in freeway and arterial data systems of the data required 
to understand reliability in freight systems, as freight vehicles are generally part of the 
overall traffic stream. Because of this, they share the same overall reliability charac-
teristics of the freeway and arterial systems as a whole. However, in many cases, the 
data required to understand freight movements are scarcer than data needed to under-
stand the overall transportation system, simply because freight-related data pertain to 
a small percentage of overall trips in a given region. The project team was fortunate 
to be given access by FHWA to freight-specific GPS data collected at the Otay Mesa 
truck-only border crossing facility from Mexico into the United States. Thus, although 
this use case validation has a narrow geographic scope, it explores a major issue in 
freight travel. 

Site
The Otay Mesa crossing has a truck-only facility that, during peak season (October 
to December), provides access to the United States to approximately 2,000 trucks per 
day. The crossing is equipped to handle trucks that participate in the Free and Secure 
Trade (FAST) expedited customs processing program, as well as those required to 
undergo standard processing. U.S.-bound trucks pass through Mexican Export pro-
cessing prior to entering the United States and are required to be screened at a CHP 
commercial vehicle weighing and inspection station before accessing U.S. roadways.

For travel time analysis, the Otay Mesa crossing was broken into 10 districts, as 
shown in Figure C.62. These districts are

1. Export approach;

2. Departure east;

3. Departure west;

4. Mexico customs;

5. U.S. primary;

6. U.S. secondary gate;

7. U.S. secondary;

8. Secondary departure;

9. CHP approach; and

10. CHP inspection.

Data
As part of an FHWA project (9), data were collected at Otay Mesa from 175 trucks 
passing through the crossing repeatedly from December 2008 through March 2009. 
The total number of crossings for GPS-equipped trucks ranged from 5% to 12% of 
the total population of trucks passing through the Otay Mesa crossing. The resulting 
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Figure C.62. Otay Mesa border crossing district map.
Source: Delcan Corporation.

  

data set contained 900,000 individual points. A number of these data points were 
outside the crossing analysis zone, and thus were discarded prior to analysis. In ad-
dition, almost 30% of trip records contained no travel times, making them unusable 
for freight reliability analysis. Analysis was performed on the remaining 300,000 indi-
vidual points, or a third of the total data set. 

The Otay Mesa data were used for two types of reliability analysis: evaluation 
of the reliability within and across different districts and evaluation of the reliability 
associated with different types of inspections. For the district-level analysis, one data 
complication is that the quantity of reported travel times varies by district. Most indi-
vidual districts have tens of thousands of travel time records, as shown in Figure C.63. 
However, few trip records (0.07%) contain travel times for all districts. The sparseness 
of this data makes it challenging to monitor travel times across groups of districts. 
For example, analyzing the travel time reliability between Districts 4 and 7 requires a 
large set of trips with data points within both Districts 4 and 7. Figure C.64 shows the 
number of trips that spanned multiple districts. Those with zero districts indicate trips 
for which data points were all outside of the geographical analysis range. 

Results
As outlined in the data section, analysis focused on investigating reliability across Otay 
Mesa districts and for vehicles subjected to different inspection types. The results of 
each type of analysis are detailed below. 
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Figure C.64. Otay Mesa trips spanning multiple districts.

 

Figure C.63. Otay Mesa GPS points by district.
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District Reliability. To understand which geographical segments of the bor-
der crossing have the most travel time variability, the research team assembled the 
TT-PDFs for trips within each of the 10 individual districts and for two trips spanning 
multiple districts. 

The PDFs for Districts 1 through 6 are shown in Figure C.65, and the PDFs 
for Districts 7 through 10 are shown in Figure C.66. All of the PDFs are plotted on 
the same x-axis scale to facilitate comparison. These data are also summarized into 

Figure C.65. TT-PDFs for Districts 1 through 6.
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median, standard deviation, and 95th percentile travel times by district in Table C.29. 
From the plots, the district that notably stands out as having the most travel time vari-
ability is District 7 (U.S. secondary inspection). From the distribution, it appears that 
the most frequently occurring travel time through District 7 is about 15 minutes, but 
the trip regularly can take longer than an hour. The median travel time through this 
district is only 20 minutes, but the 95th percentile travel time is 90 minutes. Districts 
1, 2, 3, 4, 8, and 10 also all have 95th percentile travel times at or greater than 1 hour, 
which is significantly higher than their median travel times of less than 10 minutes. 
The district with the most reliability is District 9 (CHP inspection approach). Here, the 
median travel time is only 12 seconds, with a 95th percentile travel time of 2 minutes. 

Figure C.66. TT-PDFs for Districts 7 through 10.
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TABLE C.29. DISTRICT-BY-DISTRICT TRAVEL TIMES AND VARIABILITY

District
Median Travel 
Time (min)

Standard 
Deviation (min)

95th Percentile 
Travel Time (min)

1 4 27 65

2 4 21 59

3 7 20 56

4 5 24 68

5 5 7 22

6 3 16 29

7 21 32 90

8 1 83 65

9 0.2 8 2

10 7 36 87

The research team also looked at the travel times for trucks to get from District 1 
to District 6 (the gate to the U.S. secondary inspection) and to travel from District 1 to 
District 10. The PDFs for these two trips are shown in Figure C.67, and the results are 
summarized into the median, standard deviation, and 95th percentile travel times in 
Table C.30. 

TABLE C.30. CROSS-DISTRICT TRAVEL TIMES AND VARIABILITY

Trip
Median Travel 
Time (min)

Standard 
Deviation (min)

95th Percentile 
Travel Time (min)

Districts 1 to 6 37 40 132

Districts 1 to 10 50 48 157

The most commonly occurring travel time between District 1 and District 6 is 
slightly less than half an hour, though a significant number of trips can take upward of 
1 or 2 hours. The median travel time for this trip is 37 minutes, but the 95th percen-
tile travel time is 2 hours and 12 minutes. The median travel time to pass through the 
Otay Mesa crossing (as represented by the District 1 to 10 travel time samples) is only 
50 minutes, but 5% of trips experience travel times exceeding 2.5 hours. 

Checkpoint Reliability. The team also considered the average travel times and 
travel time variability of trucks passing through certain combinations of checkpoints 
at different times of the day. As described in the freight data section, many of the 
freight GPS data records included information on which checkpoints a truck had to 
pass through while making its trip. Although all trucks have to go through certain 
checkpoints (Mexican exports, U.S. inspection, and CHP inspection), some trucks are 
subjected to additional inspections (Mexican secondary inspection or U.S. secondary 
inspection, or both). These were used to calculate travel times and reliability for each 
hour of the day for different checkpoint combinations. 



303

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Figure C.67. Cross-district travel time PDFs.

Approximately 15% of trucks that use the crossing qualify for FAST status, which 
means that although they have to pass through all the required checkpoints, they can 
do so in designated FAST lanes (1). Figure C.68 shows, for all days over which data 
were received, the total number of sampled FAST-lane trucks that traveled during each 
hour and did not have to stop for any secondary inspections, the average travel time 
they experienced, and the standard deviation in the travel times they experienced. 
The data represent over 3,500 records of vehicles that made FAST-lane trips. As the 
plot shows, travel times and travel time variability are actually the highest in the early 
morning hours, when the fewest sampled trucks were traveling. This may be because 
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drivers are resting or because there is less staff available to perform inspections. The 
peak number of trucks use the FAST lanes at around noon and between 4:00 and 
6:00 p.m. Average travel times are fairly steady throughout the day, hovering at or 
slightly above 1 hour. The standard deviation of the travel times also remains steady 
at 40 to 50 minutes, meaning that it is fairly frequent for FAST-lane border crossings 
to take almost 2 hours. 

Figure C.69 shows the same plot for 7,400 non-FAST trucks that were selected for 
U.S. secondary inspections. As in the FAST lanes, travel times are the highest during 
the early morning hours. Throughout the rest of the day, travel times are steady, but 
are 20 to 30 minutes higher on average than the FAST travel times. 

Figure C.70 shows the hourly vehicle counts and travel times for FAST trucks that 
were selected for a U.S. secondary inspection. Interestingly, average travel times for FAST 
vehicles going through a U.S. secondary inspection are actually slower (between 90 
and 100 minutes) during most hours than they are for non-FAST vehicles (between 
80 and 90 minutes) going through a U.S. secondary inspection. The standard deviations 
of travel times for both types of trips are approximately the same. 

Conclusions
This freight use case validation represents an initial use of the Otay Mesa truck travel 
time data to evaluate travel time reliability for different aspects of a border crossing. 
The research analyzed and compared travel time reliability across different physical 
sections of a freight-only border crossing, as well as for different combinations of 
inspection points passed through by individual trucks. By understanding where the 
bottlenecks are in the border crossing process and how they are affecting travel times 
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Figure C.68. FAST-lane truck counts, average travel times, and standard deviation travel 
times by hour.
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Figure C.69. U.S. secondary inspection truck counts, average travel times, and standard 
deviation travel times by hour.

Figure C.70. FAST U.S. secondary inspection truck counts, average travel times, and 
 standard deviation travel times by hour.
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and reliability, managers can begin to take steps to improve operations: for example, 
adding lanes to capacity-restricted locations or adding staff to checkpoints that affect 
reliability during peak hours of the day. 

Extensions of the district-level analysis would group travel times by hour of the 
day to explain not just where travel time reliability is high, but when it is high, as well. 
Extensions of the checkpoint-based analysis would look at travel time reliability for 
different days of the week, and for different seasons, because truck border crossings 
have strong temporal patterns that affect the underlying reliability analysis. 

LESSONS LEARNED

Overview
During this case study, the research team focused on fully using a mature reliability 
monitoring system to illustrate the state of the art for existing practice. This was pos-
sible because of many years of coordinated efforts by transportation agencies in the 
region, led by SANDAG and Caltrans. These efforts put in a large sensor network, 
developed the software to process the data from these sensors, and created the insti-
tutional processes to utilize this information. Because this technical and institutional 
infrastructure was already in place, the team focused on generating sophisticated reli-
ability use case analyses. The rich, multimodal nature of the San Diego data presented 
numerous opportunities for state-of-the-art reliability monitoring, as well as challenges 
in implementing Guide methodologies on real data.

Methodological Advancement
For methodological advancement, the team used data from the Berkeley Highway 
Laboratory section of I-80. This section is valuable because it has colocated dual-loop 
detectors and Bluetooth sensors. This data set provided an opportunity for the team 
to begin to assemble regimes and TT-PDFs from individual vehicle travel times. These 
TT-PDFs are needed to support motorist and traveler information use cases. Because 
the majority of the other case study sites would not provide data on individual traveler 
variability, the availability of these data was important because it let the research team 
study the connection between individual travel time variability and aggregated travel 
times, and whether the former can be estimated from the latter. In general, it was pos-
sible to divide the system into specific travel regimes, but the team was not able to 
harmonize these two types of data. 

Transit Data
The biggest data challenge in this case study validation was processing the transit data, 
which are stored in a newly developed performance measurement system. This case study 
represented the first research effort to use these data and this system. The team found 
that data quality is a major issue when processing transit data to compute travel times. 
Many of the records reported by equipped buses had errors that had to be programmati-
cally filtered out. Errors had various causes. Some buses reported that they were on one 
route, but were serving a completely different set of stops. GPS malfunctions resulted in 
erroneous locations. Passenger count sensors failed and left holes in the data.
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After the identification and removal of these data points, assembling route-based 
reliability statistics using a drastically reduced subset of good data presented the next 
challenge. This limited the number of routes that the research team could consider, as 
not all trips on all routes are made by equipped buses, and trips made by equipped 
buses contain holes due to erroneous data records. From this experience, the research 
team concluded that transit travel time reliability monitoring requires a robust data 
processing engine that can programmatically filter data to ensure that archived travel 
times are accurate. In addition, transit reliability analysis requires a long timeline of 
historical data, because, typically, a subset of buses is monitored and a large percent-
age of obtained data points will prove invalid.

Seven Sources Analysis
From a use case standpoint, the research team was challenged to find the best ways to 
leverage the unique data available in San Diego to demonstrate use cases that might 
not be possible to explore at other sites. For the freeway studies, the research team 
focused on relating travel time variability with the seven sources of congestion, as 
this data set was unique to San Diego and the results have high value to planners and 
opera tors. In the past, the team developed a sophisticated statistical model that can 
esti mate the percentage of a route’s buffer time attributable to each source of conges-
tion. This model has been documented in Chapter 3 of the Guide. In this case study, 
the team opted to pursue a less-sophisticated but more-accessible approach that de-
velops TT-PDFs for each source using a simple data tagging process. This approach 
was selected because it provides meaningful and actionable results without requiring 
agency staff to have advanced statistical knowledge.

Conclusions
The San Diego case study validation provided the first opportunity for the team to test 
Guide recommendations, implement advanced methodologies, and formally respond 
to use cases. 
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Case Study 2 
NORTHERN VIRGINIA

This case study provides an example of a more traditional transportation data col-
lection network operating in a mixture of urban and suburban environments. North-
ern Virginia was selected as a case study site because it provided an opportunity to 
integrate a reliability monitoring system into a preexisting, extensive data collection 
network. The focus of this case study was to describe the required steps and consider-
ations for integrating a travel time reliability monitoring system (TTRMS) into exist-
ing data collection systems. 

The purpose of this case study was to

•	 Describe the data acquisition and processing steps needed to transfer information 
between the existing system and the Performance Measurement System (PeMS) 
reliability monitoring system.

•	 Demonstrate methods to ensure data quality of infrastructure-based sensors by 
comparing probe vehicle travel times using the procedures described in Chapter 3.

•	 Develop multistate travel time reliability distributions from traffic data. 

The monitoring system section details the reasons for selecting Northern Virginia 
as a case study and gives an overview of the region. It briefly summarizes agency moni-
toring practices, discusses the existing sensor network, and describes the software sys-
tem that the team used to analyze use cases. The section also details the development 
of travel time reliability software systems and their relationships with other systems. 
Specifically, it describes the steps and tasks that the research team completed to trans-
fer data from a preexisting collection system into a TTRMS. 

Methodology describes the implementation of a multistate travel time reliability 
model, developed by the SHRP 2 L10 research team, using the Northern Virginia 
freeway data. It is intended to showcase a tractable method for assembling travel time 
probability density functions from historical travel time data, as well as highlight the 
connections of this project to others under the SHRP 2 umbrella. This method was 
selected for emphasis in the present case study because the original work was per-
formed using model-generated travel times from the same I-66 corridor being moni-
tored as part of this case study. Work on refining the Bayesian travel time reliability 



310

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

calculation methodology outlined in Chapter 3 and introduced in the San Diego case 
study will resume as part of the final three case studies. 

Use cases are less theoretical and more site specific. Their basic structure is derived 
from the user scenarios described in Appendix D, which are derived from the results of 
a series of interviews with transportation agency staff regarding agency practice with 
travel time reliability. Since the focus of this case study is to describe the required steps 
and considerations for integrating a TTRMS into existing data collection systems, only 
one use case is described in this case study. 

Lessons learned summarizes the lessons learned during this case study with regard 
to all aspects of travel time reliability monitoring: sensor systems, software systems, 
calculation methodology, and use. 

MONITORING SYSTEM

Site Overview
The team selected Northern Virginia to provide an example of a more traditional 
transportation data collection network operating in a mixture of urban and suburban 
environments. The Northern Virginia (NOVA) District of the Virginia Department 
of Transportation (VDOT) includes over 4,000 miles of urban, suburban, and rural 
roadways in Fairfax, Arlington, Loudoun, and Prince William counties. Figure C.71 
shows a map of the Northern Virginia District. 

Figure C.71. Map of the NOVA District.
Source: Virginia Department of Transportation.
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Traffic operations in the district are overseen from the NOVA Traffic Operations 
Center (TOC), which manages more than 100 miles of instrumented roadways, includ-
ing high-occupancy vehicle (HOV) facilities on I-95/I-395, I-295, I-66, and the Dulles 
Toll Road. To support these activities, the TOC has deployed a range of intelligent 
transportation system technologies, including

•	 109 cameras;

•	 222 dynamic message signs;

•	 24 gates on I-66 HOV lanes for use during peak travel hours;

•	 21 gates on I-95/I-395 for reversible HOV lanes;

•	 25 ramp meters on I-66 and I-395;

•	 30 lane control signals;

•	 23 vehicle classification stations; and

•	 Approximately 250 traffic sensors (see Figure C.72 for deployment locations).

Overall, the NOVA TOC is a high-tech communications hub that manages some 
of the nation’s busiest roadways. Its systems collect, archive, manage, and distribute 
data and video generated by these resources for use in transportation administration, 
policy evaluation, safety, planning, performance monitoring, program assessment, 
operations, and research applications. An archived data management system has been 
developed by the University of Virginia Smart Travel Lab to support VDOT in con-
ducting these activities. TOC staff use dynamic message signs and highway advisory 
radio sites to alert commuters about changing traffic conditions. Commuters and other 
travelers can also tune to AM 1620, call the Highway Helpline at 1-800-367-ROAD 
(7623) for real-time traffic information, or view the road conditions map on 511 
Virginia.

Figure C.72. Locations of NOVA District freeway-based traffic sensors.
Source: Virginia Department of Transportation.
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VDOT’s management strategy has undergone a dramatic change in the last few 
years, transitioning from a two-pronged build–maintain regime to a three-pronged 
build–operate–maintain scheme. As such, VDOT is evolving into a customer-driven 
organization with a focus on outcomes and a 24/7 performance orientation. As part of 
these efforts, VDOT has developed four Smart Travel goals:

•	 Enhance public safety; 

•	 Enhance mobility; 

•	 Make the transportation system user friendly; and

•	 Enable cross-cutting activities to support Goals 1 to 3. 

These goals are geared toward providing better services to NOVA District cus-
tomers by improving the quality of their travel and responding promptly to their issues. 
The focus is on attaining greater operating efficiencies from existing roadway infra-
structure as an alternative to building additional capacity. The NOVA Smart Travel 
vision is as follows: “Integrated deployment of Intelligent Transportation Systems will 
help NOVA optimize its services, supporting a secure multimodal transportation sys-
tem that improves quality of life and customer satisfaction by ensuring a safer and 
less-congested transportation network.”

As part of its activities, the NOVA District has significant interaction with  agencies 
in the District of Columbia and Maryland (in particular in Montgomery and Prince 
Georges counties). Various federal, state, and local transportation stakeholders, includ-
ing transit, police, emergency, medical, and other agencies, also play important roles 
in operating and managing area roadways and other regional transportation systems. 
There has been a recent push within the region to strive toward increased regional 
coordination and interoperability. To that end, a regional coordinating entity called 
Capitol Region Communications and Coordination, or CapCOM, has been created to 
focus on collecting data from a variety of sources to facilitate the creation of an overall 
picture of regional traffic. 

Due to the major transportation-related construction that began in the region dur-
ing 2008, which is anticipated to continue through 2011, mitigation of construction-
related congestion is a major focus for the district. Major projects are concurrently 
occurring, including

•	 Construction of 14 miles of high-occupancy toll lanes on I-495;

•	 Construction of 56 miles of high-occupancy toll lanes on I-395/I-95; 

•	 Widening of I-95 between Newington and Dumfries; 

•	 Widening of I-495; and

•	 Roadway improvements at the I-495/Telegraph Road interchange.

Sensors
Northern Virginia suffers from severe road congestion, and it is generally considered 
one of the most congested regions in the nation. To help alleviate gridlock, VDOT en-
courages use of Metrorail, carpooling, and other forms of mass transportation. Major 
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limited-access highways include I-495 (the Capital Beltway), I-95, I-395, and I-66; the 
Fairfax County Parkway and Franconia–Springfield Parkway; the George Washington 
Memorial Parkway; and the Dulles Toll Road. HOV lanes are available for use by 
commuters and buses on I-66, I-95/I-395, and the Dulles Toll Road. A portion of the 
region’s HOV lanes have been designed to be reversible, accommodating traffic flow 
heading north and east in the morning and south and west in the afternoon. 

VDOT operates five regional TOCs: Northern Virginia, Hampton Roads, 
 Richmond, Staunton, and Salem. At the core of each VDOT TOC is an advanced 
transportation management system that controls each region’s field devices and man-
ages information associated with the operation of the roadway network. Operators at 
each TOC monitor traffic and road conditions on a continuous basis via closed-circuit 
television cameras, vehicle detection infrastructure, and road weather information sen-
sors. In Northern Virginia, VDOT has deployed an extensive network of point-based 
detectors (primarily inductive loops and radar-based detectors) to facilitate real-time 
data collection on freeways. Volume, occupancy, and (limited) speed data are collected 
from these detectors and used by NOVA TOC staff to manage traffic and incidents 
and provide information to motorists regarding current conditions. The breakdown of 
NOVA data sources is as follows:

•	 Multiple types of traffic sensors have been deployed along I-95, I-495, I-395, and 
I-66 including inductive loop detectors, remote traffic microwave sensor radar, 
magnetometers, SmartSensor digital radar, and SAS-1 sensors.

•	 Trichord has deployed acoustic sensors on I-95, I-395, I-495, and I-66.

•	 Traffic.com has deployed sensors on I-495, I-395, I-66, and the Dulles Toll Road. 

TOC operators also enter incident data, planned events and work zones, and 
weather events into a web-based application called the Virginia Traffic Information 
Management System (VaTraffic), a statewide traffic information management and con-
ditions reporting system developed by VDOT to provide an efficient, integrated plat-
form for managing activities that affect the quality of travel experienced by motorists. 
VaTraffic comprises a suite of applications that VDOT staff use to manage planned 
events, such as roadway maintenance and unplanned events such as traffic accidents 
and heavy congestion, and to provide information for use by other VDOT systems. 
VaTraffic information is shared with the public, VDOT management, and other key 
state and local emergency response agencies.

Although a number of major Interstate roadways pass through the NOVA region, 
including I-95, I-495, I-395, and I-66, for the purposes of this study the team con-
ducted analyses exclusively on I-395 and I-66, the two primary entry–egress interstates 
southwest of Washington, D.C. 

On I-66 and I-395, point detectors are placed at approximately half-mile intervals. 
Due to accuracy and maintainability issues with inductive loop detectors and other 
older sensors, there are no plans to replace failed units that have been deployed on the 
mainline lanes. Instead, plans are in motion to transition to the use of nonintrusive 
radar-based detection technologies. These sensors are being deployed both as replace-
ments for older failed units, as well as at all locations where detection infrastructure 
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is being deployed for the first time. As a result of a combination of older loop detec-
tor station failures, ongoing roadway construction, and the need to configure many 
of the newer radar-based units, data are available for only about 75 of the detectors. 
Figure C.73 provides a visual indication of the availability of data on I-66 and I-395; 
lighter-colored icons indicate working stations, and darker icons indicate nonworking 
stations.

Data Management
NOVA TOC staff use a regional freeway management system to monitor and manage 
traffic data from the advanced transportation management system, respond to inci-
dents, and disseminate traveler information. The freeway management system is linked 
to VaTraffic. The data from these three sources are made available via a data gateway. 

The data gateway was first deployed in VDOT in 2004 as an interconnection 
between the Virginia State Police (VSP) and the Richmond Traffic TOC. It has since 
grown into a statewide network that is used to exchange critical information. The data 
gateway is an XML Publish and Subscribe network fully compliant with the Emer-
gency Data Exchange Language (EDXL) standard, providing the maximum degree 
of interoperability between systems. The data gateway allows a number of diverse 
systems to share data, including the following:

•	 VaTraffic uses the data gateway to exchange information with nearly 1,500 state-
wide users, the 511 Interactive Voice Response and web applications, and other 
Virginia DOT systems. VaTraffic publishes information for incidents, planned 
events, road conditions, snow conditions, and bridge schedules.

•	 OpenTMS, which is deployed in the North, Central, Northwest, and Southwest 
TOCs, publishes information concerning incidents and dynamic message sign 
messages. In the future, OpenTMS is planned to provide information on weather 
 sensors, work zones, HOV gate control, and other lane control data.

Figure C.73. Map of working versus nonworking sensor stations at the time of this study.
Map data © 2012 Google.
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•	 VSP has used the data gateway to share VSP data since 2004. Data entered into the 
VSP computer-aided dispatch system are shared in real time with all participating 
TOCs.

VDOT currently reports on roadway conditions via various performance-related 
products, including its quarterly report, web-based Performance Dashboard, and 
bimonthly performance reports to the VDOT Commissioner (internal). The VDOT 
Performance Dashboard (http://dashboard.virginiadot.org/) provides a range of trans-
portation performance–related data, including

•	 Travel times on key commuter routes;

•	 Congestion along interstates;

•	 HOV travel speeds;

•	 Incident duration; and

•	 Annual hours of delay. 

Performance measurement, which has become an important function within 
VDOT, enables TOC engineers and operators to identify, measure, and report the 
 status of both the freeway system and individual facilities at different geographic 
 (spatial) and temporal scales. 

System Integration

Overview
For the purposes of this case study, data from NOVA’s data collection network and 
system were integrated into a developed archived data user service and TTRMS. The 
steps and challenges encountered in enabling the information and data exchange be-
tween these two large and complex systems are described in detail in this section. The 
goal of this section is to provide agencies with a real-world example of the resources 
needed to accomplish data collection and monitoring system integration, and the likely 
challenges that will be encountered when procuring a monitoring system. 

This section first describes the source system (VDOT’s data collection system) and 
the reliability monitoring system (PeMS). It then describes the data acquisition and pro-
cessing steps needed to transfer information between the two systems. Finally, it sum-
marizes findings and lessons learned. 

Source System
VDOT’s Northern Region Operations site receives detector data from two systems: 
one that collects data along part of I-66 and one that collects data for the rest of I-66 
and I-395. These two data streams are integrated into a standardized format in a 
single text file that is generated every minute. This text file is passed in real time to the 
 Regional Integrated Transportation Information System (RITIS), which is developed 
and maintained by the CATT Laboratory at the University of Maryland. RITIS, with-
out further processing the data, parses the text file and puts it into an XML document 
that is updated every minute on a page of the RITIS web site. Access to this web page 
is limited to preapproved Internet protocol (IP) addresses. These real-time detector 
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data XML documents are the primary traffic data source for NOVA PeMS. When data 
quality, largely due to recent construction on monitored roadways, proved to be a 
major issue impeding the study of reliability on the 2011 data, the research team also 
acquired a database dump of detector data along I-66 and I-395 for the entire year of 
2009 from the CATT lab. 

Reliability Monitoring System 
PeMS is a traffic data collection, processing, and analysis tool that extracts informa-
tion from real-time intelligent transportation systems data, saves it permanently in a 
data warehouse, and presents it in various forms to users via the web. PeMS can cal-
culate many different performance measures; the requirements for linking PeMS with 
an existing system depend on the features being used. Because the function of PeMS in 
this case study was to collect traffic data from point detectors, quality control it, gener-
ate and store travel times, and report reliability statistics, PeMS needed the following 
data from the source systems:

•	 Metadata on the roadway linework of facilities being monitored;

•	 Metadata on the detection infrastructure, including the types of data collected and 
the locations of equipment; and

•	 Real-time traffic data in a constant format at a constant frequency (such as every 
30 seconds or every minute).

The foundation of PeMS is the traffic detector, which reports at least two of the 
three fundamental parameters that describe traffic on a roadway: flow, occupancy, and 
speed. Detectors report or are polled for data in real time at a predefined time interval. 
In PeMS, detectors have a location denoted by a freeway number, direction of travel, 
latitude and longitude, and a milepost that marks the distance of a detector down a 
freeway. Each detector is assigned a unique ID that remains with it throughout time 
and can never be assigned to another detector, even if the original detector is removed. 
Every detector belongs to a station, which is a logical grouping of detectors that moni-
tor the same type of lane (e.g., mainline versus HOV) along the same direction of 
freeway at the same location. Each station has a unique ID, a type (e.g., mainline, 
HOV, ramp), a number of lanes, and a corresponding set of detectors. The final pieces 
of equipment in the PeMS framework are controllers, which are located along the 
roadside and collect data from one or more stations. They have a latitude–longitude 
and mile marker location, as well as a set of corresponding stations. This hierarchy—a 
controller collecting data from stations composed of detectors—gives structure to the 
roadway instrumentation configuration, making it easy to spatially aggregate data and 
diagnose problems in the data collection chain, such as a broken detector or controller 
or a failed communication line. 

PeMS collects detector data, either by directly polling each detector or obtain-
ing it from an existing data collection system, in real time and stores it in an Oracle 
database. The raw data are permanently stored in a raw database table, and they are 
also aggregated up to the 5-minute level, at which point PeMS computes the aver-
age 5-minute speed for detectors that transmit flow and occupancy, as well as the 
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average 5-minute occupancy for detectors that transmit flow and speed. These data 
are stored in a 5-minute detector database table. At the 5-minute level, PeMS also 
aggregates the lane-by-lane detector data up to the station level, which represents the 
total flow, average occupancy, and average speed across all the lanes at that location 
during that 5-minute period. These data are stored in a 5-minute station database 
table. The station data are further aggregated up to the hourly and daily levels and 
stored in corresponding database tables. 

PeMS computes travel times on routes, which can traverse more than one free-
way and are defined by a starting on-ramp, freeway-to-freeway connectors (if any), 
and an ending off-ramp. It computes travel times for routes at the 5-minute and 
hourly levels from the data in the detector and station database tables using the 
infrastructure-based sensor calculation method described in Chapter 3 of the Guide. 
It stores these travel times permanently in 5-minute and hourly travel time database 
tables. These travel times can then be queried to assemble the historical distribution 
of travel times along a route for different times of the day and days of the week, as 
well as to compute reliability metrics such as the buffer time index and percentile 
travel times. 

Data Acquisition
This section describes, in general, the transfer of data between the source system and 
the monitoring system in order to monitor travel time reliability. It also details the spe-
cific data exchanges occurring between the source system and PeMS in this case study. 

General
Typically, reliability monitoring systems must acquire two categories of information 
from the source system to produce accurate performance metrics: (a) metadata on the 
roadway network and detection infrastructure and (b) traffic data. The traffic data are 
unusable for travel time calculation purposes if they are not accompanied by a detailed 
description of the configuration of the system. Configuration information provides the 
contextual and spatial information on the sensor network needed to make sense of the 
real-time data. Ideally, these two types of information should be transmitted separately 
(i.e., not in the same file or data feed). Roadway and equipment configuration infor-
mation is more static than traffic data, as it only needs to be updated with changes to 
the roadway or the detection infrastructure. Keeping the reporting structure for these 
two types of information separate reduces the size of the traffic data files, allowing for 
faster data processing, better readability, and lower bandwidth cost for external par-
ties who may be accessing the data through a feed. 

In addition, the data acquisition step often involves reconciliation between the 
framework of the source system and the monitoring system. For example, different 
terminology can lead to incorrect interpretations of the data. This step often requires 
significant communication between the system contractor and the agency staff who 
have familiarity with the data collection system to resolve open questions and make 
sure that accurate assumptions are being made. 
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Metadata
PeMS needs to acquire two types of metadata before traffic data can be stored in 
the database: roadway network information and equipment configuration data. To 
represent the monitored roadway network and draw it on maps, PeMS needs to have 
geographic information system (GIS)–type roadway polylines defined by latitudes and 
longitudes. To help the agency link PeMS data and performance metrics with their 
own linear referencing system, PeMS also associates these polylines with state road-
way mileposts. In most state agencies, mileposts are a reference system used to track 
highway mileage and denote the locations of landmarks. Typically, these mileposts 
reset at county boundaries. In locations where freeway alignments have changed over 
time, it is likely that the difference between two milepost markers no longer represents 
the true physical distance down the roadway. For this reason, PeMS adds a third rep-
resentation of the roadway network called an absolute postmile. These are similar to 
mileposts, but they represent the true linear distance down a roadway as computed 
from the polylines. To facilitate the computation of performance metrics across long 
sections of freeway, absolute postmiles do not reset at county boundaries. In PeMS, 
this information is ultimately stored in a freeway configuration database table that 
contains a record for every 0.10 mile on every freeway. Each record contains the free-
way number, direction of travel, latitude and longitude, state milepost, and absolute 
postmile. 

The research team was not able to obtain any GIS data for the NOVA network 
within the project time frame. Since the monitored network consisted of only two 
corridors, roadway linework was obtained by entering the starting and ending points 
of each corridor into Google Maps and exporting the results to a KML, or keyhole 
markup language, file. From these data, polylines and their latitudes and longitudes 
were parsed and placed in a PeMS database. The next step was to add state milepost 
markers to these latitude–longitude freeway locations. Since both of the monitored 
freeway segments fell into only one county, this was done by researching the mileposts 
at the county boundary and then interpolating the mileposts in at least 0.10-mile incre-
ments along the rest of the freeway segment. In the NOVA case, state mileposts and 
PeMS absolute postmiles are the same. 

The second type of metadata required is information about the detection equip-
ment from which the source system is collecting data. PeMS has a strict equipment con-
figuration framework (described in the subsection on reliability monitoring systems) 
to which all source information must conform. The rigidity of this framework is due 
to the need to standardize data collection and processing across all agencies, regard-
less of their source system structures. Configuration information ultimately populates 
detector, station, and controller configuration database tables in PeMS, and it is used 
to correctly aggregate data and run equipment diagnostic algorithms. 

NOVA equipment configuration information was obtained from an XML file 
posted on the RITIS website that is updated periodically (typically, not more than 
every few days). A representative section of this file is shown in Figure C.74. The file is 
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composed of <detector> elements, each of which has a unique ID, a textual name that 
includes a mile marker, a latitude and longitude, a type (such as inductive loop), and 
one or more <detection-zone> elements. Each <detection-zone> element has a unique 
ID, a number of lanes, a latitude and longitude, a direction, and, sometimes, a type 
(such as shoulder or lane). 

Figure C.74. NOVA RITIS detector configuration XML format.
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Once the file was obtained, the next step was to fit the data into the PeMS configu-
ration framework. The third step was to parse the XML file, insert relevant fields into 
the PeMS database, and write a program to automatically download the configuration 
file from the RITIS website and populate relevant information into the database when-
ever the file updated. Because the XML file was not accompanied by an explanatory 
text file, the second step took considerable time and effort, as a number of issues were 
uncovered that made it challenging to map the NOVA information into the PeMS 
database. These issues, described below, related to conflicting terminologies, informa-
tion required by PeMS that was missing from the configuration file, and equipment 
types not supported by PeMS. 

The first challenge was to determine how the NOVA <detector> and <detection-
zone> elements should map to the PeMS equipment framework of detectors, stations, 
and controllers. From the properties of the NOVA detectors, it was clear that they 
did not refer to the same entity as a PeMS detector. NOVA detectors contain multiple 
zones, and each zone has a lane count, a location, a direction, and a type. From these 
attributes, it was concluded that the NOVA detection zone was conceptually equiva-
lent to the PeMS station and that the NOVA detector was the conceptual equivalent 
of the PeMS controller. This conclusion was confirmed by looking at samples of the 
RITIS traffic data XML files, which report flow, occupancy, and speed data for each 
<detection-zone>. After performing this matching and reviewing the traffic data, the 
team concluded that, despite the terminology used, the NOVA configuration informa-
tion had no notion of a detector in the PeMS or the conventional sense (i.e., a sensor 
that monitors traffic in a single lane at a single location). As PeMS is built around a 
collection of lane-specific data from detectors, which enables the reporting of lane-
by-lane flows, volumes, and occupancies at point locations and lane-by-lane travel 
times along routes, this presented a challenge. The problem was ultimately solved by 
using the number of lanes reported for each NOVA detection zone to assign artificially 
constructed PeMS detectors to monitor each lane. Each detector was given an ID that 
was assigned by appending to the detection zone ID an integer representing the lane 
number. During the real-time data integration, the flows, volumes, and occupancies 
reported by each detection zone were divided by the number of lanes and assigned to 
each detector. 

Another challenge was matching the NOVA detection zone types with the station 
types supported by PeMS. Every station in PeMS is assigned a type to denote the lane 
type that it monitors. Station types must be one of the following: mainline, HOV, collec-
tor–distributor, freeway–freeway connector, off-ramp, or on-ramp. In the NOVA con-
figuration XML file, not every detection zone is assigned a type, and the types that are 
assigned (shoulder, lane, exit ramp, RHOV, and HOV) do not align with those defined in 
PeMS. The NOVA shoulder zone type is a reflection of the fact that, during peak hours, 
the shoulder lanes on I-66 are open to traffic. The RHOV zone type is assigned to HOV 
lanes that are reversible based on the time of day. These two operational characteristics 
added significant complexity to the monitoring process. The operation of shoulder lanes 
meant that the number of lanes at a given location changed by time of day, a charac-
teristic that PeMS could not accurately represent. Similarly, the reversible HOV lane 
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operation meant that sensors monitored different directions of travel based on the time 
of day, which PeMS also could not accurately configure. For this reason, shoulder and 
RHOV stations were not stored in the PeMS database. A related problem was that many 
detection zones were not assigned types in the configuration file. To solve this problem, 
the latitude and longitude of each NOVA detection zone was mapped in Google Earth 
and manually inspected to determine which PeMS station category it belonged to. The 
end product of this step was a comma-separated values (csv) file that listed each detec-
tion zone ID and its corresponding PeMS station type.

A third issue was that, through the metadata, PeMS needed to learn what types 
of data it would be receiving from each station. Typically, detectors can report up to 
three values: flow, occupancy, and speed. Some detectors, such as on- and off-ramp 
loop detectors, only report flows. Single inductive loop detectors report flow and 
occupancy. Radar detectors report flow and speed. Double-loop detectors report flow, 
occupancy, and speed. PeMS needs to know which detectors report which values, so 
that, for detectors reporting two of the three values, the third is calculated via an 
algorithm. This information is not directly present in the NOVA configuration XML 
file. NOVA detectors (PeMS controllers) are assigned types (either inductive loop or 
microwave radar) in the configuration file. Since Virginia DOT staff confirmed that 
the inductive loops are single-loop detectors, the team expected that zones made up of 
inductive loops would report flow and occupancy, and zones made up of microwave 
radar sensors would report flow and speed. However, in the traffic data XML file, 
all zones, regardless of their detector type in the configuration file, reported all three 
 values or only flow. The implications of this finding are further described in the sub-
section below on traffic data. From a metadata perspective, there was no sure way of 
tagging NOVA zones with the types of data expected to be received. For this reason, 
PeMS ultimately stored whatever values each zone transmitted via the XML file. This 
meant that for detectors reporting only flow, speeds and occupancies were entered as 
zero, even though this clearly did not reflect the actual field conditions. 

The metadata quality control steps described above were the bulk of the work to 
insert NOVA configuration information into PeMS. After this, a custom program was 
written to parse the PeMS-required fields from the XML configuration file, supple-
ment them with the zone type information in the csv file, discard metadata for ele-
ments that PeMS could not support, and insert information into the required database 
tables in PeMS. Ultimately, PeMS acquired configuration information for 260 mainline 
zones and 69 HOV zones, which became the equivalent of PeMS mainline and HOV 
 stations, respectively. 

Traffic Data
After the metadata acquisition, the next step was to acquire and archive traffic data. 
Real-time traffic data were acquired via an XML file posted every minute onto the 
RITIS web page in the same location as the configuration XML file. The end goal of 
the traffic data acquisition process was to take 1-minute traffic data from the XML 
file and insert the data into the appropriate tables in the PeMS database. Before this 
could be done, the research team had to develop a full and accurate understanding of 
the NOVA real-time data. Because the generation of accurate reliability information 
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requires a large set of historical travel times, the team wanted to minimize the delay 
in acquiring traffic data. For this reason, as soon as the metadata were inserted into 
PeMS, the team implemented a program to download the traffic data XML file from 
the RITIS website every minute and save it so that data could be parsed from the 
files and placed into the PeMS database as soon as the file format was thoroughly 
understood. 

A sample of a real-time traffic data XML file is shown in Figure C.75. It is composed 
of <collection-period-item> elements, each defined by a time stamp and a 60-second 
measurement duration. This element contains the most recent measurements for each 

Figure C.75. NOVA RITIS XML traffic data format.
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NOVA <detector> that most recently sent data during that time stamp. Working con-
trollers are reported in the <collection-period-item> element marked by the most recent 
time stamp. If a controller is not currently transmitting data, its most recent data trans-
mission is included in a <collection-period-item> marked by the time stamp for which 
the system last received data from it. Each <collection-period-item> element contains 
a <zone-report> element for each controller that last reported data during that time 
stamp. Each <zone-report> element then contains a <zone-data-item> with each zone’s 
most recent flow, occupancy, and speed values. For many zones, the flows are nonzero, 
but the occupancies and speeds are zero. For others, all three values are nonzero. 

Review of the data led to a number of questions. The team first wanted to know 
what processing was done on the data to generate the values in the XML files. This 
issue relates to a fundamental issue that agencies collecting data should consider. 
Many agencies encounter external parties that have an interest in obtaining a traffic 
data feed generated from public-sector detection infrastructure. The level of inter-
est in raw versus processed data differs depending on the intended use. Maintaining 
even one data feed can be a challenge; maintaining multiple data feeds is likely to be 
 infeasible for many agencies. If agencies want to provide a feed of processed data, all 
steps should be documented in as much detail as possible to inform data users on what 
is being reported and how values are being generated. Optimally, a mature reliability 
monitoring system would collect raw data, apply quality controls, and aggregate and 
report the data using robust methods. Such a process would ensure uniformity in the 
data at the lowest temporal and spatial level possible while accurately evaluating and 
reporting the quality of data.

The team concluded that the NOVA data were heavily preprocessed before being 
placed in the data feed. First, the XML file contains no lane-by-lane data, despite the 
fact that a number of the NOVA detector types are single inductive loop detectors, 
which monitor individual lanes. This means that, at some point, the source system 
aggregates values from individual lanes into total flow and average occupancy and 
speed across all lanes at a given location. As the foundation of PeMS is lane-by-lane 
data, this issue was addressed by dividing the flows by the number of lanes and assum-
ing that the reported average speeds and occupancies applied to all lanes. Although 
this allowed the data to be transformed into the PeMS framework, it showed that a 
loss of information can occur when an agency preprocesses the data. In this case, the 
reliability monitoring system no longer has the ability to report on the differences in 
travel times along different lanes on the same route. Another sign that the NOVA 
data were preprocessed lay in the fact that many zones reported flow, occupancy, and 
speed. Since the corridor detectors were all single-loop detectors or microwave radar 
detectors, they only directly transmitted two of the three values. In these cases, PeMS 
would normally calculate the third value from the known two using a lane, location, 
and time-specific assumption about the average vehicle length, called a g-factor (1). 
When receiving all three values, PeMS does not have to perform this calculation step, 
but this comes at the expense of not knowing how the third value was computed. The 
team contacted University of Maryland and VDOT staff to determine what was being 
done, but both organizations stated that they do not process the data ultimately posted 
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in the RITIS XML file. From this, it was concluded that the data collection system in 
the field is doing the preprocessing, but the team was not able to ascertain exactly what 
was being done. Without being able to evaluate the methods, the team decided to have 
PeMS store whatever data it received via the XML files. In all cases, whether PeMS 
received all three values, or whether it received a nonzero flow and zero occupancy and 
speed, it stored these values in the database. 

The second issue that had to be addressed was determining the units of the occu-
pancy values being reported. Typically, occupancy is reported as the percentage of 
the reporting period that a vehicle was directly above the detector. Reasonable values 
range from zero to 15. When reviewing the traffic data XML file, the team noted that 
many of the occupancy values were high, with some consistently exceeding 100. The 
team surmised that perhaps occupancy was being reported in tenths of a percent. 
The issue was ultimately discussed with VDOT staff, who confirmed that the units of 
occupancy are whole percentage points, and that zones reporting high occupancies are 
broken, largely due to construction projects in the vicinity. 

The third issue related to the discrepancy between the NOVA data being reported 
at the zone, or station, level, and the PeMS requirement for lane-by-lane data. From a 
metadata perspective, as previously described, this was resolved by assigning detectors 
to each zone within PeMS. For the real-time data, the team decided to simply divide 
the zone flows by the number of lanes at the zone and assign them to each lane. To 
keep flows as whole numbers, any remainders after the division were assigned starting 
at Lane 1 (the leftmost lane), resulting in an overall upward bias of vehicle counts in 
the left-hand lanes. For occupancy and speed, the team assigned the values reported by 
the zone to each of its detectors. 

By the time the issues described above had been resolved, the team had been down-
loading and saving the 1-minute traffic data XML files from the RITIS website for 
three weeks. The next step was to write a program to parse the zone values, assign 
them to the PeMS detectors, and store them in the PeMS database according to the 
<detection-time-stamp> element. The team did this for the 3 weeks of archived traffic 
data XML files and also developed a program to download the XML files every minute 
from the RITIS website and perform the same steps to place data in the database in 
real time. 

Data Processing 
The data acquisition phase resolved all discrepancies between the NOVA framework 
and PeMS framework and successfully mapped all of the relevant fields in the XML 
files to the PeMS database. It also resulted in an automated, real-time acquisition chain 
between the RITIS web page and PeMS, with PeMS obtaining data from the web page 
every minute and inserting it into the PeMS database. From this point forward, PeMS 
could perform its standard data processing to assess the health of NOVA detection 
infrastructure, discard bad data and impute values, aggregate data across lanes and 
over time, and calculate performance metrics such as travel times.

In its detector health assessment step, PeMS looks at the data transmitted by each 
detector over a single day and makes a determination as to whether the data are good 
or problematic. PeMS makes this assessment based on the flow and occupancy values 
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for each detector. There are a few common problems with detection infrastructure, and 
they manifest themselves in distinct ways in transmitted data, allowing for an auto-
mated quality control process. One example is the situation in which PeMS receives 
no data or few data samples from a detector, a station, or a controller over a day. This 
is most likely evidence that a communication line is down or that there is a hardware 
malfunction in the device. Another example is a detector repeating the same flow and/
or occupancy values across multiple time periods. Other examples include detectors 
reporting high occupancy values, indicating that the detector is stuck on, or report-
ing mismatched flow and occupancy values (e.g., zero flow and nonzero occupancy, 
or vice versa), indicating that the detector is hanging on. If PeMS detects any of these 
scenarios over a day, it discards the detector’s data and imputes replacement values. 
In this imputation process, PeMS estimates what the detector’s data might have been 
based on developed statistical relationships with nearby detectors or based on his-
torical averages observed at the broken detector. PeMS then aggregates the full set of 
observed and imputed detector data across all lanes to the station level and computes 
spatial performance metrics. To inform the user about the quality of the data or perfor-
mance measure that they are viewing, PeMS reports the “percent observed” of every 
metric, which represents the percentage of data points used to compute the metric that 
were directly observed from a detector, as opposed to imputed. For example, if the 
percentage observed for a 5-minute travel time along a route is 75%, then 75% of the 
detectors on the route were reporting good data, and 25% were reporting bad data. 

When the detector health algorithms were run on the NOVA data, the team real-
ized that the majority of the detectors on the selected corridors were reporting no 
data or bad data. Figure C.76 plots the daily percentage of good detectors between 
March 1, 2011, and May 9, 2011, as well as the percentage of bad detectors attribut-
able to the two leading causes: no data and stuck. The number of good detectors never 
exceeds 30%, and generally hovers around 25%. The highest percentage of detectors 
is in the stuck category, meaning that they are reporting constant flow or occupancy 
values, or both. VDOTT staff attributed this high percentage to the need to calibrate 
new detectors after large-scale construction projects. Additionally, a significant per-
centage (around 30%) of the detectors never sent PeMS any data. The days on which 
there were drops in every category represented times when internet outages prevented 
the research team from acquiring the XML files from the RITIS website.

The low percentage of usable data available over the 2011 study time frame greatly 
concerned the research team, as the quality of computed travel times would be poorer 
given the missing data. In addition, because the majority of detectors in the network 
never sent PeMS any good data, it was not possible to develop the historical statisti-
cal relationships with the data at nearby working detectors needed to drive the most 
accurate imputation algorithms. Without these statistical relationships, PeMS had to 
use less-robust imputation algorithms, which further decreased the accuracy of com-
puted travel times. To show the effect this has on the detector data recorded, consider 
a detector on westbound I-66 that fell into the stuck category for two weeks (Monday 
to Sunday). This resulted in imputed flows across that entire time period, as shown in 
Figure C.77. Because this detector never sent PeMS any good data, PeMS could impute 
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Figure C.76. Daily detector health status, NOVA PeMS deployment, 2011.

 
Figure C.77. Imputed flow values at a broken detector.
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only crude estimates of its flow values based on flows observed at nearby detectors. 
This meant that PeMS repeated the same flow, occupancy, and speed data for a given 
hour from week to week. In the sample plot, the hourly flows imputed for the first 
week are identical to those imputed for the second week. This constancy in imputed 
data is not ideal for computing travel time reliability, which relies on the ability of the 
traffic network to capture the real variability in conditions over time. Because data 
had to be imputed for such a large percentage of the detectors in 2011, the research 
team decided to seek additional data for 2009, hoping that the data quality would be 
sufficient to support methodological advancement and use case analysis. This effort is 
described in the following section. 

Historical Data 
The research team worked with the University of Maryland CATT lab to obtain  traffic 
data for 2009. The historical data were delivered in 12 zipped csv files, each about 
45 megabytes in size. The csv files contained the same information as the traffic data 
XML files, so it was straightforward to write a program to parse information from 
the csv files and put it in the correct database tables in PeMS, with an associated time 
stamp corresponding to when the data were collected. The one issue that was encoun-
tered was that no historical configuration data were available. The team manually 
compared the IDs of detectors and zones reported in the archived data with those pres-
ent in the 2011 configuration XML file and determined that the 2011 configuration 
data would suffice to represent the 2009 detector locations.

After the historical data were entered into the PeMS database and processed, 
detector health was investigated to see if the 2009 data were better than the 2011 
data. Figure C.78 plots the weekly percentage of good detectors over 2009, as well as 

Figure C.78. Weekly detector health status, NOVA PeMS deployment, 2009. 
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the percentage of detectors falling into the leading two error categories: no data and 
stuck. During 2009, the number of working detectors was significantly higher than in 
2011, generally hovering above 70% for most of the year. The percentage of detec-
tors that were stuck and transmitting constant data were much lower, being less than 
5% across the whole year. The biggest error category remained the no data condition, 
which likely represented detectors that were listed in the configuration file but were 
not yet calibrated to send data. 

Travel Time Results
After acquisition of the real-time and 2009 data, eight routes were constructed in 
PeMS to monitor reliability across different segments of the four study freeway direc-
tions. Five-minute and hourly travel times were created for these eight routes for the 
entire year of 2009 and March through May of 2011. To evaluate the impact of indi-
vidual detector data quality on route-level travel times, the team compared the route 
travel times for 2009 with those for 2011. Figure C.79 plots the hourly travel times 
calculated on a 26-mile stretch of westbound I-66 for March through April of 2009. 
Overall, the PeMS percentage observed for this travel time data was 79%. Figure C.80 
plots the same data for the same months of 2011; in this case, only 22% of the data 
were observed. Overall, the 2009 data follow the pattern expected of a highly con-
gested facility with a peak-hour commute; travel times are high on every weekday, but 
the peak value varies from day to day. Due to the high percentage of imputed detector 
data, the travel time patterns for the month of April 2011, the weekly travel time pat-
terns, look almost identical. It is doubtful that such consistency exists. These patterns 
are more likely caused by the high percentage of imputed data. For this reason, the 
team chose to base the methodological advancements of this case study on the 2009 
data and to use the 2011 data only to compare with probe travel time runs to further 
evaluate the data quality. 

 
Figure C.79. Travel time, westbound I-66, March 1 through April 30, 2009.
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Figure C.80. Hourly travel times, westbound I-66, March 1 through April 30, 2011.

Summary
Data collection is an essential part of any transportation planning or operations 
 activity. Today, transportation agencies are increasingly turning to sophisticated sen-
sor arrays to monitor the performance of their infrastructure, which allow for the use 
of advanced traffic management techniques and traveler information services. External 
systems, such as a reliability monitoring system, can leverage this data to further maxi-
mize the value of installing and maintaining detection. As shown by this case study, 
data collection for a TTRMS can be automated, but it requires significant time and 
resources to get it started. 

METHODOLOGY EXPERIMENTS

Overview
Because of the type of data available in this case study and investigations done previ-
ously in the I-66 corridor, the research team elected to experiment with travel time reli-
ability monitoring ideas that are being developed in SHRP 2 Project L10, Feasibility of 
Using In-Vehicle Video Data to Explore How to Modify Driver Behavior That Causes 
Nonrecurring Congestion. Project L10 researchers are experimenting with a multistate 
travel time reliability modeling framework using mixed-mode normal distributions to 
represent the probability density functions of travel time data from a simulation model 
of eastbound I-66 in Northern Virginia. They are also using this same technique to 
analyze travel times from toll tag data collected on I-35 in San Antonio, Texas (1). The 
present case study adopted that technique and applied it to the travel times calculated 
from the freeway loop detectors on eastbound I-66.

According to the SHRP 2 L10 research, multistate models are appropriate for 
modeling travel time distributions because most freeways operate in multiple states 
(conditions) across the year (or some other time frame): for example, an uncongested 
state; a congested state; and a congested state caused by nonrecurrent events, such as 
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incidents, construction, weather, or fluctuations in demand. This concept is illustrated 
in Figure C.81, which shows the distribution of weekday travel times on a corridor 
in Northern Virginia. Three travel time modes are evident, which may be interpreted 
as the most frequently occurring travel times for the uncongested state, the congested 
state, and the nonrecurring congestion state. Multistate models also provide a helpful 
framework for delivering understandable information to the end consumer of travel 
time reliability information: the driver. They provide two pieces of information: the 
probability that a particular state will be extant during a given time period and the 
travel time distribution for that state during that time period. This provides a way of 
creating reliability information that is similar to how people are accustomed to receiv-
ing weather forecasts; for example, “There is a 60% chance that it will rain tomorrow, 
and if it does rain, the expected precipitation will be 1 inch.” The reliability analog to 
this is, for example, “The percentage chance of encountering an incident-based con-
gestion state during the morning peak period is 20%. If one does occur, the expected 
average travel time is 45 minutes and the 95th percentile travel time is 1 hour.” 

Beyond its suitability for modeling travel time distributions and providing useful 
metrics, this methodology also fits well with the work that the SHRP 2 L02 team is 
doing to develop travel time distributions for different operating regimes. The differ-
ent states of the normal-mixture models are the conceptual equivalent of the regimes 
that L02 is working on to classify the operating conditions of routes and facilities. It 

Figure C.81. Distribution of travel times on eastbound I-66, 5:00 a.m. to 9:00 p.m.
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also provides an opportunity to test a methodology that was developed for modeling 
the distribution of individual vehicle travel times on aggregated travel times calculated 
from loop detectors. 

Site Description
A multistate model was developed for a 26-mile stretch of eastbound I-66 from 
Manassas to Arlington, Virginia. A map of the corridor is shown in Figure C.82. This 
segment of freeway is monitored by 96 sensors that are a mix of radar detectors and 
loop detectors. The selected data set consists of 17,568 travel times at a 5-minute-level 
aggregation, which represents the average travel time experienced by vehicles depart-
ing the route origin during that 5-minute time period. This data set covers the travel 
times for departures every 5 minutes during the weekdays between January 1, 2009, 
and March 30, 2009.

The route is a major commute path from the suburbs of Northern Virginia into 
Washington, D.C. It sees the highest demand levels during the morning peak period, 
as well as a smaller increase in demand during the afternoon peak. A PeMS-generated 
plot of the minimum, average, and maximum travel times by hour of the day measured 
over the study time frame is shown in Figure C.83.

Figure C.82. Map of eastbound I-66 study corridor.
Map data © 2012 Google.
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Method
The goal of this study was to generate, for each hour of the day, two outputs: the 
percentage chance that the traveler would encounter a certain condition; and for each 
condition, the average and 95th percentile travel time. The mathematical details of 
these steps are explained by Guo et al. (2). Under this framework, three questions are 
answered for each time period:

1. How many states are needed to model the travel time distribution?

2. What is the probability of each state occurring?

3. What parameters describe the normal distribution for each state?

Analysis was performed using the MCLUST package in R, which provides func-
tions to support normal-mixture modeling and model-based clustering (3). Normal-
mixture models were developed to represent travel times for each hour of the day 
between 4:30 and 12:30 a.m. The early-morning hours were not considered due to 
the lack of any congestion. The first question above was answered by putting the 
data set for each hour into a function that initially clusters the data into the num-
ber of states that provide a best fit (in this guide, the “optimal” number of states). 
The best fit was determined using the Bayesian information criterion (BIC), defined as 
−2 log(L) + k log(n), where L is the likelihood function of the model parameters, k is 
the number of parameters, and n is the sample size of the data. This function considers 
the fit of the model while penalizing for an increased number of parameters to prevent 
against overfitting. The model with the number of states that produces the lowest BIC 

Figure C.83. Minimum, average or mean, and maximum study corridor travel times on eastbound I-66, 
weekdays, January 1 through March 30, 2009.
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is selected as the optimal model, and each data point is given an initial probability of 
belonging to each state. 

The outputs of this step (the model type, number of states, and initial probabilities 
of a data point belonging to each state) are then put into an expectation–maximization 
algorithm, an iterative method appropriate for mixture models, which is used to find 
maximum likelihood estimates of parameters. The expectation–maximization algo-
rithm outputs the mixture component for each state (its probability of occurrence), the 
mean and standard deviation of each state, and the final estimates of the probability 
that a data point belongs to each state. These estimates are used to form a user-centric 
output; for example, “If you depart on a trip at noon, you will have a 20% chance of 
experiencing congestion. During congestion, the average travel time is 30 minutes and 
the 95th percentile travel time is 45 minutes.”

During the analysis process, complications arose that required the research team 
to balance the desire for a best-fitting model with the need to provide useful and clear 
information to the end user. The initial clustering step suggested that either three or 
four states were needed to optimally model the travel times for each hour. The opti-
mal number of states for each hour’s model is summarized in Table C.31, along with 
the associated BICs. However, in the practical realm, a historical set of travel times 
from a given hour can be conceptualized as consisting of no more than three states. 
Early-morning time periods may only have one state, noncongested, and can thus be 
described by a single distribution. Time periods when demand fluctuates may have 
two states: noncongested and congested, with congestion being triggered either by 
high demand or a nonrecurrent condition. Finally, the peak periods may have three 
states: a noncongested state, likely rare, when demand is low; a congested state, which 
is common; and a very congested state, which may be triggered by an incident or spe-
cial event. The fourth state has no clear physical explanation that can be effectively 
conveyed to the end user. As such, each hour’s data set was run through the clustering 
algorithm again, this time with a constraint of three maximum states. The constrained 
best-fit state for each hour and its associated BIC are shown in Table C.31. Three states 
provided the best-fit for all but two hours (12:30 and 2:30 p.m.), when two states 
provided the best fit. 

Following the expectation–maximization step using the constrained number of 
states, the mean travel time estimates for each state were evaluated. These mean travel 
times are summarized in Table C.32. For the majority of hours (all hours outside of the 
morning peak), the mean travel times for State 1 (S1) and State 2 (S2) were very similar 
(within 3 minutes of each other). These are denoted in Table C.32 by gray shading. 
Because such small differences in average travel times are not meaningful enough to 
the end user to be considered different states, any hour for which three states were sug-
gested, but mean travel times between consecutive states differed by less than 3 min-
utes, were reduced to two states. The model parameters were then reestimated for 
this final number of states. In the end, the models for each hour were composed of 
two states, with the exception of the morning peak hours (6:30 to 10:30 a.m.), which 
remained composed of three states. The final number of states and associated BICs for 
each hour are shown in the final column in Table C.31. 
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TABLE C.31. SELECTION OF STATES

Hour

Optimal Constrained Final

No. of 
States BIC

No. of 
States BIC

No. of 
States BIC

4:30 to 5:30 a.m. 3 1387 3 1387 2 1443

5:30 to 6:30 a.m. 4 3580 3 3595 2 3620

6:30 to 7:30 a.m. 3 4322 3 4322 3 4322

7:30 to 8:30 a.m. 3 5017 3 5017 3 5017

8:30 to 9:30 a.m. 4 4854 3 4855 3 4855

9:30 to 10:30 a.m. 3 3876 3 3876 3 3876

10:30 to 11:30 a.m. 4 2561 3 2567 2 2622

11:30 a.m. to 12:30 p.m. 3 1578 3 1578 2 1640

12:30 to 1:30 p.m. 4 960 2 968 2 968

1:30 to 2:30 p.m. 3 1081 3 1081 2 1132

2:30 to 3:30 p.m. 3 1118 3 1118 2 1153

3:30 to 4:30 p.m. 3 1675 3 1675 2 1725

4:30 to 5:30 p.m. 2 3074 2 3074 2 3074

5:30 to 6:30 p.m. 3 3160 3 3160 2 3170

6:30 to 7:30 p.m. 3 2793 3 2793 2 2812

7:30 to 8:30 p.m. 4 1459 3 1464 2 1477

8:30 to 9:30 p.m. 3 1283 3 1283 2 1291

9:30 to 10:30 p.m. 4 1220 3 1220 2 1233

10:30 to 11:30 p.m. 3 2398 3 2398 2 2488

11:30 p.m. to 12:30 a.m. 3 2162 3 2162 2 2178

Results
This section first summarizes the travel time reliability findings for each weekday hour. 
It then provides an in-depth analysis of model results for the morning peak hours. 

Overall 
Figure C.84 presents, for each hour of the day and for each state, the probability of 
the state’s occurrence (top left), the mean travel time (top right), the standard devia-
tion of its travel times (bottom left), and the 95th percentile travel time (bottom right). 
Estimates for State 1 are shown by the dashed line, State 2 by the solid line, and State 3 
(when applicable) by the bold line. Values are also summarized in Table C.33.

As can be seen in the plot of each state’s probability, State 1 is by far the most com-
mon state encountered during the early-morning, the midday, and the late-night hours. 
When this state is active during these hours, the mean travel time tends to be near free 
flow at around 25 minutes, the standard deviation is low, and the 95th percentile is 
close to the mean. During these off-peak periods, the percentage chance of congestion 
(State 2) generally stays between 10% and 20%. Even when the congested state is 
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active during these hours, the mean travel time is still generally less than 30 minutes, 
and the 95th percentile travel time is generally less than 35 minutes. 

At the beginning of the afternoon peak (4:30 to 5:30 p.m.), State 1 and State 2 
each have a 50% chance of occurring. During the afternoon peak hour (5:30 to 6:30 
p.m.), the probability of congestion increases to 67%. At the end of the afternoon peak 
hour (6:30 to 7:30 p.m.), the probability of State 1 and State 2 effectively swap; State 
1 has a 64% change of occurring and State 2, a 36% change of occurring. Throughout 
the afternoon peak, the mean and 95th percentile travel times of each state are consis-
tent. State 1 has a mean travel time of 26 to 27 minutes and a 95th percentile travel 
time of 27 to 28 minutes, and State 2 has a mean travel time of 30 to 31 minutes and 
a 95th percentile travel time of 33 to 34 minutes. 

The 4 hours of the morning peak (6:30 to 10:30 a.m.) have three active states, as 
they have both the most congestion and travel time variability. Within these 4 hours, 
however, both the relative probabilities of each state and the parameters of each state 
differ significantly. State 3 (conceptualized as the nonrecurrent congestion state) has 
the greatest chance of occurring at the beginning of the morning peak (between 6:30 
and 7:30 a.m.) and between 8:30 and 9:30 a.m. (41% and 39%, respectively). Its 

TABLE C.32. MEAN TRAVEL TIMES BY STATE FOR CONSTRAINED PARAMETERS
Hour S1 S2 S3

4:30 to 5:30 a.m. 24 25 29

5:30 to 6:30 a.m. 25 26 31

6:30 to 7:30 a.m. 28 33 37

7:30 to 8:30 a.m. 28 39 46

8:30 to 9:30 a.m. 28 34 42

9:30 to 10:30 a.m. 26 29 34

10:30 to 11:30 a.m. 25 26 28

11:30 a.m. to 12:30 p.m. 25 25 29

12:30 to 1:30 p.m. 23 25 N/A

1:30 to 2:30 p.m. 24 26 30

2:30 to 3:30 p.m. 24 25 27

3:30 to 4:30 p.m. 24 26 29

4:30 to 5:30 p.m. 26 27 N/A

5:30 to 6:30 p.m. 25 31 31

6:30 to 7:30 p.m. 27 27 31

7:30 to 8:30 p.m. 25 26 28

8:30 to 9:30 p.m. 25 26 31

9:30 to 10:30 p.m. 25 26 28

10:30 to 11:30 p.m. 25 26 31

11:30 p.m. to 12:30 a.m. 25 26 30

Note: Shading denotes very similar mean travel times. N/A = not applicable.
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likelihood is around 25% during the other 2 hours. The severity of congestion in this 
state differs across each hour. It has the highest mean travel time (46 minutes) and 95th 
percentile travel time (58 minutes) during the 7:30 a.m. hour, indicating that this is the 
true morning peak hour. At 8:30 a.m., the mean travel time of this state is reduced to 
42 minutes, and the 95th percentile travel time to 51 minutes. On the shoulders of the 

 
Figure C.84. State probabilities, mean travel times, standard deviation, and 95th percentile travel times 
by time of day.
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TABLE C.33. PROBABILITY, MEAN TRAVEL TIME, STANDARD DEVIATION, AND 95TH PERCENTILE TRAVEL TIME BY 
STATE

Time

Probability
(%) Mean Standard Deviation 95th Percentile

S1 S2 S3 S1 S2 S3 S1 S2 S3 S1 S2 S3

4:30 a.m. 92 8 N/A 24 27 N/A 0.5 2.1 N/A 25 30 N/A

5:30 a.m. 46 54 N/A 25 30 N/A 0.9 3.3 N/A 27 36 N/A

6:30 a.m. 23 36 41 28 33 37 1.3 1.9 4.5 30 36 44

7:30 a.m. 17 58 25 28 39 46 1.9 4.5 7.7 31 46 58

8:30 a.m. 29 32 39 28 34 42 1.9 3.6 5.7 31 40 51

9:30 a.m. 25 50 24 26 29 34 0.8 1.9 3.9 27 32 40

10:30 a.m. 68 32 N/A 25 28 N/A 0.6 2.3 N/A 26 32 N/A

11:30 a.m. 89 11 N/A 25 28 N/A 0.5 2.8 N/A 25 28 N/A

12:30 p.m. 89 11 N/A 25 26 N/A 0.3 1.0 N/A 25 28 N/A

1:30 p.m. 91 9 N/A 25 26 N/A 0.4 1.8 N/A 25 29 N/A

2:30 p.m. 85 15 N/A 25 26 N/A 0.3 1.2 N/A 25 28 N/A

3:30 p.m. 83 17 N/A 25 27 N/A 0.5 1.7 N/A 26 30 N/A

4:30 p.m. 50 50 N/A 26 30 N/A 0.8 1.6 N/A 27 33 N/A

5:30 p.m. 33 67 N/A 27 31 N/A 0.7 1.5 N/A 28 34 N/A

6:30 p.m. 64 36 N/A 26 30 N/A 0.7 1.6 N/A 27 33 N/A

7:30 p.m. 91 9 N/A 25 28 N/A 0.5 1.8 N/A 26 31 N/A

8:30 p.m. 96 4 N/A 25 28 N/A 0.4 4.5 N/A 26 37 N/A

9:30 p.m. 95 5 N/A 25 28 N/A 0.4 2.3 N/A 26 31 N/A

10:30 p.m. 74 26 N/A 25 29 N/A 0.6 2.6 N/A 26 33 N/A

11:30 p.m. 89 11 N/A 26 29 N/A 0.7 1.7 N/A 27 32 N/A

Note: N/A = not applicable.

morning peak, the mean travel times of State 3 are 34 and 37 minutes, and the 95th 
percentile travel times are 40 and 44 minutes. State 2 occurs with varying probabilities 
during the morning peak, ranging from a low of 32% at 8:30 a.m. to a high of 58% at 
7:30 a.m. The mean and 95th percentile travel times of State 2 are significantly higher 
during the morning peak than at any other time period of the day. Even though this 
time period usually experiences congestion and some travel time variability, there are 
days (approximately one out of five) when the corridor operates in the uncongested 
state, and mean travel times are around 28 minutes. 

The information gained from the example plot and accompanying table can be 
used to provide intuitive and useful information to the traveling public, in ways illus-
trated in the following section, which focuses on interpreting the results for the morn-
ing peak hours. 
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Morning Peak
As discussed in previous sections, a three-state normal-mixture model was selected to 
measure reliability statistics for the four morning peak hours. Figure C.85 provides a 
visual comparison of the relative model fits of the three-state normal-mixture model, 
a two-state normal-mixture model, and a lognormal distribution model. These fits 
are also quantitatively summarized in Table C.34, which compares the BICs for each 
model for each hour. Visually, it is clear that for every hour except 8:30 a.m., the three-
state normal model approximates the data the most closely. This is also reflected in the 
BIC values, which are the lowest for the three-state normal-mixture model. During the 

Figure C.85. Lognormal and two- and three-state normal-mixture models for morning peak hours.
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8:30 a.m. hour, the fits between the three-state and two-state mixture models appear 
comparable, and their BICs are essentially equivalent. 

Figure C.86 provides a clearer visual comparison of the different travel time distri-
butions within each morning hour by plotting them on the same x- and y-axis scales. 
It is evident that the two middle peak hours (7:30 and 8:30 a.m.) have the most travel 
time variability; the distributions for the shoulder hours are more tightly packed. In 
particular, there is a large spike in the travel time distribution for the 9:30 a.m. hour 
at 25 minutes, which is essentially free flow for this corridor. In this figure, each bar 
of the travel time histogram is shaded according to which state the model determined 
it was the most likely to fall into. There are no clearly defined boundaries for each 
state; rather, for each observed travel time, the model provides the percentage chance 
that the data point belongs to each state. For some values (e.g., 24 minutes), there is 
a near 100% likelihood that the travel time belongs in State 1. For others, such as a 
46-minute travel time during the 7:30 a.m. hour, there is a near 50% chance that the 
data point belongs to State 2 and a near 50% chance that it belongs to State 3. Thus, 
these shadings are meant only to be a rough visualization of the component travel 
times of each state. 

The desired final output of these analyses is reliability information that can be 
readily interpreted and used by corridor drivers who are planning to make a trip at a 
certain time. From the information presented above, the following examples convey 
information that could be provided to drivers on a pretrip basis to aid them in their 
planning process:

•	 For trips made between 7:30 and 8:30 a.m., there is a 60% chance of experiencing 
congestion. If congestion occurs, the expected travel time is 39 minutes, and the 
95th percentile travel time is 46 minutes. There is also a 25% chance of experi-
encing severe, incident-based congestion. If this occurs, the expected travel time is 
46 minutes, and the 95th percentile travel time is 58 minutes.

•	 For trips made between 9:30 and 10:30 a.m., there is a 50% chance of experienc-
ing congestion. If congestion occurs, the expected travel time is 29 minutes, and 
the 95th percentile travel time is 32 minutes. There is also a 25% chance of expe-
riencing severe, incident-based congestion. If this occurs, the expected travel time 
is 34 minutes, and the 95th percentile travel time is 40 minutes.

TABLE C.34. BICS BY DISTRIBUTION MODEL
Time Three-State Normal Two-State Normal Lognormal

6:30 to 7:30 a.m. 4322 4346 4330

7:30 to 8:30 a.m. 5017 5053 5034

8:30 to 9:30 a.m. 4856 4856 4910

9:30 to 10:00 a.m. 3876 3954 3981
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Figure C.86. Travel time distributions and states, morning peak.

Summary
This case study leverages the methodologies developed by the SHRP 2 L10 research 
team and applies them to 3 months of 5-minute aggregated loop detector data collected 
on a 26-mile corridor of eastbound I-66 in Northern Virginia. The results indicate that 
normal-mixture models reasonably approximate travel time data observed within a 
given time period. Two-state models seem sufficient to accurately model off-peak hours, 
but three-state models are needed to capture the variability during the peak hours. 
 Beyond providing a good fit to travel time data, mixture models also output data in a 
form that can be easily conveyed to help end users better plan for trips. 
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PROBE VEHICLE COMPARISONS

Introduction
To better understand the implications of the data quality issues on travel times, the 
team performed a quality control procedure. Probe vehicle runs were conducted along 
I-66 to amass ground-truth data that could be compared with the sensor data. A GPS-
based data collection device was used capable of collecting data at 1-second intervals. 
The sections of roadway along which probe runs were conducted and details concern-
ing the sensor data collected as part of this effort are described in Table C.35.

Along this corridor, as elsewhere in the study region, point detectors are placed 
at approximately half-mile intervals. Due to accuracy and maintainability issues with 
inductive loop detectors and other older sensors, there are no plans to replace the 
failed units deployed on the mainline lanes of NOVA-region freeways. Instead, plans 
are in motion to transition to the use of nonintrusive radar-based detection technolo-
gies along the freeways. These sensors are being deployed both as replacements for 
older failed units, as well as new installations. As a result of a combination of the fail-
ure of some older loop detector stations, ongoing roadway construction, and the need 
to configure many of the newer radar-based units, data are available for only about 
75 of NOVA’s freeway detectors. Figure C.87 provides a visual indication of the avail-
ability of data on I-66 and I-395; darker-colored icons indicate working stations, and 
lighter-colored icons indicate nonworking stations.

Data-Related Issues Associated with NOVA Sensors
As discussed, construction and maintenance issues resulted in a limited number of 
operational sensors from which data were available for use. In addition, a number 
of sensors that at first appeared to be in working order were actually transmitting 
speed or flow data of questionable quality. For example, Figure C.87 shows five work-
ing sensors operating in close proximity to one another along I-395. However, a closer 
analysis of the data output by several of these sensors indicated conditions that are 
either decidedly irregular or simply inaccurate. Examples are shown in Figure C.88.

Although the sensor providing the speed and flow data in Figure C.88 appeared 
to be functioning properly (as reported by the automated system used by the team to 
collect and to analyze data as part of this project), a review of the speed data (y-axis) 
and flow data (z-axis) indicates the following:

TABLE C.35. OVERVIEW OF PROBE RUNS

Segment Route Time Period Runs
Start and End 
Mileposts

No. of 
Sensors Date

A > B I-66 EB Afternoon peak 1, 2, and 3 68.5 to 74.3 4 April 19, 2011

C > D I-66 WB Afternoon peak 4, 5, and 6 74.2 to 69.9 3 April 19, 2011

E > F I-66 EB Morning off peak 7, 8, and 9 54.4 to 56.3 4 April 20, 2011

G > H I-66 WB Morning off peak 10, 11, and 12 56.3 to 54.4 4 April 20, 2011

Note: EB = eastbound; WB = westbound.
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Figure C.87. Display of functioning versus nonfunctioning sensor stations.
Map data © 2012 Google.

Figure C.88. Speed and flow data gathered from suspect sensor along I-395.
Source: NOVA PeMS.
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•	 Speeds reported by this sensor are approximately 27 mph at all times of day except 
during the middle of the night, when traffic speeds increase significantly. 

•	 The reported traffic flows appear fairly normal (with the exception of an apparent 
issue occurring between approximately 1 and 5 p.m. on May 10, 2011), except 
that the peak traffic volume is reported as occurring between noon and 3 p.m., 
rather than the typical 4 to 7 p.m. A field review of conditions by team members at 
this location and during this time period does not support this suggested condition.

A review of data collected from other sensors along southbound I-395 adjacent to 
this detector shows similar conditions in that the peak traffic flow is reported as occur-
ring between noon and 3 p.m., resulting in a concomitant drop in speeds to between 
30 and 40 mph. As indicated above, a field review of conditions did not support this 
reported condition. 

Figure C.89 shows similar issues for a sensor along I-66.
As with the sensor data reported in Figure C.88, data from the sensor displayed in 

Figure C.89 indicate the existence of conditions along I-66 that diverge from conven-
tional wisdom concerning the time of day at which the peak travel condition occurs. 
According to these data, peak volumes and the lowest speeds regularly occur at this 
location between approximately 2:00 and 6:30 a.m., with speeds near 70 mph present 
during the remainder of the day. Again, a field review conducted by team members 
indicated that these data do not accurately represent the conditions that really exist. 

Figure C.89. Speed and flow data gathered from suspect sensor along I-66.
Source: NOVA PeMS.
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It is likely that some portions of these data-related issues are the result of the 
high percentage of imputed detector data being used to represent conditions at many 
detector stations (e.g., 59% of data used to generate the contents of Figure C.88 are 
imputed rather than observed). However, an even more significant issue is related to 
the need for these detectors to be fully calibrated on a systemwide basis to ensure they 
accurately represent real-world conditions. Although VDOT is in the process of doing 
this, the team recommends that speed, flow, and estimated travel time data derived 
from these quantities be used sparingly until this process is complete. Failure to do 
so may result in decisions based on largely erroneous data, potentially resulting in a 
significant waste of resources and labor.

Methodology
The primary question the team wanted to answer in this probe-based experiment was 
this: How well do the probe data align with the traffic speed and travel time estimates 
provided by the sparsely deployed point-based detectors? The primary method for 
answering this question was to compare data collected at 1-second intervals from a 
GPS-based data collection device against speed estimates based on data from VDOT 
sensors deployed along each of the four sections of I-66 described above. As part of 
this effort, the analytical approach described below was used.

For each segment of roadway, graphs were used to compare the speed of the probe 
vehicle with speeds reported by the sensors. Speeds were displayed on the vertical axis 
and mileposts on the horizontal axis. The solid line represented the speed estimates 
generated by the sensors (based on aggregate data collected from all lanes of travel), 
and the dotted line represented the probe vehicle speeds. In cases in which data from 
the sensors was of suspected quality, the line representing the speed estimate provided 
by that sensor was dashed rather than completely solid. The locations of all the sensors 
from which data were collected along each roadway were indicated by a solid circle at 
the midpoint of each segment, accompanied by the sensor’s identification number. The 
team subsequently analyzed the differences between these two data sets along each 
segment.

In addition to analyzing the speed data, the team analyzed the differences between 
the travel times experienced by the probe vehicle during each trip versus the estimated 
travel times generated from the sensor speeds. In situations in which unreliable sensor 
data were present, a combination of observed sensor speeds and imputed speeds was 
used to fill in the gaps. Results of each analysis were then compared to calculate the 
average (absolute) error for each segment of roadway, as well as for the complete set 
of runs as a whole.

Data Analysis
The speed data from the probe-based runs was compared with the speed estimates 
generated using the spot speed sensors located along the same sections of roadway. 
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Data Analysis Along I-66 Inside of I-495 Eastbound
Figures C.90, C.91, and C.92 show plots of the instantaneous speeds recorded by the 
vehicle probe as it traversed I-66 eastbound inside of I-495 at three times on Tuesday, 
April 19, 2011, plotted against the speeds reported by the detectors (804, 822, 808, 
and 817) along that stretch of roadway at that those same times.

 

Figure C.90. Segment A > B, Run 1, I-66 eastbound at 3:40 p.m., Tuesday, April 19, 2011.

 

Figure C.91. Segment A > B, Run 2, I-66 eastbound at 5:23 p.m., Tuesday, April 19, 2011.
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Comparison of the probe speeds with the sensor-based speeds suggests the following:

•	 Data generated by Sensor 804 (Mileposts 68.5 to 70.0) were not consistent with 
the probe data collected along this roadway segment. The most likely explanation 
is data quality issues with the sensor. The speed reported by this sensor for most 
of the day was about 27 mph.

•	 All data (100%) for Sensor 822 (Mileposts 70.0 to 71.05) were imputed. The im-
puted data suggest a sustained free-flow speed that is clearly inaccurate based on 
the speeds observed by the probe vehicle.  

•	 Data generated by Sensor 808 (Mileposts 71.05 to 72.7) were not consistent with 
the probe data. Again, the explanation is likely to be data quality issues with the 
sensor. The speed reported by this sensor was about 28 mph for most of the day.

•	 Sensor 817 (Mileposts 72.7 to 74.3) is the one sensor that appeared to provide reli-
able speed data for the time periods during which the probe runs were conducted. 
Even so, the probe vehicle speeds were lower, and significantly so for probe Runs 1 
and 2.

Data Analysis Along I-66 Inside of I-495 Westbound 
Figures C.93, C.94, and C.95 show plots of the instantaneous speeds recorded by the 
vehicle probe as it traversed I-66 westbound inside of I-495 at three times on Tuesday, 
April 19, 2011, plotted against the speeds reported by the detectors (819, 1422, and 
806) along that stretch of roadway at that those same times.

Comparison of these probe data with the sensor-based speeds suggests the following:

•	 Sensor 819 (Mileposts 74.2 to 72.7) reported fairly reliable speeds for the time 
periods during which the probe runs were conducted. Even so, the probe speeds 

 

Figure C.92. Segment A > B, Run 3, I-66 eastbound at 6:18 p.m., Tuesday, April 19, 2011.
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Figure C.93. Segment C > D, Run 4, I-66 westbound at 3:27 p.m., Tuesday, April 19, 2011.

Figure C.94. Segment C > D, Run 5, I-66 westbound at 4:05 p.m., Tuesday, April 19, 2011.

were lower than those reported by the sensor, especially during the latter portion 
of probe Run 3, during which significant congestion was encountered.

•	 Data generated by Sensor 1422 (Mileposts 72.7 to 70.8) were not consistent with 
the probe data due to data quality issues with the sensor. The speed reported by 
this sensor was about 28 mph for most of the day.

•	 All data (100%) for Sensor 806 (Mileposts 70.8 to 69.9) were imputed. No field 
observations were generated by the sensor during any of the probe runs. Imputed 
data for this section of roadway indicates near free-flow speeds that were demon-
strated to be inaccurate by the probe vehicle. 
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Figure C.95. Segment C > D, Run 6, I-66 westbound at 6:38 p.m., Tuesday, April 19, 2011.

Data Analysis Along I-66 Outside of I-495 Eastbound
Figures C.96, C.97, and C.98 show plots of the instantaneous speeds recorded by the 
vehicle probe as it traversed I-66 eastbound outside of I-495 at three times on Wednes-
day, April 20, 2011, plotted against the speeds reported by the detectors (1139, 1157, 
1141, and 1142) along that stretch of roadway at that those same times.

  

Figure C.96. Segment E > F, Run 7, I-66 eastbound at 9:43 a.m., April 20, 2011.



349

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

  

  

Figure C.97. Segment E > F, Run 8, I-66 eastbound at 10:20 a.m., April 20, 2011.

Figure C.98. Segment E > F, Run 9, I-66 eastbound, 10:36 a.m., April 20, 2011.
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Comparison of these probe data with the sensor-based speeds suggests the following:

•	 Only 15% of the speeds reported by Sensor 1139 (Mileposts 54.4 to 54.9) were 
actually observed. Consequently, although those speeds are reasonably consistent 
with the conditions observed by the probe vehicle, it is unclear whether this sensor 
would provide accurate data under other conditions.

•	 All speeds (100%) reported by Sensor 1157 (Mileposts 54.9 to 55.4) were im-
puted. Those imputed data suggested sustained free-flow speeds, which is consis-
tent with the conditions encountered by the probe vehicle.

•	 All speeds (100%) reported by Sensor 1141 (Mileposts 55.4 to 55.8) were im-
puted. Those imputed speeds suggest sustained free-flow conditions, which is con-
sistent with the conditions encountered by the probe vehicle (although the sensor 
shows slightly higher speeds during two of the three probe runs).

•	 As was reported by Sensor 1139, only 15% of the speeds reported by Sensor 1142 
(Mileposts 55.8 to 56.3) were actually observed. Although the sensor suggested 
the conditions encountered by the probe vehicle, it is unclear whether this sensor 
would provide accurate data under other conditions. 

Data Analysis Along I-66 Outside of I-495 Westbound
Figures C.99, C.100, and C.101 show plots of the instantaneous speeds recorded by 
the vehicle probe as it traversed I-66 westbound outside of I-495 at three times on 
Wednesday, April 20, 2011, plotted against the speeds reported by the detectors (1143, 
1156, 1158, and 1140) along that stretch of roadway at that those same times.

  
Figure C.99. Segment G > H, Run 10, I-66 westbound at 9:34 a.m., April 20, 2011.
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Figure C.100. Segment G > H, Run 11, I-66 westbound at 9:53 a.m., April 20, 2011.

  

Figure C.101. Segment G > H, Run 12, I-66 westbound at 10:27 a.m., April 20, 2011.
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Comparison of these probe data with the sensor-based speeds suggests the following:

•	 Only 15% of the speeds generated by Sensor 1143 (Mileposts 56.3 to 55.7) were 
actually observed. Consequently, although the speeds reported by this sensor are 
close to those observed by the probe, it is unclear whether this sensor would pro-
vide accurate data under other conditions.

•	 All speeds (100%) reported by Sensor 1156 (Mileposts 55.7 to 55.3) were im-
puted. The imputed speeds suggest sustained free-flow speeds along this portion 
of the freeway mainline, which is consistent with the conditions encountered by 
the probe vehicle.

•	 All speeds (100%) for Sensor 1158 (Mileposts 55.3 to 54.85) were imputed. Those 
imputed speeds suggest sustained near free-flow speeds, which is somewhat lower 
than speed data generated by the probe vehicle.

•	 As with Sensor 1143, only 15% of the data generated by Sensor 1140 (Mileposts 
54.85 to 54.4) were observed. This lack of observed data helps to explain the 
lower speeds generated by this sensor versus those reported by the probe vehicle.

Comparison of Travel Times: Probe (Measured) versus Sensor 
(Estimated)
Based on the speed data from the probe vehicle runs and speed estimates provided 
by the sensors, segment travel times were generated for each of the 12 probe runs de-
scribed above. Two approaches were used to calculate roadway travel times based on 
the sensor data:

•	 Approach 1: All speed data received by the team from the sensors were used re-
gardless of whether the data were good, imputed, or suspect. 

•	 Approach 2: Data from nearby sensors were used in place of the data from the 
sensors that were flagged (manually) as likely generating suspect data, based on 
the reporting of very low speeds over significant periods of time: 

 — Runs 1, 2, and 3: Substituted data for Sensors 804 and 808;

 — Runs 4, 5, and 6: Substituted data for Sensor 1422;

 — Runs 7, 8, and 9: No substitution of data; and

 — Runs 10, 11, and 12: No substitution of data.

As no substitution of sensor data occurred for Runs 7 to 12, Approach 2 was 
not employed as part of the travel time estimation process along those segments of 
roadway. Travel times are given below for Runs 1 to 3 (Table C.36), Runs 4 to 6 
(Table C.37), Runs 7 to 9 (Table C.38), and Runs 10 to 12 (Table C.39).

Travel times collected during the first day of probe data collection (April 19) dif-
fered significantly from the estimated travel times generated by the sensor data (using 
either Approach 1 or 2). For example, for Runs 1, 2, and 3 there was an overall 
absolute average error of 15% for Approach 1 and 39% for Approach 2. Although 
this might result in a perception that the sensor data along this segment are useful for 



353

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

TABLE C.36. TRAVEL TIMES FOR RUNS 1, 2, AND 3 (A > B), APRIL 19, 2011

Start 
Time Road

Start
MP

End
MP

Probe Vehicle 
Travel Time 
(Measured) 
(min)

VDOT Sensor Travel Time 
(Estimated) (min) Approach 

1 Error 
(%)

Approach 
2 Error 
(%)Approach 1 Approach 2

3:40 p.m. I-66 EB 68.5 74.3 6.3 7.0 4.7 +11 −25

5:23 p.m. I-66 EB 68.5 74.3 10.1 7.0 4.6 −31 −54

6:18 p.m. I-66 EB 68.5 74.3 7.4 7.1 4.6 −4 −37

Note: MP = milepost.

TABLE C.37. TRAVEL TIMES FOR RUNS 4, 5, AND 6 (C > D), APRIL 19, 2011

Start 
Time Road

Start
MP

End
MP

Probe Vehicle 
Travel Time 
(Measured) 
(min)

VDOT Sensor Travel Time 
(Estimated) (min) Approach 

1 Error 
(%)

Approach 
2 Error 
(%)Approach 1 Approach 2

3:27 p.m. I-66 WB 74.2 69.9 7.2 6.3 4.0 −12 −44

4:05 p.m. I-66 WB 74.2 69.9 4.6 6.3 4.0 +37 −13

6:38 p.m. I-66 WB 74.2 69.9 12.2 6.1 4.1 −50 −66

Note: MP = milepost.

TABLE C.38. TRAVEL TIMES FOR RUNS 7, 8, AND 9 (E > F), APRIL 20, 2011

Start 
Time Road

Start
MP

End
MP

Probe Vehicle 
Travel Time 
(Measured) 
(min)

VDOT Sensor Travel Time 
(Estimated) (min) Approach 

1 Error 
(%)

Approach 
2 Error 
(%)Approach 1 Approach 2

9:43 a.m. I-66 EB 54.4 56.3 1.8 1.7 N/A −6 N/A

10:20 a.m. I-66 EB 54.4 56.3 1.8 1.7 N/A −6 N/A

10:36 a.m. I-66 EB 54.4 56.3 1.8 1.7 N/A −6 N/A

Note: MP = milepost; N/A = not applicable because no substitution of sensor data occurred for Runs 7 to 9, so 
Approach 2 was not used.

TABLE C.39. TRAVEL TIMES FOR RUNS 10, 11, AND 12 (G > H), APRIL 20, 2011

Start 
Time Road

Start
MP

End
MP

Probe Vehicle 
Travel Time 
(Measured) 
(min)

VDOT Sensor Travel Time 
(Estimated) (min) Approach 

1 Error 
(%)

Approach 
2 Error 
(%)Approach 1 Approach 2

9:34 a.m. I-66 WB 56.3 54.4 1.7 1.8 N/A +6 N/A

9:53 a.m. I-66 WB 56.3 54.4 1.7 1.8 N/A +6 N/A

10:27 a.m. I-66 WB 56.3 54.4 1.7 1.8 N/A +6 N/A

Note: MP = milepost; N/A = not applicable because no substitution of sensor data occurred for Runs 10 to 12, so 
Approach 2 was not used.
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calculating travel times, it must be remembered that two of the sensors generated sus-
pect speed data—in this case, very low freeway speeds. Incorporating these speeds into 
the travel time estimation appears to have offset the higher roadway speeds generated 
by the other two roadway sensors, speeds that were generally much higher than those 
reported by the probe vehicle. Consequently, incorporation of the likely erroneous 
slow speeds resulted in travel times closer to those experienced by the probe vehicle—
an unintended consequence of the use of this data. Moreover, the nearly identical travel 
time estimates generated using both approaches over the course of several hours speaks 
to the likely impact of the considerable amount of data imputation that occurred. The 
steadiness of these travel time estimates is not ideal for computing reliability, which 
relies on the ability of the system to detect variability in traffic conditions over time. 
Reviewing the content of the histogram in Figure C.102, which provides a breakdown 
of afternoon peak period (3:00 to 7:00 p.m.) travel times along the roadway segment 
used as part of Runs 1, 2, and 3 (Segment A > B) for a 2-month period (March 15 to 
May 15), demonstrates a fairly low amount of travel time variability over the more 
than 2,000 5-minute data collection periods for which data were collected.

Travel times collected during the second day of probe runs conform much more 
closely to the estimates from the sensors, with an average error of 6% in each direc-
tion of travel. However, nearly all of these data were imputed (only 15% was observed 
data, which was provided by four of the eight sensors from which data were collected). 
As a result, it is highly unlikely that these sensors would provide accurate travel times 
under most congested conditions. The full extent of this problem is made clear by the 
histogram in Figure C.103, which demonstrates that over the course of 2  months, a 
total of only 44 (of 2,156 total) 5-minute time slices along Segment E > F (Runs 7, 8, 
and 9) were reported as having travel times in excess of 2 minutes during the morn-
ing peak period. A nearly identical travel time distribution exists for westbound travel 
times along this segment of I-66 during the morning peak period.

 
Figure C.102. I-66 eastbound afternoon peak travel times, Mileposts 68.5 to 74.3, 
from March 15, 2011, through May 15, 2011.
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LESSONS LEARNED

Overview
The team selected Northern Virginia as a case study site because it provided an oppor-
tunity to integrate a reliability monitoring system into a preexisting, extensive data 
collection network. The data collected on NOVA roadways are already passed to 
a number of external systems, including RITIS at the University of Maryland, the 
 archived data management system at the University of Virginia, and the statewide 511 
system. Configuring PeMS to receive NOVA data helped define the requirements for 
complex traffic systems integration and illustrate what agencies can do to facilitate the 
process of implementing reliability monitoring. 

Systems Integration
The process of fully integrating the NOVA data with PeMS took several weeks. 
 Although this amount of effort is standard when integrating archived data user sys-
tems with traffic data collection systems, there are a number of steps that agencies can 
take to make this integration go more smoothly and quickly. 

It is important that the implementation and maintenance of a traffic data collection 
system be carried out with a broad audience in mind. Efforts such as the federal gov-
ernment’s 2009 Open Government Initiative underscore the value of providing public 
access to government data. Often, increasing access to data outside an organization 
can help to further agency goals; for example, providing data to mobile  application 
developers can help agencies distribute information in a way that increases the effi-
ciency of the transportation network. It will also help agencies support contractors’ 
efforts to implement procured systems, such as a TTRMS. 

 

Figure C.103. I-66 eastbound morning peak travel times, Mileposts 54.4 to 56.3, from 
March 15, 2011, through May 15, 2011.



356

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

One of the ways that agencies can facilitate the distribution of data from their 
data collection system is by establishing one or more data feeds. As discussed in the 
first chapter, different parties will want to acquire data processed to different levels, 
depending on the intended use. For example, a mobile application developer may only 
be interested in heavily processed data, such as route-level travel times. A third-party 
data aggregator may be interested in obtaining speeds computed from loop detectors 
to be fused with other travel time data sources. A traffic engineering firm may prefer 
raw detector flow and occupancy data that they can quality check using their own 
established methods and then use to calculate performance measures. Maintaining 
multiple data feeds can be a challenge. If agencies want to provide a feed of processed 
data, it will save resources in the long run to document the processing steps performed 
on the data. Such documentation will allow implementers of external systems to evalu-
ate these steps and undo them, if needed. 

Aside from the processing documentation, maintaining clear documentation on 
the format of data files and units of data will greatly facilitate the use of data outside 
of the agency. In addition, maintaining documentation on the path of data from a 
detector through the agency’s internal systems can be of value to contractors and other 
external data users. Clearly explaining this information in a text file minimizes the 
back-and-forth communication between agency staff and contractors and prevents 
inaccurate assumptions. 

Methodological Advancement
From a methodological standpoint, this case study focused on implementing a multi-
state travel time reliability model developed by SHRP 2 Project L10. The original 
research developed this model on automated vehicle identification travel time mea-
surements in San Antonio, as well as travel times generated by a microsimulation traf-
fic model on a section of I-66 in Northern Virginia. The present effort extended this 
research by applying it to point speeds generated by multiple loop detectors along a 
freeway segment.

The methodological findings of this case study are that multistate normal distribu-
tion models can approximate travel time distributions generated from loop detectors 
better than normal or lognormal distributions. During the peak hours on a congested 
facility, three states are generally sufficient to balance a good model (distribution) fit 
with the need to generate information that can be easily communicated to interested 
parties. During off-peak hours, two states typically provide a reasonable model (distri-
bution) fit. The outputs of this method can inform travelers of the percentage chance 
that they will encounter moderate or severe congestion and, if they do, what their 
expected and 95th percentile travel times will be. 

Probe Data Comparison 
Most public agency–managed data processing systems rely on fixed sensor infrastruc-
ture to support the calculation of roadway travel times and subsequent generation 
of travel time reliability metrics. This state of affairs may change over time as more 
private sector sources of data become available, but this will not happen overnight. 
To that end, agencies need to consider how to make the best use of the data currently 
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available to them. As part of this use case, the team examined the data available from a 
network of fixed infrastructure sensors (a combination of single loops and radar-based 
sensors) undergoing the process of being modernized by the Virginia Department 
of Transportation. The team’s analysis of the data available from these sensors has 
yielded a number of findings of potential interest to a variety of agencies, particularly 
those facing maintenance and calibration issues associated with older sensor systems, 
as well as those agencies with more sparsely spaced spot sensors. Overall, the team 
found that five primary factors accounted for differences between measured probe 
vehicle data and the speed and estimated travel times from VDOT sensor data; these 
factors are detailed below.

Likely one of the most significant impacts on sensor-based speeds, and at the same 
time most difficult to measure, is associated with research that suggests that fixed 
roadway sensors may not always accurately measure very low speeds during highly 
congested conditions. Although impossible to definitively evaluate here, this issue 
should be taken into consideration as part of all such analysis.

The Virginia Department of Transportation is in the process of modernizing its 
sensor network in NOVA, and as yet the majority of sensors are not fully calibrated 
or fully configured to properly communicate with backoffice data analysis systems. 
This resulted in the types of data quality issues discussed earlier in the case study. This 
issue makes clear the need for public agencies to conduct regular sensor maintenance 
programs to ensure that their detection networks are generating the most accurate 
data possible.

Beyond any issues that spot sensors may have accurately assessing low-speed, 
stop-and-go traffic conditions, another issue that sensor users must contend with is 
the problem associated with extrapolating speeds (and subsequently travel times) for 
a segment of roadway based solely on conditions within the sensor’s field of detection. 
All speeds and travel times for a segment are based on the assumption that conditions 
along the segment are identical to those experienced within the sensor’s field of view. 
As a result, it is likely that any data generated by spot sensors will fail to detect con-
gestion and incidents that occur outside of the sensor’s immediate vicinity, with the 
impact becoming more pronounced the longer the segment. 

The problem associated with extrapolating spot sensor data to cover entire seg-
ments of roadway is related to the need to impute data from adjacent sensors or 
segments of roadway to fill in gaps in sensor coverage. Although not necessarily an 
enormous problem in cases for which data for a single lane of travel are filled in 
based on conditions experienced by adjacent sensor stations, the types of imputation 
required as part of this case study resulted in speeds being generated for segments of 
roadway based largely on historical data for a sensor or macroscopic speed and flow 
data for a section of the roadway network. Although such replacement data are a 
necessity for computing speed and estimated travel time for the given segment, their 
use further aggravated the data-related issues described above.
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Another dynamic that affects the comparison of sensor data with probe vehicle 
data stems from a basic difference between these data sets:

•	 Sensor data represent 5-minute, average conditions across all lanes of travel ob-
served at the sensor location; but

•	 Probe data represent the movement of a single vehicle through one lane of travel 
across the segment being evaluated.

These differences may potentially result in significant differences in speed and esti-
mated travel time between the two data sources if one lane of travel experiences signifi-
cant congestion, but the other lanes do not. This is especially true in cases in which the 
probe vehicle is slowed by congestion outside of a sensor’s detection zone, while other 
lanes of travel are moving at higher, less-congested (or even free-flow) rates of speed. 

Each of the factors described above almost certainly had some degree of impact 
on the differences between the probe vehicle speeds the team collected and the speed 
and estimated travel times that were based on VDOT sensor data. Moreover, with 
the exception of the final factor (basic differences between probe and sensor data 
sets), each of these factors has the potential to affect the quality of data collected by 
spot sensor–based fixed data collection infrastructure. Public agency staff should take 
each of these factors into consideration when making decisions concerning both the 
deployment of new data collection infrastructure and the maintenance or expansion 
of existing systems.
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Case Study 3 
SACRAMENTO–LAKE TAHOE, 
CALIFORNIA

The Sacramento–Lake Tahoe region of northern California was selected for this case 
study because it provided an example of a rural transportation network with sparse 
data collection infrastructure. The study region was of additional interest because it 
includes urban, suburban, and rural areas and has routes with heavy recreational traf-
fic and areas where adverse weather can have a major effect on travel time reliability.

The purpose of the case study was to

•	 Describe the process of transferring data from existing data collection systems into 
a travel time reliability monitoring system (TTRMS). 

•	 Discuss how filtering techniques might be applied during the analytical process to 
refine the travel time estimates generated from Bluetooth-based data. 

•	 Describe and assess the impact of detector network configuration on the data ulti-
mately available for use by a TTRMS.

•	 Consider the privacy challenges associated with collecting and using toll tag– and 
Bluetooth-based data.

The monitoring system section details the reasons for selecting the Sacramento–
Lake Tahoe region in northern California as a case study and provides an overview of 
the region. It briefly summarizes agency monitoring practices, discusses the existing 
sensor network, and describes the software system that the team used to analyze the 
use cases. Specifically, it describes the steps and tasks that the research team completed 
to transfer data from the data collection systems into a TTRMS. 

Methodological experiments describe the manner in which different types of filter-
ing techniques might be applied at different stages of the analytical process to further 
refine the travel time estimates generated from Bluetooth-based data sets. 

Use cases are less theoretical and more site specific. The first two use cases assess 
the impact of detector network configuration on the data ultimately available for use 
by a TTRMS. The third use case attempts to quantify the impact of adverse weather– 
and demand-related conditions on travel time reliability using data derived from the 
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Bluetooth- and electronic toll collection (ETC)–based systems deployed in rural areas 
as part of this case study.

Privacy considerations address the challenges associated with collecting data using 
toll tag– and Bluetooth-based technologies in a manner that respects the privacy of the 
individuals from whom the data are being collected.

Lessons learned summarizes the lessons learned during this case study with regard 
to all aspects of travel time reliability monitoring: sensor systems, software systems, 
calculation methodology, and use.

MONITORING SYSTEM

Site Overview
The team selected the Lake Tahoe region located in California Department of Trans-
portation (Caltrans) District 3 to provide an example of a rural transportation net-
work with fairly sparse data collection infrastructure. Caltrans District 3 encompasses 
the Sacramento Valley and Northern Sierra regions of California. Its only metropoli-
tan area is Sacramento. The district DOT is responsible for maintaining and operat-
ing 1,410 centerline miles and 4,700 lane miles of freeway in 11 counties. District 3 
includes urban, suburban, and rural areas, including areas near Lake Tahoe where 
weather is a serious travel time reliability concern and there is heavy recreational 
 traffic. The district also contains 64 lane miles of high-occupancy vehicle lanes, with 
an additional 140 lane miles proposed, all within the greater Sacramento region. Two 
major Interstates pass through the district: I-80, which travels from east to west, and 
I-5, which travels from north to south. Other major freeway facilities include US-50, 
which connects Sacramento and South Lake Tahoe, and SR-99. 

Built in 2000, the District 3 regional traffic management center is located in 
 Rancho Cordova, 15 miles east of Sacramento. The traffic management center serves 
as the focal point for traffic information within District 3 and staff are responsible for 
managing (1)

•	 A regional network of sensors, cameras, changeable message signs (CMS), high-
way advisory radios, and a road weather information system;

•	 Delivery of traveler information; and

•	 Dispatch of other Caltrans resources.

The weather-related conditions that contribute to serious travel time reliability 
concerns in District 3 include the following (1):

•	 Fog and visibility. The region is prone to thick tule fog after heavy rain.

•	 High winds. Several bridges in the district are exposed to high winds.

•	 Frost and ice. Freezing can occur on longer viaduct sections during cold weather.

•	 Snow in Sierras. High winds combined with snow accumulation create white-out 
conditions over mountain roadways.
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Caltrans and its regional partners are pursuing the creation of corridor system 
management plans (CSMPs), defined by Caltrans as follows:

A CSMP is a comprehensive, integrated management plan for increasing 
transportation options, decreasing congestion, and improving travel times 
in a transportation corridor. A CSMP includes all travel modes in a defined 
corridor—highways and freeways, parallel and connecting roadways, public 
transit (bus, bus rapid transit, light rail, intercity rail) and bikeways, along 
with intelligent transportation technologies, which include ramp metering, 
 coordinated traffic signals, changeable message signs for traveler information, 
incident management, bus/carpool lanes and car/vanpool programs, and tran-
sit strategies. CSMP success is based on the premise of managing a selected set 
of transportation components within a designated corridor as a system rather 
than as independent units. Each CSMP identifies current management strate-
gies, existing travel conditions and mobility challenges, corridor performance 
management, planning management strategies, and capital improvements. (2)

In District 3, six CSMPs have been developed along I-80, I-5/SR-99, US-50, SR-99 
North, SR-49, and SR-65 (2).

Sensors
Caltrans District 3 only collects traffic data along freeway facilities. It operates 2,251 
point detectors (either radar or loop detectors) located in over 1,000 roadway loca-
tions across the district. Point detection infrastructure in the mountainous regions 
of the district is sparser, with detectors often miles apart. To supplement the point 
detection network in rural portions of the Sierra Nevada Mountains near Lake Tahoe, 
the district has installed ETC readers on I-80 and Bluetooth-based data collection 
readers along I-5 and US-50 (see Figure C.104). These readers register the move-
ment of  vehicles equipped with FasTrak tags (Northern California’s ETC system) and 
 Bluetooth-based devices (e.g., smart phones) for the purpose of generating roadway 
travel times. Table C.40 and Table C.41 provide details about the ETC readers and 
Bluetooth readers (BTRs), respectively, used in this case study.

Both ETC- and Bluetooth-based data collection technologies use vehicle- 
identification technologies to record the presence of vehicles as they pass instrumented 
points along a roadway. Field controllers typically record location, time, and vehicle-
identification information for each vehicle to support the calculation of travel times. 
By knowing the length of the road segment between two instrumented points and the 
starting and ending times at which travel between those points took place, the travel 
time for that section of roadway can be determined.
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Figure C.104. Map of electronic toll collection and Bluetooth readers deployed in Caltrans District 3.

TABLE C.40. BREAKDOWN OF DEPLOYED ELECTRONIC TOLL COLLECTION READERS IN 
STUDY AREA
ETC ID from 
Figure C.104

Roadway and 
Direction of Travel

ETC 
Reader ID

Nearest 
Crossroad Postmile

ETC 1 I-80 EB 42003 Auburn 123.1

ETC 2 I-80 WB 42035 Baxter 148.5

ETC 3 I-80 WB 42041 Kingvale 168.0

ETC 4 I-80 EB 42036 Rainbow 168.1

ETC 5 I-80 EB 42042 Rest area 176.2

ETC 6 I-80 EB 42044 Donner Lake 179.9

ETC 7 I-80 WB 42006 Prosser Village 189.0

ETC 8 I-80 WB 42015 Hirschdale 193.4

Note: EB = eastbound; WB = westbound.



363

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

TABLE C.41. BREAKDOWN OF DEPLOYED BLUETOOTH READERS IN STUDY AREA
BTR ID from 
Figure C.104

Roadway and 
Direction of Travel

Bluetooth 
Reader ID

Nearest 
Crossroad Postmile

Bluetooth 1 I-5 NB 1005 Elk Grove 506.4

Bluetooth 2 I-5 NB 1011 Pocket 511.5

Bluetooth 3 I-5 SB 2101 Florin 512.4

Bluetooth 4 I-5 SB 2009 Gloria 513.5

Bluetooth 5 I-5 NB 1039 Vallejo 517.2

Bluetooth 6 I-5 NB 1004 L Street 518.9

Bluetooth 7 US-50 EB 1054 Placerville 48.4

Bluetooth 8 US-50 EB 2055 Twin Bridges 87.1

Bluetooth 9 US-50 WB 2058 Echo Summit 94.9

Bluetooth 10 US-50 EB 2056 Meyers 98.7

Note: NB = northbound; SB = southbound.

Electronic Toll Collection–Based Data Collection in District 3
The ETC-based data collection infrastructure deployed along I-80 consists of eight 
FasTrak toll tag reader stations installed and operated by Caltrans District 3. The 
readers were initially installed to provide the Bay Area’s 511 system with travel times 
to Lake Tahoe, but they have not yet been used for that purpose. 

According to Caltrans, each reader is mounted on an overhead CMS or other 
fixed overhead sign. Each reader station consists of a cabinet mounted to the sign pole, 
which is connected to antennae mounted on the edge of the sign closest to the road-
way; these antennae are directed such that they monitor traffic in each lane of travel. 
All of the readers are deployed at roadway sections that have two lanes of travel in 
each direction, with the exception of one location, where there are three lanes of travel 
in each direction. ETC transponders passing these readers are each encoded with a 
unique identification number. Data from these transponders are collected via dedicated 
short-range communication radio by the readers and assigned time and date stamps, as 
well as an antenna identification stamp for use in calculating travel time.

Bluetooth-Based Data Collection in District 3
This case study also leverages data from BTRs installed by Caltrans’ research division 
on I-5 in Sacramento and along US-50 between Placerville and Lake Tahoe. 

BTRs are typically placed on the side of a roadway, ideally at a vehicle wind-
shield height or higher to minimize obstructions between the reader and the in-vehicle 
 Bluetooth-enabled devices. In Caltrans’ case, each BTR was mounted inside an equip-
ment cabinet strapped to poles along the freeway.

The BTRs deployed by Caltrans used the standard Bluetooth device inquiry algo-
rithm, scanning all 32 available channels every 5.12 seconds (split into two 2.56-second 
phases of 16 channels each). Each BTR records the unique media access control (MAC) 
address generated by every Bluetooth device it detects during each scan cycle for use 
in calculating travel time. 



364

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Data Management
The primary data management software system in the District 3 region is Caltrans’ 
Performance Measurement System (PeMS). All Caltrans districts use PeMS for data 
archiving and performance measure reporting. PeMS integrates with a variety of other 
systems to obtain traffic, incident, and other types of data. It archives raw data, filters 
it for quality, computes performance measures, and reports them to users through 
the web at various levels of spatial and temporal granularity. It reports performance 
measures such as speed, delay, percentage of time spent in congestion, travel time, 
and travel time reliability. These performance measures can be obtained for specific 
freeways and routes and are also aggregated up to higher spatial levels, such as county, 
district, and state. These flexible reporting options are supported by the PeMS web 
interface, which allows users to select a date range over which to view data, as well as 
the days of the week and times of the day to be processed into performance metrics. 
Since PeMS has archived data for Caltrans dating back to 1999, it provides a rich and 
detailed source of both current travel times and historical reliability information.

PeMS integrates, archives, and reports on incident data collected from two sources: 
the California Highway Patrol and Caltrans. The California Highway Patrol reports 
current incidents in real time on its website. PeMS obtains the text from the website, 
uses algorithms to parse the accompanying information, and inserts it into the PeMS 
database for display on a real-time map, as well as for archiving. In addition, Caltrans 
maintains an incident database, called the Traffic Accident Surveillance and Analysis 
System (TASAS), which links to the highway database so that incidents and their loca-
tions can be analyzed. PeMS obtains and archives TASAS incident data via a batch 
process approximately once per year. Incident data contained in PeMS have been lev-
eraged to validate use cases associated with how different sources of congestion affect 
travel time reliability.

PeMS also integrates data on freeway construction zones from the Caltrans lane 
closure system, which is used by Caltrans districts to report all approved closures for 
the next seven days, plus all current closures, updated every 15 minutes. PeMS obtains 
these data in real time from the lane closure system, displays them on a map, and lets 
users run reports on lane closures by freeway, county, district, or state. Lane closure 
data in PeMS were used in the validation of the use cases associated with how different 
sources of congestion affect travel time reliability.

Systems Integration

Data Acquisition in Support of Travel Time Reliability Analysis
PeMS can calculate many types of performance measures; the requirements for link-
ing PeMS with an existing system depend on the features being used. The basic data 
that PeMS requires from the source system to support these functions include the 
following:

•	 Metadata on the roadway linework of facilities being monitored;

•	 Metadata on the detection infrastructure, including the types of data collected and 
the locations of equipment (configuration); and
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•	 Real-time traffic data in a constant format at a constant frequency (such as every 
30 seconds or every minute).

Traffic data are generally unusable for travel time calculation purposes if not 
accompanied by a detailed description of the configuration of the system. Configura-
tion information provides the contextual and spatial information on the sensor net-
work needed to make sense of the real-time data. These two types of information 
should be transmitted separately (i.e., not in the same file or data feed). Roadway and 
equipment configuration information is more static than traffic data, as it only needs 
to be updated with changes to the roadway or the detection infrastructure. Keeping 
the reporting structure for these two types of information separate reduces the size of 
the traffic data files, allowing for faster data processing, better readability, and lower 
bandwidth cost for external parties who may be accessing the data through a feed. 

To represent the monitored roadway network and draw it on maps, PeMS requires 
geographic information system–type roadway polylines defined by latitudes and lon-
gitudes. To help the agency link PeMS data and performance metrics with their own 
linear referencing system, PeMS also associates these polylines with state roadway 
mileposts. In most state agencies, mileposts are a reference system used to track high-
way mileage and denote the locations of landmarks. Typically, these mileposts reset at 
county boundaries. In locations where freeway alignments have changed over time, it 
is likely that the difference between two milepost markers no longer represents the true 
physical distance down the roadway. For this reason, PeMS adds a third representation 
of the roadway network called an absolute postmile. These are similar to mileposts, 
but they represent the true linear distance down a roadway, as computed from the 
polylines. To facilitate the computation of performance metrics across long sections 
of freeway, absolute postmiles do not reset at county boundaries. In PeMS, this infor-
mation is ultimately stored in a freeway configuration database table that contains a 
record for every 0.10 mile on every freeway. Each record contains the freeway number, 
direction of travel, latitude and longitude, state milepost, and absolute postmile. 

PeMS also requires metadata concerning the detection equipment from which the 
source system is collecting data. This requirement is due to the need to standardize 
data collection and processing across all agencies, regardless of their source system 
structures. Configuration information ultimately populates detector, station, and con-
troller configuration database tables in PeMS and is used to correctly aggregate data 
and run equipment diagnostic algorithms. 

Finally, the data acquisition step often involves reconciliation between the frame-
work of the source system and the monitoring system. For example, different terminol-
ogy can lead to incorrect interpretations of the data. This step often requires significant 
communication between the system contractor and the agency staff who have famil-
iarity with the data collection system to resolve open questions and make sure that 
accurate assumptions are being made.
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Integration of District 3 Case Study Data Sources into PeMS
The two sources of data used in support of this case study, which are based on the 
movement of vehicles equipped with ETC and Bluetooth devices, are extremely new 
and are not currently integrated into Caltrans District 3’s existing PeMS data feed. 
Consequently, it was necessary to incorporate these data sets into project-specific in-
stances of PeMS for analysis as part of this project. This section provides an overview 
of the resources needed to conduct the prerequisite data collection through monitoring 
system integration–related activities and discusses some of the challenges likely to be 
encountered when developing such a monitoring system. Such activities included the 
following:

•	 With the Tahoe area ETC data, the goal was to use preexisting PeMS ETC process-
ing and equipment configuration software, as well as the road network definitions 
in use by PeMS for Caltrans. This effort proved to be fairly straightforward, and 
no special accommodations were required other than dealing with detectors that 
would occasionally go offline during real-time collection. Following public agency 
policy, all individual toll tag identifiers from the ETC readers were deleted every 
24 hours; 

•	 For each ETC reader station, the research team was provided with information re-
garding the county in which it was deployed, the freeway on which it was located, 
the direction of travel for which it was collecting data, milepost, textual location, 
and the Internet protocol (IP) address used to communicate with it to obtain data. 
To integrate each reader into PeMS so that data could be collected in real time, the 
research team assigned each reader a unique ID and determined its latitude and 
longitude. Software was developed to communicate with each reader’s IP address, 
obtain its data, and incorporate that data into the PeMS database; and

•	 With the Lake Tahoe area Bluetooth data, the goal was to configure PeMS so that 
the BTRs and data they produced could be used as if the data were from standard 
ETC reader stations. For each BTR, the research team received configuration data 
in a text file, with fields for the node (reader) ID, a textual location, and a lati-
tude–longitude reading. Configuration data were provided for 26 BTRs. Caltrans 
also provided the research team with a 2-gigabyte SQL file containing all of the 
Bluetooth data collected by the BTRs between December 25, 2010, and April 21, 
2011. The research team subsequently integrated these data into PeMS and pro-
cessed them to compute travel times between each pair of BTRs. 

Analyzing Electronic Toll Collection and Bluetooth Data
PeMS collects sensor data either by directly polling each detector, obtaining data from 
an existing data collection system, or via integration of data from another archival 
resource; it then stores the data in an Oracle database. Reliability measures available 
based on these data will depend on the type of detector from which they have been 
collected; for example, loop detectors will provide different raw data for analysis than 
ETC- or Bluetooth-based data collection systems. Reliability metrics available in PeMS 
based on data from the ETC and Bluetooth systems are as follows:
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•	 Minimum: the fastest vehicles that traveled across a roadway segment during a 
given period of time;

•	 25th percentile: the 25th percentile travel time during a given period of time;

•	 Mean: the mean travel time during a given period of time;

•	 Median: the median travel time during a given period of time;

•	 75th percentile: the 75th percentile travel time during a given period of time; and

•	 Maximum: the slowest-moving vehicles that traveled across a roadway segment 
during a given period of time. It is likely that much (if not all) of these data are 
composed of outliers that made at least one stop between two consecutive readers 
before completing their trip.

Each of the reliability measures described above is available for analysis based on 
5-minute and hourly time periods. 

The research team used preexisting PeMS ETC processing and equipment con-
figuration software to support the development and deployment of ETC and BTR 
instances of PeMS. Existing PeMS analysis tools create reports of travel time versus 
starting time. For a given starting (or source) tag reader, the travel time to a destina-
tion tag reader is defined as the amount of time it takes for a specific tag to be seen 
at the destination tag reader. Following public agency policy, PeMS does not store 
travel times for individual ETC tag reads, only recording summary statistics for all of 
the tags that traversed the distance between each consecutive pair of readers during 
a given period of time. However, because similar regulations do not exist regarding 
the use of data collected from Bluetooth devices, the research team had access to a 
much wider variety of raw and summary data concerning the movement of Bluetooth-
enabled vehicles for use as part of this case study.

The algorithm currently used by PeMS to calculate travel times based on ETC 
and Bluetooth data is fairly simple, with its only purpose being to identify travel times 
for vehicles that pass between consecutive readers regardless of whether the resultant 
travel time makes logical sense. For example, there is no way of knowing if a given 
vehicle left the freeway in between reader stations. The team only knows when vehicles 
were seen at each station. As a result, the travel times produced by PeMS based on 
these data have the potential to be significantly influenced by outliers and can at times 
be quite noisy. 

Two key differences, directionality and background noise, between the ETC and 
Bluetooth technologies needed to be accounted for as part of the research team’s efforts 
to use the available BTR data. In the first major difference, ETC detectors are aimed 
in such a way as to sense traffic flowing in a particular direction. In most cases, well 
over 95% of data collected by an ETC device is from traffic flowing in the direction 
that the detector is anticipated to be measuring. In contrast, BTRs do not have this 
directional bias. Both ETC and BTRs are capable of recording the presence of a single 
vehicle multiple times as it passes through the reader’s detection zone. In the case of 
ETC readers, a vehicle is seldom detected more than twice because of the limited range 
and directionality (aimed down on a spot on the road, not parallel to the ground) of 



368

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

the ETC antenna. However, BTRs can record any device generating a Bluetooth signal 
within its sensing radius, sometimes from 100 meters away. This detection ability can 
result in a single Bluetooth device being detected many times as it passes through the 
reader’s detection zone, especially if it is traveling slowly or is stopped.

PeMS expects data to come from devices that have a directional bias. To accom-
modate this issue, the research team configured PeMS to view each BTR as generating 
data for two directions of travel and fed the data into PeMS twice, assigning it first to 
one detector in one direction of travel and then assigning a copy of that data to the 
other direction of travel.

Background noise, the second major difference between Bluetooth and ETC tech-
nologies, was problematic as several BTRs deployed as part of this project are located 
within a few dozen meters of office buildings, homes, or parking lots. Consequently, 
there are many stationary (or nearly so) Bluetooth devices residing within these loca-
tions that produce a reading every few seconds for hours on end. These data have the 
potential to overwhelm legitimate vehicular data, sometimes by as much as a factor 
of 10 times or greater. The research team’s initial solution for dealing with this issue 
in order to generate roadway travel times for analysis was to eliminate all subsequent 
reports of unique Bluetooth MAC addresses collected within 1 hour of the initial 
reporting. 

Additional information concerning activities undertaken by the project team to 
optimize the usefulness of these data sets is contained in the section below on method-
ological experiments and the first two use cases.

METHODOLOGICAL EXPERIMENTS

Overview
Due to the significant amounts of Bluetooth-based travel time data available for analy-
sis as part of this case study, the research team elected to focus its methodological 
efforts on this data set rather than on data generated by the ETC-based system. This 
decision stemmed from an awareness that Bluetooth-based systems, although new, 
have been rapidly embraced by a wide range of transportation agencies interested in 
identifying low-cost, easily deployed solutions for collecting roadway travel times. A 
great deal remains unknown regarding the underlying nature of these data, including 
how filtering techniques might be applied at different stages of the analytical process to 
further refine generated travel times. This section focuses on the evaluation of methods 
for identifying individual vehicle trips between BTRs and includes a statistical analysis 
of procedurally generated vehicle travel times. Filtering techniques at both the proce-
dural and statistical levels are also explored as methods for improving the quality of 
travel time estimates.

The primary output of this section is a methodology for obtaining filtered travel 
time histograms that depict the distribution of travel times within a sample of  Bluetooth 
data. It is possible to generate parameterized probability density functions (PDFs) from 
these histograms as was done in the San Diego case study; however, this step is omitted 
in favor of analysis of the underlying data issues.
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Bluetooth Device Data

Impact of Bluetooth Reader Hardware on Available Data 
The characteristics of Bluetooth-based data available for analysis are determined 
largely by the capabilities of the BTR deployed at the roadside. For example, only 5 of 
the 10 BTRs deployed by Caltrans had the ability to read and store signal strength 
measurements for each observation. Signal strength measurements are important 
 because they provide the ability to determine the relative distance of each Bluetooth-
enabled mobile device from the reader. Whether a specific BTR can read and report 
signal strength values for each mobile device depends on the nature of the BTR’s host 
controller interface, which is an interface between the Bluetooth protocol stack and 
the device’s controller hardware. BTRs that reported signal strength values were based 
on Linux boards using the BlueZ protocol stack; units not reporting signal strength 
values used a microcontroller-based implementation.

In the case of the Bluetooth Class 1 devices deployed by Caltrans, which have a 
range (radius) of detection of approximately 100 meters (see Figure C.105), knowing 
the signal strength of each mobile device observation can be important to accurately 
calculate the travel times of those devices to the next BTR. To clarify, if a vehicle is 
traveling at 40 mph, it will pass through the device’s full 200-meter detection zone in 
approximately 10 seconds. However, if heavy congestion is present and the BTR zone 
traversal speed is only 5 mph, it will take approximately 82 seconds. When BTRs are 
fairly close together, the accurate calculation of travel time can be significantly affected 
by whether the travel time analysis system is able to determine the time at which each 
Bluetooth device is closest to each BTR; the impact is even greater during periods of 
congestion, when vehicles are moving slowly and generating many more observations. 
This issue is underscored by the fact that within the Caltrans data set, Bluetooth-
enabled mobile devices each generated approximately one observation (on average) 
per second (see Table C.42), resulting in a mean number of observations per mobile 
device per visit to each BTR of between 1.06 and 21.30. 

TABLE C.42. BLUETOOTH READER DETECTION ZONE TRAVERSAL TIMES AND OBSERVATIONS

Bluetooth Reader 
ID

Mean Zone 
Traversal
Time (s)

Standard 
Deviation of Zone 
Traversal Time (s)

Mean 
Observations  
per Visit

BTR 1 1.43 12.02 1.06

BTR 2 0.88 9.88 1.10

BTR 3 1.27 25.45 1.16

BTR 4 4.20 48.56 1.44

BTR 5 0.58 10.91 1.09

BTR 6 7.93 48.01 1.38

BTR 7 8.77 37.49 11.49

BTR 8 8.73 65.38 11.44

BTR 9 5.77 36.78 8.19

BTR 10 23.10 116.65 21.30
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Figure C.105 depicts the detection zones generated by ETC- and Bluetooth-based 
data collection technologies. 

Table C.43 provides examples of mean, maximum, and standard deviation of 
mobile device signal strengths collected by the various BTRs involved in this study. 
BTRs with signal strength characteristics noted as NA (not available) did not have the 
capability to collect signal strength data. Signal strength readings are proportional to 
the distance between a BTR and each mobile device. A BTR’s mean signal strength is 
therefore a function of the location of the BTR relative to the roadway. In addition, 
BTR antenna gain varies as a function of manufacturer and type, which affect mean 
signal strength (3).

Figure C.105. Bluetooth and ETC reader detection zones.
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TABLE C.43. BTR SIGNAL STRENGTH CHARACTERISTICS

Bluetooth 
Reader ID

No. of 
Observations

Mean Signal 
Strength
(%)a

Maximum Signal 
Strength
(%)

Signal Strength 
Standard Deviation
(%)

BTR 1 319 N/A N/A N/A

BTR 2 430,679 N/A N/A N/A

BTR 3 442,739 N/A N/A N/A

BTR 4 1,055,037 27.24 55 16.04

BTR 5 870,362 N/A N/A N/A

BTR 6 401 N/A N/A N/A

BTR 7 1,507,667 77.66 96 3.53

BTR 8 893,232 77.68 94 3.38

BTR 9 403,628 77.32 93 3.01

BTR 10 2,178,002 77.18 95 3.38

a Percent of the maximum signal strength the Bluetooth reader expects to see.
Note: N/A = not applicable.

Figure C.106 compares observed signal strengths over time for three vehicles 
traveling through BTR detection zones; each plot is centered (from a temporal per-
spective) on the time at which the peak signal strength is detected for each vehicle. 
The first vehicle (top) arrives in the detection zone, travels past the reader, and stops 

Figure C.106. Comparison of observed signal strengths versus time for three vehicles.
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for approximately 11 minutes within the detection zone. The second vehicle (middle) 
passes through the detection zone in approximately 17 seconds, traveling at 24 mph. 
The third vehicle (bottom) enters the BTR detection zone, pauses for approximately 
18 seconds, passes the BTR, and then departs the detection zone. 

Mobile Device Data Characteristics
Bluetooth device data collected as part of this case study exhibited various character-
istics that should be understood before attempting the calculation of roadway travel 
times; these are discussed below. 

Devices Visiting Only One BTR
One way to classify mobile devices is by the total number of unique BTRs they visit. 
For the purposes of calculating segment (BTR-to-BTR) travel times, observations gen-
erated by devices that visit only a single BTR can be ignored. Based on the team’s 
analysis, approximately 29% of all mobile devices represented in the Caltrans data set 
visited only a single BTR during a given trip; these devices contributed 12.5% of all 
mobile device observations (Table C.44).

TABLE C.44. OBSERVATIONS GENERATED BY DEVICES BY NUMBER OF BLUETOOTH 
 READERS VISITED

Visited 1 BTR Visited > 1 BTR Total

No. of Devices 146,075 (29%) 356,408 (71%) 502,483 (100%)

No. of Observations 2,315,389 (13%) 16,176,143 (88%) 18,491,532 (100%)

Variable Bluetooth Reader Detection Zone Traversal Times
Mobile devices take varying amounts of time and generate unpredictable numbers of 
observations each time they pass through a given BTR’s detection zone. Generally, the 
number of observations generated by a device is proportional to the amount of time 
the vehicle is present within the detection zone, and that amount of time is propor-
tional to the vehicle’s speed. Based on analysis conducted as part of this case study, the 
research team believes that the mean zone traversal time (see Table C.42) is affected by 
a combination of the physical location of the reader relative to the roadway and other 
roadway characteristics. For example, BTR 2 (see Table C.41 for the location of each 
BTR) is located at the end of an entrance ramp and is isolated from nearby arterials 
and buildings. It has a mean detection zone traversal time of 0.88 seconds, with ap-
proximately 1.10 observations per visit. This can be seen in the zone traversal time fre-
quency distribution (top distribution in Figure C.107) with no delay time for vehicles 
passing through the detection zone. This reader contrasts with BTR 10, which has a 
mean detection zone traversal time of 23.1 seconds and 21.3 observations per visit 
(bottom distribution Figure C.107). BTR 10 is located on one leg of a T-intersection 
with a single stop sign. Consequently, cars queuing at the stop sign may be contribut-
ing significantly to the long zone traversal times.
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Figure C.107. Node traversal time frequency distribution for BTRs 2 (top) and 10 (bottom).

Multiple Mobile Device Observations per Bluetooth Reader
Individual mobile devices can enter and exit a single BTR’s detection zone multiple 
times during a sufficiently long period of time. Depending on the size of the window of 
time, these individual observations can potentially be matched with a significant num-
ber of observations from other BTRs. Table C.45 displays the results of one  vehicle 
visiting BTR 10 four times during 1 day. The final two visits are separated by just 
10 minutes (the third and fourth visits are shown in Figure C.108). This demonstrates 
that a travel time algorithm that processes device observation data must have the abil-
ity to aggregate and differentiate between clouds of such observations separated in 
time as a step in the process of calculating travel times between BTRs.

TABLE C.45. MULTIPLE DEVICE OBSERVATIONS FOR ONE DEVICE AT BTR 10
Visit No. Time of Day No. of Observations Time Delta (s)

1 09:50 1 0.00

2 15:00 5 2.54

3 16:33 2 18.05

4 16:43 39 42.98
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Calculating Travel Times Based on Bluetooth Device Data
The primary goal of BTR-based data analysis is to characterize segment travel times 
between BTRs based on the reidentification of observations derived from unique mo-
bile devices. Generally, the data processing procedures associated with the calculation 
of BTR-to-BTR travel times can be broadly broken down into three processes, as 
shown below. The first two processes are procedural; the third process is statistical:

1. Identification of passage times

a. Aggregate device observations into visits.

b. Select BTR passage time.

2. Generation of passage time pairs

a. Method 1: Determine maximum origin and destination permutations.

b. Method 2: Use all origin visits.

c. Method 3: Aggregate visits.

3. Generation of segment travel time histograms

a. Filter outliers across days.

b. Filter outliers across time intervals.

c. Remove intervals with few observations.

d. Remove highly variable intervals.

The steps involved in these three processes are discussed below. 

Figure C.108. Details of Visits 3 and 4 for a single mobile device at BTR 10.

Time of Day
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Process 1: Identification of Passage Times
The first step in the process of calculating segment travel time PDFs (TT-PDFs) for a 
roadway is the calculation of segment travel times for individual vehicles. A vehicle 
segment travel time is calculated as the difference between the vehicle’s passage times 
at both the origin and destination BTRs. Passage time is defined as the single point 
in time selected to represent when a vehicle passed through a BTR’s detection zone. 
Because mobile devices typically generate multiple observations as they pass through 
a BTR’s detection zone, selection of appropriate passage times is an important step in 
maximizing the accuracy of calculated segment travel times for individual vehicles.

Aggregating Device Observations into Visits
The goal in this step is to identify clusters of observations that represent a vehicle’s 
continuous presence in the detection zone. Each group of observations is referred to as 
a visit. For example, Figure C.109 depicts clusters of observations associated with two 
distinct visits by a single vehicle to the same BTR over the course of several minutes. 
Figure C.109 displays two separate visits by a single vehicle (each with multiple obser-
vations) separated in time by a stop outside of the detection zone. Identifying unique 
visits is an important step in increasing the accuracy of segment travel time calcula-
tions. Associating multiple observations clustered in time as part of a single visit ratio-
nalizes the selection of a single passage time for calculating the vehicle’s travel time to 
a destination BTR. The alternative, which makes little sense, would be to calculate a 
travel time for each origin observation to the destination BTR. Identifying visits also 
enables the assessment of arrival (first mobile device observation) and departure (last 
mobile device observation) times for each mobile device, which can, depending on the 
circumstances, be used as the passage time.

Figure C.109. Visits as clusters of observations in time.
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The method used to aggregate visits is a causal sliding time window filter. This 
method is a filter in that it removes unnecessary observations during the aggregation 
process. It is causal in that it uses only past and present observations to support its 
decision making. This filter discards all subsequent observations that are within a fixed 
time span from the time of a prior observation. However, when the time between an 
observation and the prior observation with which it is being compared exceeds this 
time span, it is considered to be part of a new visit. This has the effect of aggregat-
ing observations into visits by arrival time (or departure time, depending on how it is 
implemented) and discarding all other observations. Figure C.110 displays 11 obser-
vations that have been aggregated into two visits due to a sufficiently large time gap 
between the fifth (part of Visit 1) and sixth (part of Visit 2) observations. This filter is 
an efficient method of processing real-time observations and compressing large quanti-
ties of observation data for efficient storage.

The size of the filter interval time depicted in Figure C.110 determines the gran-
ularity of identified visits. The effect of different-sized interval times is shown in 
Figure C.111. In general, selecting the largest reasonable interval time is desirable 
because it results in more accurate estimates for arrival and departure times (and 
hence, passage times, depending on the method used). However, overaggregating visits 
is potentially problematic. The research team has identified the following two error 
types to consider when selecting an interval time:

•	 Observation overaggregation. When observations belonging to multiple visits are 
incorrectly aggregated as a single visit, the arrival passage time and departure 
passage time may be calculated as too early or too late, depending on the method 
used. This may also result in the classification of stopped nondelay time as stopped 
delay time because the vehicle is incorrectly identified as being continuously in 
the detection zone. For example, if a filter time interval of 20 minutes is used 
and the vehicle leaves the detection area and returns 10 minutes later, then this 
10-minute absence would be classified as having been spent within the zone. If the 
distance to adjacent BTRs is close, overaggregation risks subsuming valid origin 
visits, resulting in the deletion of valid trips. For these reasons, underaggregation 
is preferred to overaggregation.

Figure C.110. Aggregation of observations into visits using time intervals.
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•	 Observation underaggregation. Incorrectly subdividing observations from a single 
visit into multiple visits may result in the incorrect calculation of passage time, 
depending on the method used. Underaggregation is less problematic because mul-
tiple sequential visits that are not interwoven with visits to other BTRs can be 
aggre gated and considered to be a single visit (see below).

The Caltrans Bluetooth data were processed by storing the arrival, departure, 
and maximum signal strength (when available) for each identified visit. Observations 
were aggregated using a 120-second time window. The 120-second window size was 
selected due to the small distance between BTRs 9 and 10 (about 3.8 miles) and the 
preference for underaggregating visits. A 60-second time interval was found to under-
aggregate observations in too large a number of cases. Other researchers appear to be 
using a 5-minute interval (4), which may be appropriate for large BTR-to-BTR dis-
tances. When deploying permanent travel time data collection systems based on BTR 
(or related) technologies, it is likely that the filter interval should be adjusted for each 
BTR as a function of its location and the characteristics of the surrounding region. For 
example, if a snow chain–fitting area is nearby, longer interval times may be optimal. 

Figure C.111. Influence of window sizes on observation aggregation.
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Vehicles that are continuously within a BTR’s detection zone (and generating 
observations) are either in travel mode (e.g. driving, in congestion, at a stop light) or 
trip mode (e.g. stopped at a fuel station, parked at the side of the road). Without more 
information, distinguishing between trip and travel behavior within a single visit is 
difficult. In contrast, distinguishing between trip and travel behaviors across multiple 
visits is possible. Repeat visits to the same BTR (without visiting any other BTR) can 
be assumed to be unrelated to travel time and therefore eliminated. For example, if the 
vehicle in Table C.45 did not visit other BTRs between 9:50 a.m. and 16:43 p.m., then 
these visits can be eliminated from travel time calculations.

Selecting Bluetooth Reader Passage Time
The precise methodology used to determine a vehicle’s passage time depends on the 
availability of signal strength data, the distance to adjacent BTRs, and traffic flow pat-
terns in the area surrounding a BTR. When signal strength data are available, passage 
time can be considered as corresponding to the mobile device observation with the 
greatest signal strength. When signal strength data are not available and the distance 
to adjacent BTRs is large, the arrival, mean, or departure time may be used as the pas-
sage time without introducing a significant bias. However, if traffic through the detec-
tion zone is subject to stop delay time (e.g., traffic signals, stop signs, congestion), then 
the use of arrival or departure times may either introduce or eliminate significant bias. 
This is illustrated below with BTRs 9 and 10. 

BTR 10 provides an example of how the use of arrival versus departure times 
as a proxy for passage time (in cases for which no signal strength data are available) 
can influence the calculation of segment travel times. BTR 10 is located on one leg of 
a T-intersection with a single stop sign, as shown in Figure C.112. The closest BTR 
is 3.8 miles away. The mean detection zone traversal time for BTR 10 is 23.1 sec-
onds, which is partially the result of vehicles queuing at the nearby stop sign. Vehicles 
queued at the stop sign either turn right, away from BTR 10, or turn left and pass 
it. The free-flow speed of traffic passing the BTR is approximately 45 mph. At this 
speed, traffic passes through the detection zone in 9 seconds. For vehicles not queued 
at the stop sign, arrival times are (on average) 4.5 seconds earlier and departure times 
4.5 seconds later than when the mobile device passes the BTR. If BTR 10 is used 
as the point of origin for generating a segment travel time (e.g., with BTR 9 as the 
destination), then left-turning vehicles proceeding from the stop sign will pass the 
reader and generate an arrival time (and consequently a passage time) that is approxi-
mately 23.1 – 4.5 = 18.6 seconds early, or nearly 7% of the travel time to the next 
BTR (3.8 miles away with a free-flow speed of 45 mph). This error may be further 
compounded by heavy traffic, causing longer queues at the stop sign within the BTR 
10 detection zone. In contrast, basing vehicle passage time on departure time, which 
removes the delay associated with the presence of the stop sign, would introduce only 
about 4.5 seconds of error, representing a substantial improvement over the use of 
arrival time. This example demonstrates why significant attention needs to be paid to 
the process used to calculate passage time when signal strength data are not available. 
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In addition to considering the impact of BTR passage times, users of Bluetooth 
data must consider that the accurate calculation of segment travel time is a function of 
the relationship between BTR-to-BTR distance and the maximum speed error. Follow-
ing on the analysis performed by Haghani et al. (4), this relationship is depicted in 
Figures C.113 and C.114 as the maximum error in segment speed versus BTR-to-BTR 
distance (marked “Distance between nodes” in both figures) for four speeds. Equa-
tion C.4 shows BTR-to-BTR distance L: 

 L = S * T (C.4)

where vehicle speed is S, and the travel time between adjacent BTRs is T. Equation C.5 
introduces error terms for L, S, and T. In Equation C.6, the maximum error in dis-
tance, ΔLmax, is assumed to be 600 feet (the diameter of each BTR’s detection zone). 

 L + ΔL = (S + ΔS) (T + ΔT) (C.5)

 ΔSmax ≤ (ΔLmax − ΔT * S)/(L/S + ΔT) (C.6)

As shown in Figure C.113, if the time error (ΔT) equals zero, then speed error is 
maximized as vehicle speed increases. As a result, for BTRs spaced less than 2 miles 
apart collecting Bluetooth data from vehicles traveling at high rates of speed, the 
maximum speed error becomes quite significant. However, due to a combination of 
clock synchronization error or Bluetooth time stamp inaccuracies, or both, it is highly 
unlikely that ΔT will often (if ever) equal zero.

As shown in Figure C.114, if the time error (ΔT) is greater than zero, then both 
slower and faster vehicle speeds have the potential to maximize speed errors. Within 
the context of this graph, the influence of time errors has a tendency to negate the 

Figure C.112. BTR 10 geometry in relation to adjacent BTR 9.
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Figure C.114. Relationship between maximum speed error and BTR-to-BTR distance 
with ΔT > 0.

Figure C.113. Relationship between maximum speed error and BTR-to-BTR distance 
with ΔT = 0.
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effect of distance errors. A time error of 4 seconds was used based on clock synchro-
nization error; associated with Caltrans’ method for synchronizing BTRs when local 
time differed from network time by more than 2 seconds.

Process 2: Generation of Passage Time Pairs
It is common for vehicles to generate multiple sequential visits per BTR, which may be 
interwoven in time with visits at other BTRs (see Table C.46). For BTRs with a signifi-
cant mean zone traversal time, it is common for vehicles to generate multiple visits close 
in time. The motivation for grouping visits is evident in Table C.46, which shows that 
the vehicle was at the origin BTR multiple times (see Rows 1 to 3) before traveling to 
the destination BTR (see Row 4). Based on these data, three travel time pairs could be 
calculated: 1 to 4; 2 to 4; or 3 to 4. Which pair or pairs represent the most likely trip? 
The benefit of performing more complex analysis of visits is that many likely false trips 
can be eliminated, increasing the quality of the calculated travel time. Three methods of 
identifying segment trips are discussed below.

TABLE C.46. VISITS FOR A SINGLE VEHICLE BETWEEN TWO BLUETOOTH READERS

Row
Origin
BTR Visit

Destination
BTR Visit Time

No. of Observations 
per Visit

1 1 Friday, Jan. 28, 13:07:19 7

2 2 Friday, Jan. 28, 16:24:06 13

3 3 Friday, Jan. 28, 17:41:50 25

4 1 Friday, Jan. 28, 22:07:36 3

5 4 Saturday, Jan. 29, 15:07:40 4

6 2 Sunday, Jan. 30, 10:49:03 129

7 5 Sunday, Jan. 30, 12:15:33 3

8 6 Monday, Jan. 31, 13:05:54 10

Note: Year is 2011 for all observations. 

Method 1
The first potential method for identifying segment trips is simple: create an origin and 
destination pair for every possible permutation of visits, except those generating nega-
tive travel times (Figure C.115). For example, the visits in Table C.46 show six origin 
and two destination visits, resulting in 12 possible pairs. Five pairs can be discarded 
because they generate negative travel times. Even so, this approach will generate many 
passage time pairs that do not represent actual trips. Using this method, 243,777 travel 
times were generated between one pair of BTRs over a 3-month period.

Method 2
The second potential method for identifying segment trips is also simple, but represents 
an improvement from the first method. It creates an origin and destination pair for 
every origin visit and the closest (in time) destination visit, as shown in Figure C.116. 
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Figure C.115. Trips generated from all visit permutations.

Figure C.116. Trips generated from all origin visits to first destination visit.

Multiple origin visits would therefore potentially be paired with a single destination 
visit. Using this method with the data in Table C.46 would generate four pairs: 1 to 4; 
2 to 4; 3 to 4; and 5 to 6. This method generated 60,537 travel times between the ori-
gin and destination BTRs, eliminating 183,240 (75%) potential trips compared with 
the first method.

Method 3
Vehicles frequently make multiple visits to an origin BTR before traveling to a destina-
tion BTR. The third method of eliminating invalid segment trips aggregates those ori-
gin visits that would otherwise be interpreted incorrectly as multiple trips between the 
origin and destination readers. This method can be described as aggregating visits at 
the BTR network level. This is an additional level of aggregation beyond aggregating 
individual observations into visits. Logically, a single visit represents a vehicle’s con-
tinuous presence within a BTR’s detection zone. In contrast, multiple visits aggregated 
into a single grouping represent a vehicle’s continuous presence within the geographic 
region around the BTR, as determined by the distance to adjacent BTRs. This method 
is an example of using knowledge of network topology to identify valid trips.
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This method can be applied to the data displayed in Table C.46, which show three 
origin visits in Rows 1, 2, and 3. The question is whether any of these visits can be 
aggregated or whether each should be considered a valid origin departure. The dis-
tance from the origin (BTR 7) to the destination (BTR 10) is 50 miles (100 miles round 
trip). Driving at some maximum reasonable speed (for that road segment, anything 
over 80 mph is unreasonable), a vehicle would take 76 minutes for the round trip. 
Therefore, if the time between visits at the origin is less than 76 minutes, they can be 
aggregated and considered as a single visit. In Table C.46, Visits 2 and 3 (Rows 2 and 
3) meet this criterion and can therefore be aggregated (Figure C.117). This aggregation 
eliminates one of three origin visits that could potentially be paired with the destina-
tion visit in Row 4. Again, the idea is to identify when the vehicle was continuously 
within the geographic region around the origin BTR and eliminate departure visits 
whenever possible. When this method was applied to the data set, it generated 39,836 
travel times, eliminating 20,701 (34%) potential trips compared with Method 2 dis-
cussed above.

Additional filters could be used to identify and eliminate greater numbers of trips. 
For example, an algorithm could take advantage of graph topology and interspersed 
trips to other BTRs to aggregate larger numbers of visits. In addition, the algorithm 
could potentially track which destination visits had previously been paired with origin 
visits, eliminating unlikely trips. If PDFs are developed based on historical data, selec-
tion among multiple competing origin visits paired with a single destination visit could 
be probabilistic. These are potential topics for future research. 

Process 3: Generation of Segment Travel Time Histograms
Determining travel times based on Bluetooth data is done by first identifying vehicle 
passage times at each of the BTRs and then pairing those passage times from the same 
vehicle at origin and destination locations. These techniques were developed with the 
goal of maximizing the validity of the travel times. However, because of Bluetooth 
 data’s susceptibility to erroneous travel time measurements, even the most careful pair-
ing methodology will result in trip times (which could include stops and detours) that 
need to be filtered to obtain accurate ground-truth travel times (the actual driving time).

Figure C.117. Trips generated from aggregating origin visits.
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This section of the methodology describes a four-step technique for filtering travel 
times, presents travel time histograms before and after filtering, and compares the 
effects of two passage time pairing techniques (Method 2 and Method 3, described 
above) on the resulting travel time histograms. The underlying parameterized TT-PDFs 
could be approximated from the filtered travel time histograms presented here. How-
ever, this step is omitted from this methodology section in order to closely focus on the 
low-level issues associated with obtaining travel time distributions from Bluetooth data. 

To begin, the distribution of raw travel times obtained from two passage time pair-
ing methods can be seen in Figure C.118. The data presented here as Method 2 were 
developed using the second passage time pairing method described above in the section 
on generating passage time pairs. Data labeled as belonging to Method 3 were built 
according to the third passage time pairing method in that same section. No Method 1 
analysis is included here due to that method’s lack of sophistication. In Figure C.118, 
the unfiltered travel time distributions appear similar apart from the quantity of data 
present. Both distributions have extremely long tails, with most trips lasting an hour 
or less and many taking months. It is clear from these figures that even the carefully 
constructed Method 3 data are unusable before filtering. 

Several plans have been developed to filter Bluetooth data. Here, the team adopts a 
four-step filtering method proposed by Haghani et al. (4) in which points are discarded 
based on their statistical characteristics, such as coefficient of variation and distance 
from the mean. The four data-filtering steps are as follows:

1. Filter outliers across days. This step is intended to remove measurements that do 
not represent an actual trip but rather a data artifact (e.g., a vehicle being missed 
one day and detected the next). Here, the team groups the travel times by day 
and plots PDFs of the speeds observed in each day (rounded to the nearest inte-
ger). To filter the data, thresholds are defined based on the moving average of the 

Figure C.118. Unfiltered travel times between one pair of Bluetooth readers, February 6, 2011, to 
February 12, 2011.
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distribution of the speeds (with a recommended radius of 4 mph). The low and 
high thresholds are defined as the minima of the moving average on either side of 
the modal speed (i.e., the first speed on either side of the mode in which the moving 
average increases with distance from the mode). All speeds above or below these 
values are discarded (see Figure C.119).

2. Filter outliers across time intervals. For the remaining Steps 2 to 4, time intervals 
smaller than one full day are considered (the team used both 5- and 30-minute 
intervals). In this step, speed observations beyond the range mean ± 1.5σ within 
an interval are thrown out. The mean and standard deviation are based on the 
measurements within the interval.

3. Remove intervals with few observations. Haghani et al. (4) determine the mini-
mum number of observations in a time interval required to effectively estimate 
ground-truth speeds. This number is based on the minimum detectible traffic vol-
ume and the length of the interval. Based on these factors, intervals with fewer 
than three measurements per 5 minutes (or 18 measurements per 30 minutes) are 
discarded; and

4. Remove highly variable intervals. In Step 4, the variability among speed observa-
tions is kept to a reasonable level by discarding all measurements from time inter-
vals whose coefficient of variation is greater than one.

To carry out Step 1, the moving average (with a radius of 4 mph) is computed over 
the speed distribution for each day (speeds are found by simply dividing route length 
by travel time). The moving average and distribution of speeds from a single day can 
be seen in Figure C.119. To exclude unreasonably low speeds, the modal speed is 
defined as the speed corresponding to the peak of the moving average above 20 mph 
(53 mph in this case). On this day, as a result of filtering Step 1, the upper threshold 

Figure C.119. Distribution of speeds.
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was set to the maximum observed speed (the minimum of the moving average above 
the modal speed), and the lower threshold was set to 25 mph (the minimum of the 
moving average below the modal speed). Thus, on this day, all data points representing 
speeds below 25 mph or above 62 mph were discarded as a result of Step 1.

Step 1 is carried out across days; Steps 2 to 4 are carried out across 5- and 30-min-
ute intervals. The 5-minute interval matches the practice of Haghani et al. (4) and 
represents a standard baseline filter. Filtering results based on a 30-minute interval 
are also included to compare the effects of a wider filtering interval. A wider filtering 
interval may be more appropriate for sparse data sets like that available in the rural 
Lake Tahoe area, where many 5-minute intervals contain no measurements at all. The 
particular details of Steps 2 to 4 are more straightforward and are omitted from fur-
ther discussion.

The results of the four-step filtering method on the data obtained using passage 
time pairing Method 2 are presented in Figure C.120 for the week beginning Febru-
ary 6, 2011. The white points are points identified to be discarded in that step, and 
the black points are points to be kept following that step. Note that the steps are per-
formed sequentially, so that points discarded after Step 1 are not considered in Step 2, 
and so on. Higher traffic volumes due to weekend traffic in the area can clearly be seen 
on Friday and Saturday.

After the data have been filtered, the travel time distributions over the week appear 
more meaningful, as can be seen by comparing Figure C.121 with Figure C.118. The 
filtered travel times have lost their unreasonably long values, and in both cases a nicely 
shaped distribution is visible. Note that the earlier comparison of the data sets remains 
true: both have similarly shaped distributions, but the data set prepared using passage 
time pairing Method 2 contains a greater quantity of data. This is because that data 
set was larger initially, and also a larger percentage of points from it survived filtering.

Table C.47 presents a summary of the filtering results on both data sets using 
5- and 30-minute intervals. It can be seen that Step 1, which removes outliers by day, 
takes out a much smaller percentage of the data generated from Method 2. This is 
because the data in Method 2 were prepared in a way such that the resulting data are 
grouped more closely, even though they were not prepared as carefully. For example, if 
a particular origin–destination pair contained three vehicle passage times at the origin 
and one at the destination, Method 3 would report the single travel time from the lat-
est origin time stamp to the destination time stamp. Method 2, however, would report 
this as three separate travel times, all likely with similar magnitudes. Thus, the data in 
Method 3 are of higher quality but are not as closely grouped, and are penalized for 
this in filtering Step 1.

Method 3, which has fewer points, is more vulnerable to overaggressive filtering 
in Step 3 (which removes sparse intervals). This can be seen in the larger bands of dark 
gray in the Method 3 columns of Figure C.122. The data sets prepared using Method 
3 were much sparser initially. As a result, filtering routines that discard intervals with 
sparse detection may be overaggressive for sparse data sets such as those prepared by 
Method 3, even if the data are more meaningful.
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Figure C.120. Four-step filtering on passage time pairing Method 2 with 5-minute 
intervals.
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Figure C.121. Filtered travel times (5-minute intervals).
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TABLE C.47. COMPARISON OF PASSAGE TIME PAIRING METHODS
5-Minute Intervals 30-Minute Intervals

Method 2 Method 3 Method 2 Method 3

Total 5,886 points 4,185 points 5,886 points 4,185 points 

Removed at Step 1 3,118 points
(53%)

2,687 points
(64%)

3,118 points
(53%)

2,687 points
(64%)

Removed at Step 2 117 points
(2%)

20 points
(0%)

273 points
(5%)

119 points
(3%)

Removed at Step 3 915 points
(16%)

883 points
(21%)

1,272 points
(22%)

1,185 points
(28%)

Removed at Step 4 0 points
(0%)

0 points
(0%)

0 points
(0%)

0 points
(0%)

Total removed 4,150 points
(71%)

3,590 points
(86%)

4,663 points
(79%)

3,991 points
(95%)

Remaining 1,736 points
(29%)

595 points
(14%)

1,223 points
(21%)

194 points
(5%)

Mean after filtering 58.3 min 58.4 min 57.9 min 58.2 min

Standard deviation after 
filtering

5.9 min 5.7 min 3.8 min 4.2 min

Overall, data sets constructed with passage time pairing Method 2 had a higher 
percentage of points survive the filtering process when using both 5- and 30-minute 
intervals (see Table C.47 and Figure C.122), although both data sets performed more 
poorly when 30-minute intervals were used. This could be because the longer time 
intervals do not allow for quickly changing conditions such as weekend traffic conges-
tion or adverse weather events.
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SUMMARY

This section evaluates various methodological approaches and processes for estimat-
ing ground-truth segment travel times based on Bluetooth data. The characteristics of 
Bluetooth data at each node were found to vary significantly as a function of the sur-
rounding roadway configuration. When internode distances are small, the availability 
of signal strength was determined to be an important factor in increasing the accuracy 
of calculated travel times. Methods are also explored for identifying invalid segment 
trips, most especially via the analysis of network topology, which facilitates the genera-
tion of fewer and higher-quality segment trips for use in statistical analysis. 

The generation of travel time histograms used filters proposed by Haghani et al. 
(4). A comparison of two passage time pairing methods was made through histograms 
of filtered and unfiltered data. Potential pitfalls of using standard filtering procedures 
on Bluetooth data (such as discarding sparsely populated intervals) were also identi-
fied. The filtering methodology demonstrated is statistical in nature, in the sense that 
data points are discarded based on their statistical characteristics, such as coefficient of 
variation and distance from the mean. By comparison, passage time pairing strategies 
are based on the physical characteristics of the network. This exercise showed that to 
obtain valid travel times, knowledge of the characteristics of the network should be 
leveraged to the greatest extent possible, although there will still likely be a need for 
statistics-based filtering due to the nature of Bluetooth data.

Figure C.122. Proportions of data points discarded at each step (none discarded at 
Step 4).
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USE CASE ANALYSIS

This case study explores the use of ETC- and Bluetooth-based vehicle reidentification 
technologies in support of travel time reliability monitoring in a rural setting. These 
data collection technologies work by sampling the population of vehicles along the 
roadway and subsequently matching unique toll tag IDs or Bluetooth MAC addresses 
between contiguous reader stations. Their effectiveness in accurately calculating road-
way travel times is dependent on various factors, including the percentage of the total 
traffic steam sampled at individual readers and the reidentification rate between pairs 
of readers. 

In general, the percentage of the vehicle population sampled by individual readers 
depends on the penetration rate of the technology within the vehicle population, the 
positioning and mounting of the reader, and the roadway configuration at the reader’s 
location. The reidentification rate between pairs of readers can depend on all of these 
factors, as well as the distance between readers and the likelihood of a trip diverting 
between the origin and destination reader. Little can be done to increase the technol-
ogy’s penetration rate when deploying a reliability monitoring system, so locating, 
positioning, and configuring readers to maximize their collection of quality data are 
crucial to the success of the system. 

As this case study leveraged data generated by networks of existing data collection 
devices, the research team could not evaluate the process for installing and configur-
ing detection infrastructure. However, the team was able to analyze the impacts of the 
configuration of existing ETC and BTR networks on the nature of the data ultimately 
collected for use by a TTRMS. The team developed two network  configuration–
related use cases. The first use case details the findings of the research team’s investiga-
tion into the configuration of the Lake Tahoe ETC network and discusses time-of-day 
dependency of the toll tag penetration rate, the number of lanes that can be moni-
tored using ETC infrastructure, and reidentification of toll tags between  readers sepa-
rated by different distances. The second use case details the team’s investigation into 
 configuration-related issues associated with the BTR network, including the relation-
ship between reader location and the number of lanes monitored and the sample sizes 
measured between readers on different freeways over varying distances. 

A third use case seeks to quantify the impact of adverse weather– and demand-
related conditions on travel time reliability using data derived from the case study’s 
Bluetooth- and ETC-based systems deployed in rural areas. To examine travel time 
reliability within the context of this use case, methods were developed to generate 
PDFs from large quantities of travel time data representing different operating condi-
tions. To facilitate this analysis, travel time and flow data from ETC readers deployed 
on I-80 westbound and BTRs deployed on US-50 eastbound and US-50 westbound 
were obtained from PeMS and compared with weather data from local surface obser-
vation stations. PDFs were subsequently constructed to reflect reliability conditions 
along these routes during adverse weather conditions, as well as according to time of 
day and day of the week. Practical data quality issues specific to Bluetooth and ETC 
data were also explored.
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Impact of Electronic Toll Collection Reader Deployment 
Configuration on Data Quality
This use case details the findings of the research team’s investigation into the impact 
of the configuration of the Lake Tahoe ETC network on the quality of travel time data 
collected. The ETC detection network consisted of eight FasTrak readers located on 
I-80 between the eastern outskirts of Sacramento and North Lake Tahoe. Caltrans 
provided the team with each reader’s county, freeway, a single direction of travel, mile-
post, a textual location, and the IP address that could be used to communicate with 
it and obtain its data. To place data from this network into PeMS, the research team 
assigned each reader a unique ID and determined its latitude and longitude from the 
provided milepost. Code was then written to connect with each reader’s IP address, 
and data were obtained once per minute for storage in the PeMS database. 

Methodology
The configuration data obtained from Caltrans was sufficient to place each reader at a 
location alongside the roadway. Using that information, the team sought to answer the 
following questions to more fully understand the impacts of the network’s configura-
tion on the characteristics of the reported travel times:

1. Are the readers where they are reported to be?

2. Are any of the readers monitoring multiple directions of travel?

3. What percentage of total traffic is being detected?

4. What percentage of toll tags is matched between pairs of readers? 

The first question, which addresses where the readers are located, appears straight-
forward, but agencies often struggle to track detection equipment in the field. This is 
especially problematic with vehicle reidentification technologies, which can be easily 
moved from location to location. Although one solution to this problem is to equip 
readers with global positioning system units, this is not common practice. The issue 
is compounded when multiple departments within a single agency, or multiple agen-
cies, use the data from these readers for their own purposes and are not informed in a 
timely manner of configuration changes. To verify reader locations, the team evaluated 
the travel time data reported between each pair of readers to make sure that the travel 
times and the number of samples reported within a given time period were reasonable 
given the distance between the readers and the direction of travel for which they were 
supposed to be collecting data. 

Answering the second question is important because, in some cases, ETCs can be 
deployed such that they monitor two directions of travel. This question was addressed 
by examining the roadway configuration of each reader deployment and evaluating 
the ETC data collected to determine whether a significant number of toll tag matches 
occurred between that reader and the neighboring reader in each direction of travel. 

The third question addresses the hit rate occurring at each reader. The team cal-
culated the hit rate by comparing hourly ETC tag reads against hourly volumes col-
lected from nearby loop detectors. In an effort to relate mounting configuration to the 
percentage of traffic sampled, hit rates were subsequently compared between readers. 
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The final question relates to the quality of travel times being reported. As a higher 
percentage of matches will be more likely to result in a more accurate travel time esti-
mate, the research team assessed the percentage of tags matched between all possible 
combinations of upstream and downstream ETC readers. Results from each combina-
tion of ETC readers were then compared to determine how the percentage of matches 
is affected by the hit rates of each individual reader, as well as the distance between 
readers. 

Analysis
This subsection documents the process used and analysis conducted by the team to 
develop answers to the four questions discussed above.

Are the Readers Where They Are Reported to Be? 
According to Caltrans, each reader is mounted to an overhead CMS or an overhead 
fixed sign. Each reader consists of a cabinet mounted to the sign pole, which is con-
nected to two antennae mounted on the edge of the sign closest to the roadway. 
Figure C.123 shows a photograph taken during the installation of the ETC reader at 
the Donner Lake exit on eastbound I-80. 

Using the information provided by Caltrans, the team verified that there was a 
CMS or overhead sign at the latitude–longitude reported for each ETC station. Photo-
graphs of each deployment were obtained to determine each ETC’s mounting configu-
ration, its positioning over the roadway, and the roadway geometry at that location. 
Photographs of each reader’s mounting structure, as indicated by Caltrans, are dis-
played in Figure C.124.  

Figure C.123. Electronic toll collection reader installation.
Source: Caltrans District 3.
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<H4>Are the Readers Where They Are Reported to Be?  

According to Caltrans, each reader is mounted to an overhead CMS or an overhead fixed sign. 

Each reader consists of a cabinet mounted to the sign pole, which is connected to two antennae 

mounted on the edge of the sign closest to the roadway. Figure C.123 shows a photograph taken 

during the installation of the ETC reader at the Donner Lake exit on eastbound I-80.  

 

[Insert Figure C.123] 

 

 

[caption] 

Figure C.123. Electronic toll collection reader installation. 

[source] 

Source: Caltrans District 3. 
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Figure C.124. Electronic toll collection locations.
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Figure C.124. Electronic toll collection locations. 

 

[Insert Figure C.125] 

[caption] 

Auburn–Bell Road/I-80 eastbound 

Rainbow/I-80 eastbound 

Rest area/I-80 eastbound 

Donner Lake/I-80 eastbound 

Hirschdale/I-80 westbound 

Prosser Village/I-80 westbound 

Baxter/I-80 westbound 

Kingvale/I-80 westbound 
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The team next evaluated the minimum travel times reported between each pair of 
readers to ensure they were reasonable given the distances involved. All travel times 
were determined to be reasonable with the exception of trips that originated or ended 
at the Kingvale reader, stated by Caltrans as being located on I-80 westbound, adjacent 
to the Rainbow reader on I-80 eastbound. Results of the team’s analysis indicated that 
the Kingvale reader was actually located on I-80 eastbound, approximately 3 minutes 
downstream of the Donner Lake reader, which was later confirmed by Caltrans (see 
Figure C.125). 

Are Any of the Readers Monitoring Multiple Directions of Travel? 
The next step in understanding the impact of the various ETC reader configurations on 
the nature of the data collected was to determine whether any readers were capturing 
traffic in both directions of travel. The photographs in Figure C.124 indicated that the 
eastbound and westbound directions of travel at the Rainbow, rest area, and Donner 
Lake reader deployments were completely separated from one another. As a result, 
it was not possible for these readers to monitor the opposite direction of travel. The 
ability of the other readers to capture bidirectional traffic depended on the size and 
orientation of the detection zone generated by their antennae.

To conduct this analysis, the research team calculated the minimum and median 
travel times and the number of matches reported between each pair of adjacent readers 
monitoring opposite directions of travel along I-80. When the minimum travel times 
reported between two readers approximated the free-flow speed given their geographic 
distance, and significant numbers of matches were generated that approximated that 
speed, the research team determined that the destination reader was likely capable of 
monitoring bidirectional traffic. Alternatively, if the minimum travel times were high 
and the number of matches low, then the matches likely represented vehicles making 
a round trip. Figure C.126 shows a depiction of a one-way trip versus a round trip.

Figure C.127 displays the hourly travel times and tag matches from Friday, May 27 
through Saturday, May 28, 2011, between Auburn–Bell on I-80 eastbound (origin) 
and Prosser Village on I-80 westbound (destination). The Prosser Village reader is 
66 miles east of the Auburn–Bell reader and is deployed in the freeway median. As 

Figure C.125. Updated Kingvale ETC reader location, I-80 eastbound.
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Figure C.125. Updated Kingvale ETC reader location, I-80 eastbound. 

 

<H4>Are Any of the Readers Monitoring Multiple Directions of Travel?  

The next step in understanding the impact of the various ETC reader configurations on the nature 

of the data collected was to determine whether any readers were capturing traffic in both 

directions of travel. The photographs in Figure C.124 indicated that the eastbound and 

westbound directions of travel at the Rainbow, rest area, and Donner Lake reader deployments 

were completely separated from one another. As a result, it was not possible for these readers to 

monitor the opposite direction of travel. The ability of the other readers to capture bidirectional 

traffic depended on the size and orientation of the detection zone generated by their antennae. 

To conduct this analysis, the research team calculated the minimum and median travel 

times and the number of matches reported between each pair of adjacent readers monitoring 

opposite directions of travel along I-80. When the minimum travel times reported between two 

readers approximated the free-flow speed given their geographic distance, and significant 

numbers of matches were generated that approximated that speed, the research team determined 

that the destination reader was likely capable of monitoring bidirectional traffic. Alternatively, if 
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Figure C.127. Travel times between origin I-80 eastbound at Auburn–Bell and destination I-80 
 westbound at Prosser Village. Min = minimum.
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Figure C.126. Depiction of a one-way trip versus a round trip. 

 

[Insert Figure C.127] 

[caption] 

 

Figure C.127. Travel times between origin I-80 eastbound at Auburn–Bell and destination I-80 

westbound at Prosser Village. Min = minimum. 

Figure C.126. Depiction of a one-way trip versus a round trip.
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Figure C.126. Depiction of a one-way trip versus a round trip. 

 

[Insert Figure C.127] 

[caption] 

 

Figure C.127. Travel times between origin I-80 eastbound at Auburn–Bell and destination I-80 

westbound at Prosser Village. Min = minimum. 
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indicated in Figure C.127, the minimum travel times between Auburn–Bell on I-80 
eastbound and Prosser Village on I-80 westbound range between 60 and 80 minutes, 
which is reasonable given the 60-mile distance between them. The 75th percentile 
travel times are higher, likely reflecting the travel times of vehicles detected passing 
the Prosser Village reader on I-80 westbound as part of a round trip after having first 
passed both the Auburn–Bell reader, as well as the Prosser Village reader, but not being 
detected by it, while traveling east. Finally, the median travel times more closely reflect 
the minimum travel times, indicating that the Prosser Village reader was matching 
more toll tags traveling past it along I-80 eastbound than were being generated based 
on I-80 westbound round-trips, as reflected in the 75th percentile travel time. Overall, 
the research team’s analysis indicated that only the Prosser Village reader was capable 
of monitoring bidirectional traffic; Caltrans later indicated that the Prosser Village 
reader had been deployed with antennae facing in both directions of travel. 

What Percentage of Total Traffic Is Being Detected? 
The percentage of the vehicle population sampled by individual readers depends on 
various factors, including the penetration rate of the technology within the vehicle 
population and the positioning and mounting of the reader.

The Bay Area Toll Authority reported in January 2011 that 53% of drivers pass-
ing through its toll plazas were equipped with FasTrak tags, with that percentage 
increasing to 65% during weekday peak periods (5). Even so, the ETCs in the Tahoe 
area are more than 100 miles from the nearest toll plaza. Consequently, the percentage 
of vehicles equipped with FasTrak tags depends, to a great extent, on traffic patterns 
between the Bay Area and Lake Tahoe. 

Previous studies of ETC-based travel time data collection deployments have noted 
that a number of configuration-related factors can potentially affect the quantity and 
quality of tag reads (6). For example, when readers are positioned directly overhead, 
such as at tolling facilities, they reliably capture data from almost all toll tags. But in 
other real-world traffic monitoring deployments, such as at Lake Tahoe, ETC readers 
are placed at the side of the road, increasing their distance from vehicles and reducing 
the efficiency of their tag reads. Such configurations also make it more difficult for 
readers to capture traffic across all lanes of travel, particularly when there are multiple 
lanes of traffic. 

To calculate the hit rate, or the percentage of vehicles sampled at each reader, the 
research team compared ETC tag reads with the traffic flows measured at nearby loop 
detectors. The hit rate at Prosser Village was not analyzed because there were no work-
ing loop detectors nearby. 

Table C.48 displays the average daily hit rates, by day of the week, for each of the 
ETCs along I-80, collected during the week of May 9 to May 15, 2011. Low hit rates 
on Sunday and Monday were common to all of the eastbound readers, especially on 
the eastern end of the monitored corridor. Another trend common across all readers, 
though especially marked at the Auburn–Bell Road reader, was the spike in the hit rate 
during the overnight hours (see Figure C.128). This could be due to the higher percent-
age of freight traffic during these hours, which may be more likely to be equipped with 
FasTrak tags. 
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Comparing average hourly hit rates for all of the readers on I-80 eastbound from 
Tuesday through Friday makes it clear that some readers are sampling a significantly 
higher percentage of traffic than others. An examination of photographs of the signs 
on which each reader was mounted provides no clear explanation for why the hit 
rates at some readers are approximately double those at other readers. The hit rate 
at Auburn–Bell Road may be lower because it is the only location with three lanes of 
travel (all other readers monitor only two lanes) being monitored by two antennae. 
The rest area reader, though appearing to be optimally positioned above the roadway, 
also has a low hit rate. A possible reason for the low hit rate is that the antennae here 
are not properly aligned with the two lanes of travel, resulting in a reduced number of 
toll tag reads. 

TABLE C.48  AVERAGE ETC HIT RATES BY DAY OF THE WEEK

Reader
Average
(%)

Sunday
(%)

Monday
(%)

Tuesday–
Thursday
(%)

Friday
(%)

Saturday
(%)

Auburn–Bell Road (I-80 EB) 3.4 2.9 2.6 4.0 4.0 3.6

Rainbow (I-80 EB) 5.4 2.9 3.3 6.9 7.3 6.7

Rest area (I-80 EB) 3.2 1.6 1.8 5.0 4.0 3.4

Donner Lake (I-80 EB) 6.3 3.6 3.7 8.9 8.5 6.8

Kingvale (I-80 EB) 6.4 3.9 4.4 9.6 7.2 7.0

Hirschdale (I-80 WB) 4.5 4.1 3.7 5.6 5.0 4.1

Baxter (I-80 WB) 6.7 6.2 6.0 8.1 7.1 5.9

Note: Time frame is 7:00 a.m. to 8:00 p.m.

Figure C.128. Hourly hit rates for Auburn–Bell Road reader.
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Baxter  

(I-80 WB) 
6.7 6.2 6.0 8.1 7.1 5.9 

Note: Time frame is 7:00 a.m. to 8:00 p.m. 

[Insert Figure C.128] 

[caption] 

 

Figure C.128. Hourly hit rates for Auburn–Bell Road reader. 

 

Comparing average hourly hit rates for all of the readers on I-80 eastbound from Tuesday 

through Friday makes it clear that some readers are sampling a significantly higher percentage of 

traffic than others. An examination of photographs of the signs on which each reader was 

mounted provides no clear explanation for why the hit rates at some readers are approximately 

double those at other readers. The hit rate at Auburn–Bell Road may be lower because it is the 

only location with three lanes of travel (all other readers monitor only two lanes) being 

monitored by two antennae. The rest area reader, though appearing to be optimally positioned 

above the roadway, also has a low hit rate. A possible reason for the low hit rate is that the 



398

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

To gauge the sampling rate in another way, the team also looked at the raw num-
ber of hourly tag reads reported by each reader, the results of which are displayed in 
Figure C.129 for the eastbound direction of travel. Despite its low percentage of tag 
reads, the reader at Auburn–Bell Road still records a large number of reads, simply 
because the traffic volumes are higher here than at any other reader. The highest num-
ber of reads recorded across readers is on Friday, due to the recreational pattern of 
weekend trips to Lake Tahoe. 

What Percentage of Toll Tags Is Matched Between Pairs of Readers? 
For the purpose of calculating travel time reliability–related metrics, it is most impor-
tant to have the ability to quantify the typical percentages and volumes of toll tags 
matched between multiple readers, as this directly affects the quality of aggregated 
travel times. To quantify typical tag match rates between readers, the team looked 
at the percentage of vehicles being matched between the farthest upstream readers 
(Auburn–Bell Road in the eastbound direction and Hirschdale Road in the westbound 
direction) and all subsequent downstream readers between May 9 and May 15, 2011 
(see Figure C.104 for the deployment layout).

Figure C.130 shows the percentage of toll tags detected at the Auburn–Bell reader 
that are reidentified at each downstream I-80 eastbound reader (ordered from left to 
right by distance from origin). If each reader’s data collection capabilities, and therefore 
its hit rates, were identical, one would expect to see the percentage of matched tag reads 
decrease with distance from the origin reader as vehicles detected at Auburn–Bell Road 
deviated from I-80 eastbound. However, this trend does not hold for these readers. 
Instead, the highest matching percentage (91%) is seen between Auburn–Bell Road and 
the Kingvale reader, which are separated by a distance of 50 miles. At the same time, 
matches between Auburn–Bell Road and the Rainbow and rest area readers are much 
lower, which is consistent with the low hit rates measured at these three stations.

Figure C.131 displays the total number of hourly matches measured on eastbound 
I-80 between the origin reader at Auburn–Bell Road and all downstream readers. At 
all readers, matches are the highest on Fridays, which is supported by local traffic 

Figure C.129. Hourly tag reads for I-80 eastbound readers.
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patterns between the Bay Area and Lake Tahoe. Again, despite being the second far-
thest reader from the origin, the Kingvale reader often sees the most matches on I-80 
eastbound. Daytime matches between Auburn–Bell and Kingvale generally exceed 
30 per hour (three per 5 minutes or eight per 15 minutes). Although this number of 
samples is likely too low to compute accurate 5-minute average travel times, these 
data have the potential to be used to generate average 15-minute or hourly statistics 
throughout the week.

Figure C.130. Average percentage of toll tags matched on I-80 eastbound from origin Auburn–Bell 
Road.
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Figure C.130. Average percentage of toll tags matched on I-80 eastbound from origin Auburn–

Bell Road. 

 

Figure C.131 displays the total number of hourly matches measured on eastbound I-80 

between the origin reader at Auburn–Bell Road and all downstream readers. At all readers, 

matches are the highest on Fridays, which is supported by local traffic patterns between the Bay 

Area and Lake Tahoe. Again, despite being the second farthest reader from the origin, the 

Kingvale reader often sees the most matches on I-80 eastbound. Daytime matches between 

Auburn–Bell and Kingvale generally exceed 30 per hour (three per 5 minutes or eight per 15 

minutes). Although this number of samples is likely too low to compute accurate 5-minute 

average travel times, these data have the potential to be used to generate average 15-minute or 

hourly statistics throughout the week. 
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Figure C.131. Hourly toll tag matches on I-80 eastbound for origin reader at Auburn–Bell Road. 

 

<H3>Findings 

Two primary variables affect hit rate: the total number of ETC tags in the population of vehicles 

that pass a reader and the number of tags actually read by a specific reader. The product of these 

factors has a significant influence on the accuracy of travel time data generated between any two 

ETC readers. This use case sought to demonstrate how the hit rates and matching percentages 

generated by the Tahoe region ETC network may be affected by the configuration of individual 

ETC readers. Table C.49 summarizes the configuration and average data collection results for 

each of the single-directional ETC readers deployed along I-80 eastbound during Friday 

afternoons and evenings (12:00 noon to 8:00 p.m.), considered the peak period for this roadway 

due to weekend traffic between the Bay Area and Lake Tahoe. All of the readers included in 

Table C.49 are deployed along I-80, are mounted on overhead signs, and monitor two (or in once 

case three) lanes of traffic. These readers are deployed under what appear to be similar 

Figure C.131. Hourly toll tag matches on I-80 eastbound for origin reader at Auburn–Bell Road.
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Findings
Two primary variables affect hit rate: the total number of ETC tags in the population 
of vehicles that pass a reader and the number of tags actually read by a specific reader. 
The product of these factors has a significant influence on the accuracy of travel time 
data generated between any two ETC readers. This use case sought to demonstrate 
how the hit rates and matching percentages generated by the Tahoe region ETC net-
work may be affected by the configuration of individual ETC readers. Table C.49 
summarizes the configuration and average data collection results for each of the single-
directional ETC readers deployed along I-80 eastbound during Friday afternoons and 
evenings (noon to 8:00 p.m.), considered the peak period for this roadway due to 
weekend traffic between the Bay Area and Lake Tahoe. All of the readers included in 
Table C.49 are deployed along I-80, are mounted on overhead signs, and monitor two 
(or in once case three) lanes of traffic. These readers are deployed under what  appear 
to be similar conditions, yet there are notable differences in the percentage of the 
 traffic stream sampled at the different locations. 

To begin with, hit rates for the Donner Lake and Rainbow readers are more 
than twice those generated by the Auburn–Bell Road and rest area readers. Although 
the team was not able to investigate the underlying reason for these differences, it is 
believed they are most likely the result of reader antennae being misaligned at some 
locations and the inability of the reader at Auburn–Bell Road to accurately collect data 
from three lanes of traffic using only two ETC readers.

As seen in Table C.49, differences in hit rates of only 2% to 3% can make a signifi-
cant difference in the number of tag reads collected, which is crucial for ensuring that 
a sufficient number of samples are reidentified downstream to generate accurate travel 
times and travel time distributions. 

TABLE C.49. I-80 EASTBOUND ETC READER SUMMARY FOR FRIDAYS

Reader
Mounting 
Type

No. of 
Lanes

No. 
of Tag 
Reads

Traffic 
Sampled
(%)

Distance 
to Next 
Reader
(mi)

No. of 
Exits 
Between 
Readers

Hits 
Reidentified 
Downstream
(%)

Auburn– Bell Road Roadside CMS 3 648 3.5 45 24 83

Rainbow Roadside CMS 2 789 7.4 8 1 42

Rest area Roadside sign 2 380 3.6 4 1 99

Donner Roadside sign 2 785 7.4 3 2 96

Kingvale Roadside sign 2 696 6.6 6 na 61

Note: Time frame is noon to 8 p.m.; all signs and CMS were deployed in the eastbound direction; Kingvale is at the end 
of the test site so na (not applicable). 
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As expected, the hit rate for an individual reader has a profound impact on that 
reader’s ability to reidentify vehicles initially detected at upstream readers. For exam-
ple, as shown in Table C.49, even though the Auburn–Bell Road reader is 45 miles and 
24 exits from the downstream reader at Rainbow, the high hit rate at this downstream 
reader enables it to reidentify 83% of vehicles initially detected at Auburn–Bell Road. 
Given the number of opportunities to exit the freeway, this likely represents nearly all 
of the ETC-equipped vehicles that pass between the readers. Conversely, despite the 
fact that the rest area reader is only 8 miles from the Rainbow reader, with only one 
exit ramp between them, the rest area reader is only able to match 42% of vehicles ini-
tially identified at Rainbow. Overall, at least on rural roads experiencing fairly signifi-
cant through traffic, the readers’ hit rates appear to affect the percentage of matched 
vehicles to a greater extent than the distance between the readers. 

However, even with ideal reader placement and configuration, the primary con-
straint on the percentage of traffic sampled will always be the penetration rate of toll 
tags in the population. In rural areas, it is uncommon to have electronic tolling infra-
structure, so deploying ETCs in these locations requires that at least some portion of 
the traffic stream be composed of vehicles equipped with toll tags used in nearby urban 
areas. The results of this use case show that this penetration rate can vary by time of 
day and day of the week; for example, on I-80 eastbound, far fewer FasTrak-equipped 
vehicles travel the corridor on Sundays and Mondays than during the rest of the week.

Impact of Bluetooth Reader Deployment Configuration on Data 
Quality 
This use case details the findings of the research team’s investigation into the impact 
of the configuration of the Lake Tahoe Bluetooth network on the quality of travel 
time data collected. The BTR network leveraged in this case study was deployed along 
I-5 in Sacramento and US-50 between Placerville and Lake Tahoe. For each BTR, the 
research team received configuration data in a csv file, with fields for the node ID, a 
textual location, and a latitude–longitude reading. The research team was also pro-
vided with a 2-gigabyte SQL file containing all of the Bluetooth data collected at the 
readers between December 25, 2010, and April 21, 2011. This use case only uses the 
eight BTRs that provided more than a week of data. These data were downloaded into 
PeMS for use in computing travel times between each BTR pair. 

Methodology
In evaluating the impact of the network’s configuration on the characteristics of the 
reported travel times, the team sought to answer questions of a similar nature to those 
explored as part of the ETC use case, including 

1. Are the readers where they are reported to be?

2. Which facilities is each reader monitoring?

3. What percentage of total traffic is being detected?

4. What percentage of Bluetooth devices is matched between pairs of readers?
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The first question was particularly important for this use case as the BTRs were 
deployed as part of a test, and not as permanent data collection infrastructure. As a 
result, each BTR changed locations multiple times over a span of several months. To 
compute accurate travel times, the team had to ensure that the locations provided in 
the configuration file matched the data delivered in the SQL file. This was achieved 
by mapping the latitude and longitude provided by Caltrans to determine whether the 
data matched the textual locations provided. 

Answering the second question is critical to all Bluetooth studies. Class 1  Bluetooth 
devices like the ones used in this case study have a detection radius of 300 feet. As a 
result, the potential exists for the BTRs to monitor bidirectional traffic along a road-
way, as well as traffic along parallel facilities, which presents challenges when trying to 
compute accurate travel times. The research team evaluated the reader locations and 
data to approximate the lanes of travel each reader monitored; whether the readers 
were monitoring traffic bidirectionally; whether they might also be detecting vehi-
cles on on-ramps, off-ramps, or frontage roads; and whether the potential existed for 
them to capture data concerning the movement of other modes of travel, such as from 
bicyclists.

The third question addresses the hit rate occurring at each reader. The team cal-
culated this by comparing hourly BTR reads against hourly volumes collected from 
nearby loop detectors. In an effort to relate mounting configuration to the percentage 
of traffic sampled, hit rates were subsequently compared between readers.

The final question relates to the quality of travel times being reported. As travel 
time estimates are more likely to be accurate with higher numbers of matches, the 
research team assessed the percentage of Bluetooth devices matched between all possi-
ble combinations of upstream and downstream BTRs. Results from each combination 
of BTRs were then compared to determine how the percentage of matches is affected 
by the hit rates of each individual reader, as well as the distance between readers. 

Analysis
This subsection documents the process used and analysis conducted by the team to 
develop answers to the four questions discussed above.

Are the Readers Where They Are Reported to Be? 
Using the information provided by Caltrans, the team verified the location of each 
BTR according to both its latitude and longitude and textual description. Although 
some of the readers represented in the configuration file were erroneously located (e.g., 
the latitude–longitude of one placed it in a lake), the eight readers used as part of this 
use case all appeared to be in roughly the correct location. Photographs of each BTR 
station used as part of this use case are displayed in Figure C.132. One BTR, deployed 
on US-50 at Echo Summit, is not visible as a result of being buried in snow. Despite 
this, the team was able to use the data collected from this station as part of its analysis.

As a final location confirmation step, the team evaluated the minimum travel 
times computed between each BTR to ensure they were reasonable given the distances 
involved. All minimum travel times were subsequently determined to be reasonable, 
and the BTR locations deemed accurate. 
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Which Facilities Is Each Reader Monitoring? 
The next step in understanding the impact of each BTR’s configuration on the nature 
of the data collected was to determine which readers might be capturing traffic data for 
multiple directions of travel. The BTRs evaluated as part of this use case were deployed 
as follows:

•	 Three of the readers on US-50 were deployed in locations where there is one lane 
of travel in each direction. 

•	 The reader at US-50 and Placerville monitored two lanes in each direction.

•	 The reader at US-50 and Meyers was located near an intersection that might result in 
its picking up MAC addresses from vehicles turning on to US-50 from a cross street.

•	 The reader at I-5 and Vallejo had the potential to monitor up to five lanes in each 
direction.  

•	 The reader at I-5 and Gloria (the only BTR along I-5 located on the southbound 
side of the roadway) had the potential to monitor up to four lanes of travel in each 
direction.

•	 The reader at I-5 and Florin was located in the middle of the cloverleaf on-ramp of 
Florin Road to I-5 northbound. It was adjacent to four mainline northbound and 
southbound lanes. Given the reader’s location, it was likely detecting significant 
numbers of vehicles entering and exiting I-5, both traveling at slower speeds and 
being detected earlier (for on-ramp vehicles) or later (for off-ramp vehicles) than if 
they were actually traveling on I-5. 

•	 The reader at I-5 and Pocket was located some distance from the northbound side 
of the roadway. It had the potential to monitor two on-ramp lanes to I-5 north-
bound, three mainline lanes in each direction, and a cloverleaf off-ramp from I-5 
southbound. 

Based on this analysis, the research team concluded that all BTRs were likely 
monitoring at least bidirectional traffic, a conclusion that was confirmed by the data 
analysis conducted in support of the following subsection. This effort also provided 
some insight into how the reader’s locations can potentially affect the sampling of 
nonrepresentative trips.

What Percentage of Total Traffic Is Being Detected? 
As with the ETCs, the percentage of the traffic stream monitored by a BTR depends on 
the penetration of Bluetooth-enabled devices within the vehicle population. Although 
it is estimated that 20% of travelers now have Bluetooth devices with them in their 
vehicles, at least a quarter of them do not have the device set to discoverable mode. 

The detection rate also depends on the reader’s configuration. Given its 300-foot 
detection radius, a single Class 1 BTR could easily monitor all lanes of a freeway that 
has four lanes of traffic in each direction of travel and is barrier separated. However, it 
might also collect undesired samples, such as Bluetooth devices on parallel facilities or 
within office buildings. All readers used in this case study had approximately the same 
average signal strength, so this variable was not a factor. 
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US-50/Echo Summit: not visible in photograph 

US-50/Meyers: off US-50 eastbound 

US-50/Twin Bridges: off US-50 eastbound 

US-50/Placerville: off US-50 eastbound 

I-5/Vallejo: off I-5 northbound 

Figure C.132. Bluetooth reader cabinet locations. (Continued on next page.)
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Figure C.132. Bluetooth reader cabinet locations. 

 

[Insert Figure C.133] 

[caption] 

 

I-5/Gloria: off I-5 southbound 

I-5/Florin: off Florin on-ramp to I-5 northbound 

I-5/Pocket: off Pocket on-ramp to I-5 northbound 
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US-50/Echo Summit: not visible in photograph 

US-50/Meyers: off US-50 eastbound 

US-50/Twin Bridges: off US-50 eastbound 

US-50/Placerville: off US-50 eastbound 

I-5/Vallejo: off I-5 northbound 

Figure C.132. Bluetooth reader cabinet locations (continued).



406

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

To calculate the percentage of vehicles sampled at each BTR, the research team 
compared Bluetooth mobile device reads with the traffic flows measured at nearby 
loop detectors; the result is referred to as the hit rate. Hit rates were computed for the 
four readers on I-5 (there were no working loop detectors near the US-50  readers). 
Because all readers were presumed to monitor both directions of travel along I-5, 
and as it is impossible to assign a direction of travel to unmatched Bluetooth reads, 
hit rates were calculated by comparing hourly detections at each reader with hourly 
volumes summed from nearby northbound and southbound loop detectors over a 
week-long period (Monday, February 28, to Sunday, March 6, 2011). In addition, 
because the Florin and Pocket readers clearly detected traffic on roadway on-ramps, 
hit rates at these readers were computed by comparing the hourly reader detections 
with the hourly volumes summed from the mainline and on-ramp loop detectors to 
avoid upwardly biasing the hit rates at these readers. 

Bluetooth hit rates were first evaluated to determine if they exhibited any time-of-
day or day-of-the-week patterns. As with the ETC readers, hit rates were lowest dur-
ing the early morning hours. There were no other discernible patterns. Figure C.133 
compares the hourly hit rates measured over three days (Tuesday to Thursday) across 
the four readers. The hit rates at all readers generally ranged between 6% and 10%. 
Hit rates were usually highest (between 8% and 10%) at the Gloria reader, which 
was directly adjacent to the southbound lanes. The reader at Pocket typically had the 
lowest hit rates (between 6% and 8%), possibly due to its being set back from the 
roadway. 

The data displayed in Figure C.134 present the raw number of hourly MAC 
address reads at each reader listed. The reads shown in this plot are based on the num-
ber of MAC address reads remaining after filtering to remove duplicate IDs at the same 
reader during the same hour. Although the reader at I-5 and Vallejo does not have the 
highest hit rate, it generally records the largest number of MAC addresses per hour, 

Figure C.133. Hourly hit rates for I-5 Bluetooth readers.

L02	  Guide	  
Inserts	  for	  2nd	  pages	  
2014.08.07	  
	  
	  
	  
	  
For	  Fig.	  C.133:	  
	  

	  



407

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

reaching nearly 1,000 reads per hour during the weekday afternoon peak. In contrast, 
the reader at I-5 and Pocket has both the lowest hit rate and the lowest number of 
reads, with between 500 and 600 MAC address reads per hour during the peak hours 
and only 300 to 400 per hour during the midday. 

Although the hit rate could not be computed for the readers on US-50, the research 
team did evaluate the raw number of hourly MAC address reads at each reader on 
this road (see Figure C.135). The pattern of reads on US-50 differs from that on I-5, 
which follows the more typical morning and afternoon peak commute pattern. On 
US-50, each reader detects the most reads on Fridays, Saturdays, and Sundays, which 
reflects the recreational traffic patterns near Lake Tahoe. At the Meyers, Echo  Summit, 
and Twin Bridges readers, which are all relatively closely spaced (within 12 miles of 
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similar, and are quite low (30 to 50 per hour, or two to four per 5 minutes) from Monday through 

Thursday. The number of reads at the Placerville reader, which is closer to Sacramento, is 

higher, especially during the work week, when this location has higher traffic volumes.  

 

[Insert Figure C.134] 

[caption] 

Figure C.134. Hourly reads for I-5 Bluetooth readers. 

 

[Insert Figure C.135] 

[caption] 

 

Figure C.134. Hourly reads for I-5 Bluetooth readers.

Figure C.135. Hourly reads for US-50 Bluetooth readers.

 
 

83 
2014.04.23 12 L02 Guide Appendix C Part 4_ final for composition.docx 

Figure C.135. Hourly reads for US-50 Bluetooth readers. 

 

<H4>What Percentage of Bluetooth Devices Is Matched Between Pairs of Readers?  

For the purpose of supporting the calculation of travel time reliability–related metrics, it is most 

important to have the ability to quantify the typical percentages and volumes of Bluetooth 

devices matched between multiple readers, as this directly affects the quality of aggregated travel 

times. The first step in performing this analysis was to evaluate the percentage of each reader’s 

Bluetooth MAC address reads reidentified at downstream readers. Results for the readers along 

I-5 are shown in Figure C.136 and for the US-50 readers in Figure C.137.  

On I-5, the Vallejo (northernmost) and Pocket (southernmost) readers only have 

downstream readers in one direction of travel (see Figure C.104 for the deployment layout). 

Reidentification of devices between these readers occurred as follows: 

 

 For the Vallejo reader, approximately 42% of the MAC address reads were reidentified at 

the Gloria reader located about 4 miles to the south.   

 For the Gloria reader, about 48% of the reads were reidentified in the northbound 

direction at Vallejo, 50% of the reads were reidentified in the southbound direction at 

Florin, and 2% were not reidentified at all.  
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one another) near South Lake Tahoe, the number of hourly reads are fairly similar, 
and are quite low (30 to 50 per hour, or two to four per 5 minutes) from Monday 
through Thursday. The number of reads at the Placerville reader, which is closer to 
Sacramento, is higher, especially during the work week, when this location has higher 
traffic volumes. 

What Percentage of Bluetooth Devices Is Matched Between Pairs of Readers? 
For the purpose of supporting the calculation of travel time reliability–related metrics, 
it is most important to have the ability to quantify the typical percentages and vol-
umes of Bluetooth devices matched between multiple readers, as this directly affects 
the quality of aggregated travel times. The first step in performing this analysis was to 
evaluate the percentage of each reader’s Bluetooth MAC address reads reidentified at 
downstream readers. Results for the readers along I-5 are shown in Figure C.136 and 
for the US-50 readers in Figure C.137. 

On I-5, the Vallejo (northernmost) and Pocket (southernmost) readers only have 
downstream readers in one direction of travel (see Figure C.104 for the deployment 
layout). Reidentification of devices between these readers occurred as follows:

•	 For the Vallejo reader, approximately 42% of the MAC address reads were 
 reidentified at the Gloria reader located about 4 miles to the south.  

•	 For the Gloria reader, about 48% of the reads were reidentified in the northbound 
direction at Vallejo, 50% of the reads were reidentified in the southbound direc-
tion at Florin, and 2% were not reidentified at all. 

•	 For the Florin reader, 53% of the reads were reidentified in the northbound direc-
tion at Gloria, 39% were reidentified in the southbound direction at Pocket, and 
8% were not reidentified in either direction. 

•	 For the Pocket reader, 48% of the reads were reidentified in the northbound direc-
tion at Florin. 

Overall, the rate of matching between readers was high, with the vast majority of 
Bluetooth devices matched at another sensor for use in generating travel times. 

Reidentification rates were also high between the readers along US-50, particularly 
the three deployments closest to Lake Tahoe. Reidentification of devices between these 
readers occurred as follows: 

•	 For the Meyers (easternmost) reader, for which there is no downstream reader in 
the eastbound direction, 50% of the reads were reidentified at the Echo Summit 
reader, 4 miles to the west.  

•	 For the Echo Summit reader, 57% of the reads were reidentified at Meyers and 43% 
were reidentified at Twin Bridges, 8 miles to the west. Virtually none of the reads 
captured at Echo Summit went unmatched, likely due to its location at a point on 
the roadway that has no parallel facilities, and the fact that there were few possible 
exits between Echo Summit and Meyers or Echo Summit and Twin Bridges.  
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 For the Placerville (westernmost) reader, 22% of the reads were reidentified downstream 

at Twin Bridges. 

 

Based on these high reidentification rates, the team concluded that the readers on US-50 

were capable of detecting and reidentifying a very high proportion of the Bluetooth devices that 

pass through their detection zones, likely due to the narrow roadway width at these locations and 

the limited options available to exit the roadway.  

 

[Insert Figure C.136]  

[caption] 

 

 

Figure C.136. MAC address matching rates for I-5 readers. 

 

[Insert Figure C.137] 

[caption] 
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Figure C.136. MAC address matching rates for I-5 readers.
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Figure C.137. MAC address matching rates for US-50 readers. 

 

The next technique for evaluating Bluetooth device reidentification between readers was 

to examine the raw number of matches between readers to assess whether the match volumes 

were sufficient to yield accurate average travel times. This assessment was carried out by 

selecting an origin reader and computing the hourly matches to a series of destination readers. 

Figure C.138 displays the results of this analysis in the southbound direction along I-5 for the 

Gloria, Florin, and Pocket readers from the origin reader at Vallejo. Highlights of this analysis 

include the following: 

 

 As the team expected, the greatest number of matches occurred with the closest 

downstream reader, Gloria, and the fewest matches with the reader farthest away, Pocket. 

These matches differed by about 100 during each afternoon peak hour, representing a 

difference of 25%.  

 Matches between Vallejo and all downstream readers averaged about 16 per 5 minutes 

during daytime hours, likely sufficient for obtaining 5-minute travel times.   
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Figure C.137. MAC address matching rates for US-50 readers.

•	 For the Twin Bridges reader, 40% of the reads were reidentified to the east at Echo 
Summit, 47% of the reads were reidentified at Placerville (39 miles to the west), 
and 13% of the reads were not reidentified.  

•	 For the Placerville (westernmost) reader, 22% of the reads were reidentified down-
stream at Twin Bridges.
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Based on these high reidentification rates, the team concluded that the readers 
on US-50 were capable of detecting and reidentifying a very high proportion of the 
Bluetooth devices that pass through their detection zones, likely due to the narrow 
roadway width at these locations and the limited options available to exit the roadway. 

The next technique for evaluating Bluetooth device reidentification between read-
ers was to examine the raw number of matches between readers to assess whether the 
match volumes were sufficient to yield accurate average travel times. This assessment 
was carried out by selecting an origin reader and computing the hourly matches to a 
series of destination readers. Figure C.138 displays the results of this analysis in the 
southbound direction along I-5 for the Gloria, Florin, and Pocket readers from the 
origin reader at Vallejo. Highlights of this analysis include the following:

•	 As the team expected, the greatest number of matches occurred with the closest 
downstream reader, Gloria, and the fewest matches with the reader farthest away, 
Pocket. These matches differed by about 100 during each afternoon peak hour, 
representing a difference of 25%. 

•	 Matches between Vallejo and all downstream readers averaged about 16 per 5 
minutes during daytime hours, likely sufficient for obtaining 5-minute travel times.  

•	 The number of matches peaked during the afternoon period, at around 350 to 
500 per hour, when travelers were departing Sacramento for its southern suburbs.

•	 Volumes were lower on weekends but still sufficient to support average and me-
dian travel time computations at a fine granularity. 

Figure C.139 displays results of this analysis for hourly northbound matches at the 
Florin, Gloria, and Vallejo readers from the origin reader at Pocket. Highlights of this 
analysis include the following:

Figure C.138. MAC address matches on I-5 south from Vallejo reader.
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 The number of matches peaked during the afternoon period, at around 350 to 500 per 

hour, when travelers were departing Sacramento for its southern suburbs. 

 Volumes were lower on weekends but still sufficient to support average and median 

travel time computations at a fine granularity.  

 

[Insert Figure C.138] 

[caption] 

 

Figure C.138. MAC address matches on I-5 south from Vallejo reader. 

 

Figure C.139 displays results of this analysis for hourly northbound matches at the Florin, 

Gloria, and Vallejo readers from the origin reader at Pocket. Highlights of this analysis include 

the following: 

 

 As Pocket had the lowest hit rate of the readers on I-5, a smaller percentage of vehicles 

was available for reidentification when using this reader as an origin. 
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•	 As Pocket had the lowest hit rate of the readers on I-5, a smaller percentage of 
vehicles was available for reidentification when using this reader as an origin.

•	 The numbers of matches at each of the three destination readers were similar, and 
generally differed by less than 25 per hour, representing a difference of about 10%. 

•	 The number of matches peaked during the morning period at around 350 to 400 per 
hour, when the majority of traffic was commuting north to Sacramento. 

•	 As seen in the southbound direction, matches were lower on Saturdays and  Sundays, 
but still likely sufficient to calculate fine-grained average and median travel times. 

Results for the number of hourly matches between the Meyers reader (eastern-
most) and downstream readers on US-50 are displayed in Figure C.140. Highlights 
include the following:

Figure C.139. MAC address matches on I-5 north from Pocket reader.
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 The numbers of matches at each of the three destination readers were similar, and 

generally differed by less than 25 per hour, representing a difference of about 10%.  

 The number of matches peaked during the morning period at around 350 to 400 per hour, 

when the majority of traffic was commuting north to Sacramento.  

 As seen in the southbound direction, matches were lower on Saturdays and Sundays, but 

still likely sufficient to calculate fine-grained average and median travel times.  

 

[Insert Figure C.139] 

[caption] 

 

Figure C.139. MAC address matches on I-5 north from Pocket reader. 

 

Results for the number of hourly matches between the Meyers reader (easternmost) and 

downstream readers on US-50 are displayed in Figure C.140. Highlights include the following: 

 

Figure C.140. MAC address matches on US-50 westbound from Meyers reader.

Placerville
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•	 Although the number of matches decreased with distance from the origin reader, 
the number of matches was similar between the three destinations due to a sig-
nificant amount of traffic on US-50 traveling its entire length from Lake Tahoe to 
Sacramento. 

•	 The number of matches was much lower than along I-5, likely due to the rural 
characteristics and lower traffic volumes on US-50.

•	 The number of matches was highest on Saturdays and Sundays due to recreational 
traffic, which peaked on Sunday afternoons, when travelers return from Lake 
Tahoe to Sacramento and the Bay Area. 

•	 During the peak hours on Sunday, there were 100 to 140 hourly matches (8 to 
12 per 5 minutes or 25 to 35 per 15 minutes) between the Meyers reader and the 
 Placerville reader, 50 miles away, likely sufficient to calculate 15-minute travel 
times, and possibly 5-minute travel times, for this facility’s peak hour. 

•	 During the rest of the week, the number of hourly matches ranged from around 
20 to 50 during the daylight hours (2 to 4 per 5 minutes or 5 to 12 per 15 minutes). 
This number of matches is not likely sufficient to compute average and median 
travel times every 5 minutes, though it might be used to compute 15-minute or 
hourly average and median travel times. 

The number of hourly matches for traffic between the origin reader at Placerville 
(westernmost) and the destination readers at Twin Bridges, Echo Summit, and  Meyers 
is shown in Figure C.141. Observations of particular note in the figure include the 
following:

•	 Matches peaked on Fridays and Saturdays as vehicles traveled from the Bay Area 
and Sacramento to Lake Tahoe.  

•	 During the peak hours on Friday and Saturday afternoons, matches between the 
Placerville reader and the Meyers reader, near South Lake Tahoe, were around 

Figure C.141. MAC address matches on US-50 eastbound from Placerville reader.
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Figure C.141. MAC address matches on US-50 eastbound from Placerville reader. 

 

As many travelers make trips between Sacramento and Lake Tahoe, there is potentially 

value in knowing the travel times between the two. For this reason, the team also examined the 

number of hourly matches between the readers along I-5 and the readers on US-50. Figure C.142 

shows the number of matches between the reader at Meyers (closest to South Lake Tahoe) and 

other readers along I-5. As these readers are on different freeways and are about 100 miles apart, 

the key question is whether there are sufficient matches to compute travel times at any level of 

granularity. Figure C.142 displays the results of this analysis, representing trips along US-50 

westbound, exiting onto I-5 southbound. Key observations in the figure include the following: 

 

 The peak number of matches occurred on Sunday afternoon, when some hours had up to 

16 to 18 matches. However, even during this peak, there were some hours when the 

number of matches dipped to only five per hour. Consequently, it does not appear 

possible to consistently calculate travel times at a fine granularity, even on Sunday 

afternoons. However, there are sufficient matches to compute hourly travel times, which 
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100 per hour (8 per 5 minutes or 25 per 15 minutes), likely enough to compute 
average and median travel times at a 5- or 15-minute granularity. During the rest 
of the week, however, there were only about 20 matches per hour. 

As many travelers make trips between Sacramento and Lake Tahoe, there is poten-
tially value in knowing the travel times between the two. For this reason, the team 
also examined the number of hourly matches between the readers along I-5 and the 
readers on US-50. Figure C.142 shows the number of matches between the reader at 
Meyers (closest to South Lake Tahoe) and other readers along I-5. As these readers are 
on different freeways and are about 100 miles apart, the key question is whether there 
are sufficient matches to compute travel times at any level of granularity. Figure C.142 
displays the results of this analysis, representing trips along US-50 westbound, exiting 
onto I-5 southbound. Key observations in the figure include the following:

•	 The peak number of matches occurred on Sunday afternoon, when some hours 
had up to 16 to 18 matches. However, even during this peak, there were some 
hours when the number of matches dipped to only five per hour. Consequently, it 
does not appear possible to consistently calculate travel times at a fine  granularity, 
even on Sunday afternoons. However, there are sufficient matches to compute 
hourly travel times, which could provide a reasonable indication of travel time 
reliability for travelers who want to make this return trip from Lake Tahoe. 

•	 During the rest of the week, there were insufficient matches to compute accurate 
average and median travel times by time of day and day of the week, though travel 
times could be collected over a period of many weeks to compute average and 
median travel times and travel time variability. 

Figure C.143 displays the hourly matches between the Pocket reader (southernmost) 
on I-5 and each of the readers along US-50. These matches most likely represent vehicles 
traveling north on I-5 toward Sacramento, and then exiting to US-50 eastbound in the 

Figure C.142. MAC address matches on I-5 southbound from Meyers on US-50.
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could provide a reasonable indication of travel time reliability for travelers who want to 

make this return trip from Lake Tahoe.  

 During the rest of the week, there were insufficient matches to compute accurate average 

and median travel times by time of day and day of the week, though travel times could be 

collected over a period of many weeks to compute average and median travel times and 

travel time variability.  

 

[Insert Figure C.142] 

[caption] 

Figure C.142. MAC address matches on I-5 southbound from Meyers on US-50. 

 

Figure C.143 displays the hourly matches between the Pocket reader (southernmost) on I-

5 and each of the readers along US-50. These matches most likely represent vehicles traveling 

north on I-5 toward Sacramento, and then exiting to US-50 eastbound in the direction of Lake 

Tahoe. The number of matches peaked at between six and 12 per hour on Friday afternoon, and 

was also higher on Saturday morning, at around eight per hour. Matches during the rest of the 
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direction of Lake Tahoe. The number of matches peaked at between 6 and 12 per hour 
on Friday afternoon, and was also higher on Saturday morning, at around 8 per hour. 
Matches during the rest of the week were lower, but could potentially be studied over 
time to better understand the variability of travel times by time period. 

Findings
This use case provided the opportunity to assess the performance of a Bluetooth-based 
travel time monitoring system deployed in an urban environment with one deployed 
in a rural environment, while simultaneously demonstrating how sensor configuration 
affects both the amount and quality of data collected. 

One overarching finding of this use case is that the potential exists to use BTRs to 
generate travel times over long distances between urban and rural settings based on 
travel along adjoining roadways; however, this use is heavily dependent on the pres-
ence of the right set of conditions. For example, as indicated in Table C.50, during an 
average Friday afternoon and evening, 132 vehicles detected at the Vallejo reader on 
I-5 (2% of the Bluetooth reads at this location) were later reidentified at the  Placerville 
reader on US-50, more than 46 miles away. For this origin–destination pair, this degree 
of mobile device reidentification was sustained only on Fridays and Saturdays; on 
other days of the week, far fewer matches were registered. 

Within urban environments, BTRs placed along the same freeway have the 
 capacity to produce sufficient numbers of matches to continuously compute fine-
grained 5-minute travel times. In contrast, due to lower overall traffic volumes in rural 
areas, fewer travel time matches are generated, and this capacity is therefore reduced. 
Even so, at least in the area around Lake Tahoe, sufficient matches were generated to 
compute fine-grained travel times during peak days. 

The research team’s results also indicate that a single BTR can typically be used 
to monitor bidirectional traffic. Although the number of lanes at each reader used as 
part of this case study ranged from 2 to 10, data indicate that each reader was able to 
capture traffic in most, if not all, of the lanes at its location. 

Figure C.143. MAC address matches on US-50 eastbound from Pocket reader on I-5.
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week were lower, but could potentially be studied over time to better understand the variability 

of travel times by time period.  

 

[Insert Figure C.143]  

[caption] 

 

 

Figure C.143. MAC address matches on US-50 eastbound from Pocket reader on I-5. 

 

<H3>Findings 

This use case provided the opportunity to assess the performance of a Bluetooth-based travel 

time monitoring system deployed in an urban environment with one deployed in a rural 

environment, while simultaneously demonstrating how sensor configuration affects both the 

amount and quality of data collected.  

One overarching finding of this use case is that the potential exists to use BTRs to 

generate travel times over long distances between urban and rural settings based on travel along 

adjoining roadways; however, this use is heavily dependent on the presence of the right set of 
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Finally, this use case enabled the research team to compare hit rates and matching 
percentages for readers located in both urban and rural environments. In this study, 
as is typical for urban versus rural settings, the biggest differences between the readers 
deployed on I-5 and US-50 included the number of lanes at each reader, the distance 
between readers, and the traffic volumes at each reader. 

The I-5 readers were all configured to monitor traffic across six or more lanes of 
bidirectional traffic. Although three of the four I-5 readers were placed adjacent to 
the northbound lanes, the content of Tables C.50 and C.51 demonstrates that readers 
generate significant hit rates in both directions of travel. A similar situation exists for 
the Gloria reader deployed adjacent to the southbound lanes. This demonstrates that 
BTRs have the potential to monitor wide bidirectional freeway segments. 

Tables C.50 and C.51 also indicate that directional traffic patterns have a sig-
nificant degree of influence on Bluetooth device-matching patterns. For example, on 
I-5, where northbound and southbound traffic volumes are comparable throughout 

TABLE C.50. BTR READER SUMMARY, I-5 NORTHBOUND TO US-50 EASTBOUND FOR FRIDAYS 

Reader
Mounting 
Type

No. of 
Lanes

MAC ID 
Reads

Traffic 
Sampled 
(%)

Distance 
to Next 
Reader 
(mi)

No. of 
Exits 
Between 
Readers

Hits 
Reidentified 
Downstream 
(%)

Pocket (I-5) NB roadside 
controller 
cabinet

3 4,208 7.2 0.9 1 43

Florin (I-5) NB roadside 
controller 
cabinet

4 5,402 8.1 1.1 0 47

Gloria (I-5) SB roadside 
controller 
cabinet

4 5,843 9.6 4 2 45

Vallejo (I-5) NB roadside 
controller 
cabinet

5 6,642 7.7 46 27 2a

Placerville (US-50) EB roadside 
controller 
cabinet

1 1,676 NA 39 7 34

Twin Bridges (US-50) EB roadside 
controller 
cabinet

1 882 NA 8 3 55

Echo Summit (US-50) WB roadside 
controller 
cabinet

1 771 NA 4 2 74

Meyers (US-50) EB roadside 
controller 
cabinet

1 1,059 NA N/A N/A N/A

a Low reidentification rate.
Note: Time frame is noon to 9 p.m. NA = not available. N/A = not applicable—no downstream reader.
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the day, none of the readers reidentify more than 50% of the hits from upstream 
readers. In contrast, as Table C.51 shows, 68% of the hits from the Twin Bridges 
reader on rural US-50 are reidentified at the Placerville reader (39 miles away). These 
higher rural matching percentages, despite longer distances between readers, are in 
part because US-50 exhibits much stronger directional trends (e.g., eastbound US-50 
carries the majority of traffic on Friday afternoons and evenings). Despite this, the 
volumes of Bluetooth reads along I-5 are several times greater than those along US-50, 
facilitating the calculation of more granular travel time reliability metrics.

Finally, each of the eight BTRs from which data were collected as part of this use 
case were mounted on roadside controller cabinets and used directional antennae to 
focus signal strength toward the roadway. The fact that each of the readers had high hit 
rates and produced significant matching percentages with downstream readers dem-
onstrates that this is an effective configuration for capturing multilane, bidirectional 

TABLE C.51. BTR READER SUMMARY, US-50 WESTBOUND TO I-5 SOUTHBOUND FOR SUNDAYS

Reader
Mounting 
Type

No. of 
Lanes

No. of 
MAC ID 
Reads

Traffic 
Sampled 
(%)

Distance 
to Next 
Reader 
(mi)

No. of 
Exits 
Between 
Readers

Hits 
Reidentified 
Downstream
(%)

Meyers (US-50) EB roadside 
controller 
cabinet

1 936 NA 4 2 52

Echo Summit (US-50) WB roadside 
controller 
cabinet

1 771 NA 8 3 66

Twin Bridges (US-50) EB roadside 
controller 
cabinet

1 968 NA 39 7 68

Placerville (US-50) EB roadside 
controller 
cabinet

1 1,495 NA 46 27 6a

Vallejo (I-5) NB roadside 
controller 
cabinet

5 4,940 8.1 4 2 45

Gloria (I-5) SB roadside 
controller 
cabinet

4 4,352 8.7 1 1 48

Florin (I-5) NB roadside 
controller 
cabinet

4 4,003 8.5 1 1 42

Pocket (I-5) NB roadside 
controller 
cabinet

3 3,208 7.5 N/A N/A N/A

a Low reidentification rate.
Note: Time frame is noon to 9 p.m. NA = not available. N/A = not applicable—no downstream reader.
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traffic. However, the team also found that the readers are most effectively deployed in 
locations where they only monitor traffic in the mainline lanes. This is particularly a 
problem with readers placed adjacent to on-ramps or off-ramps, such as the readers on 
I-5 at Florin and Pocket, as the travel time reidentification between the vehicle’s time 
stamp at the on-ramp and its time stamp at the next downstream reader will be higher 
than the true travel time on the freeway; this is especially true if the ramp is congested 
or has ramp metering. For agencies using Bluetooth networks already in the field, it 
is important to determine which readers may be monitoring ramp traffic so that these 
travel time biases can be understood and mitigated. 

The low reidentification rates for Vallejo (2%) in Table C.50 and Placerville 
(6%) in Table C.51 are primarily the result of the next downstream reader for each 
being 46 miles away and on an adjoining roadway: I-5 to US-50 and US-50 to I-5, 
respectively.

Using Bluetooth and Electronic Toll Collection Data to Analyze 
Travel Time Reliability in a Rural Setting
This use case aims to quantify the impact of adverse weather– and demand-related 
conditions on travel time reliability using data derived from Bluetooth- and ETC-
based systems deployed in rural areas.

At present, loop detectors provide the majority of transportation data used for 
highway analysis. These detectors must be embedded in the roadway and require regu-
lar quality checking and often costly maintenance. Bluetooth- and ETC-based systems, 
however, can be mounted on existing infrastructure either overhanging or adjacent 
to the roadway, thus reducing the costs of deployment, reconfiguration, repair, and 
replacement. These systems work by scanning compatible devices deployed inside 
passing vehicles for unique identification information (i.e., MAC IDs for Bluetooth 
devices and tag ID numbers for toll transponders). If multiple readers detect identifica-
tion information for a uniquely identifiable device, a record of that vehicle’s travel time 
can be constructed. Because these devices do not need to be permanently fixed on the 
roadway, they offer a more flexible and often more cost-effective method for detection, 
especially in rural locations.

To examine travel time reliability within the context of this use case, methods were 
developed to generate PDFs from large quantities of travel time data representing dif-
ferent operating conditions. To facilitate this analysis, travel time and flow data from 
ETC readers deployed on I-80 westbound and BTRs deployed on US-50 eastbound 
and US-50 westbound were obtained from PeMS and compared with weather data 
from local surface observation stations. PDFs were subsequently constructed to reflect 
reliability conditions along these routes during adverse weather conditions, as well as 
according to time of day and day of the-week. Practical data quality issues specific to 
Bluetooth and ETC data were also explored.

This use case has value to a broad range of user groups. Transportation agencies 
with data collection needs in rural areas will benefit from seeing a travel time reliability 
analysis of real-world data obtained from Bluetooth and ETC devices. This type of 
data is still fairly uncommon in practice, and this use case should help to demystify it, 
demonstrating how such data sets compare with more commonly available types of 
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traffic data. Operators and analysts will benefit from a discussion of the quality and 
typical characteristics of this type of data. Transportation agencies with specific data 
needs and cost constraints seeking a flexible sensor deployment may find Bluetooth- or 
ETC-based systems more attractive based on the results of this analysis.

This use case also has value to operators who are interested in the effects of vary-
ing weather conditions and weekend travel on travel time reliability within a rural set-
ting. Understanding the historical effects of different weather and demand conditions 
on the performance of a given roadway enables operators to respond to similar condi-
tions as they occur; for example, the expected range of travel times could be posted on 
dynamic message signs located at key decision points. 

Use Case Analysis Sites
Two sites were used in the validation of this use case to compare similar phenomena 
in different locations, as well as to highlight the different types of data available in this 
region (see Figure C.144). Site 1 is a 45.2-mile stretch of primarily four-lane divided 
highway along I-80 westbound with an estimated free-flow travel time of 46 minutes. 
It begins east of the Truckee–Tahoe Airport weather station and ends just after I-80 
exits the western border of the Tahoe National Forest. This roadway is instrumented 
with ETC readers mounted on sign structures overhanging the roadway. Figure C.145 
shows an example of Site 1.
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constraints of the detection infrastructure) to enable the research team to closely tie its analysis to 

the data generated by the weather stations, thus maximizing the relevance of the weather data. 

Both sites are rural and receive relatively little commute or intercity traffic during the week. 

However, Lake Tahoe is a popular weekend and holiday destination for residents of the Bay 

Area, which is just a 3.5-hour drive away. I-80 and US-50 are both popular routes to take to get 

to Lake Tahoe from the Bay Area, and they are known for their heavy weekend traffic as large 

numbers of people enter and leave the area at nearly the same time. 

 

[Insert Figure C.144] 

[caption] 

 

 

Figure C.144. Use case site map showing Site 1 (top) and Site 2 (bottom). 

 

[Insert Figure C.145] 

Figure C.144. Use case site map showing Site 1 (top) and Site 2 (bottom).
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Figure C.145. Example of Site 1 on I-80.

Site 2 is a 10.8-mile stretch of two-lane highway along US-50 with an estimated free-
flow travel time of 14 minutes. This site was examined in both the eastbound and west-
bound directions of travel. It approaches the South Lake Tahoe airport on its eastern 
end and terminates in the west just outside of Twin Bridges. Site 2 is instrumented with 
BTRs deployed along the side of the roadway. Figure C.146 shows an example of Site 2.

Table C.52 provides details about the two sites.

TABLE C.52. SITE CHARACTERISTICS
Site 
No. Highway

Distance 
(mi)

Estimated Travel 
Time (min) Type

1 I-80 WB 45.2 46 Four lane, divided

2 US-50 EB and US-50 WB 10.8 14 Two lane

Figure C.146. Example of Site 2 on US-50.
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These two sites were selected due to their strong weekend traffic patterns, as well 
as their proximity to local weather observation stations. They were made as short as 
possible (within the constraints of the detection infrastructure) to enable the research 
team to closely tie its analysis to the data generated by the weather stations, thus maxi-
mizing the relevance of the weather data. Both sites are rural and receive relatively 
little commute or intercity traffic during the week. However, Lake Tahoe is a popular 
weekend and holiday destination for residents of the Bay Area, which is just a 3.5-hour 
drive away. I-80 and US-50 are both popular routes to take to get to Lake Tahoe from 
the Bay Area, and they are known for their heavy weekend traffic as large numbers of 
people enter and leave the area at nearly the same time.

Analysis Methodology
The routes included as part of this use case were analyzed to determine the effects of 
weather and weekend travel conditions on travel time reliability. To do this, TT-PDFs 
that isolate certain operating scenarios (e.g., snow on a weekday) were constructed. 
Time-of-day, day-of-the-week, and weather conditions–based PDFs were generated for 
Site 1, and time-of-day and day-of-the-week conditions–based PDFs were generated 
for Site 2. 

To begin the analysis, travel time statistics for 5-minute windows at both sites 
were obtained from PeMS. For Site 1, where weather conditions were considered, 
travel time data were matched with weather data from the nearby Automated Weather 
Observing System III (AWOS-III) surface observation station. Each 5-minute time 
interval was marked with its corresponding weather event (rain, snow, fog, or thunder-
storm), if any; visibility distance (zero to 10 miles); and precipitation (in inches). For 
Site 2, where only weekend travel effects were considered, intervals were grouped 
into three categories. Travel times were labeled as belonging to a weekday (Monday 
through Thursday), a Friday, a Saturday, a Sunday, or a holiday.

With the travel time data collected and labeled, an effort was made to determine 
which data points, if any, should be discarded. As discussed above and explored fur-
ther in the data section of this use case, travel time data obtained from Bluetooth and 
ETC readers can, depending on a number of variables, contain artificially long vehicle 
travel times. 

The travel time data, labeled with weather condition and day of the week, were 
used to construct PDFs of travel times under varying operating conditions. The effects 
of weather and weekend travel can be seen in the differences in travel time variability, 
as indicated in the PDFs reflecting different conditions. Finally, aggregate travel time 
reliability statistics such as the 95th percentile travel time were computed for different 
conditions.

Data Collected
To complete this use case, Bluetooth and ETC data were retrieved from PeMS for 
the two sites. ETC data were obtained at Site 1 and Bluetooth data at Site 2 (see 
Table C.53). To benefit from the availability of this rich data set, all available data 
were used in both cases. This was particularly desirable, as the available data do not 
span seasonal changes. The data obtained from PeMS included the following:
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•	 Minimum travel time; 

•	 Average travel time; 

•	 Maximum travel time; 

•	 25th, 50th, and 75th percentile travel times; and

•	 Flow (number of vehicles observed during the window).

Each of these metrics was collected for a series of consecutive 5-minute windows. 
Not all 5-minute windows during the periods of observation contained usable data, so 
some gaps exist in the data.

TABLE C.53. DATA SET DESCRIPTIONS BY SITE

Roadway Data Type Date Range

Data 
Completeness 
(%)

Quantity of 
Data

I-80 WB ETC April 25 to June 29, 2011 59.5 11,071 points

US-50 WB Bluetooth January 28 to April 21, 2011 35.9 8,576 points

US-50 EB Bluetooth January 28 to April 21, 2011 38.9 9,376 points

To examine the effect of weather on travel times across Site 1, weather data 
were obtained from the nearby AWOS-III surface observation station located at the 
Truckee–Tahoe Airport. These data were available in windows ranging between 5 and 
20 minutes and were sufficiently fine grained to match well with the 5-minute travel 
times. Here, the research team focused on optional event tags (fog, rain, snow, or 
thunder storm), visibility (zero to 10 miles), and precipitation (in.).

After the weather and travel time data sets were obtained, the travel time data were 
quality checked to ensure no erroneous data points were included. As discussed above, 
Bluetooth- and ETC-based data collection systems are susceptible to data errors due 
to the way they measure travel times. These detectors work by recording a time stamp 
and the MAC address or toll tag ID of vehicles that pass them on the roadway. These 
identification data are matched between detectors such that a vehicle passing multiple 
BTRs produces a travel time for that link. However, if that vehicle stops somewhere 
along the roadway after passing the first BTR before it continues on to the second, an 
artificially large travel time will be seen. Similarly, if a vehicle visits the first BTR, then 
travels to an adjacent, but unmonitored roadway before returning to the monitored 
roadway and passing the second BTR, the travel time for that trip will be artificially 
large. In addition, vehicles traveling past the same BTR more than once in different 
directions can also cause data errors when readers are capable of measuring multiple 
directions of travel simultaneously.

To prepare the raw data for analysis, these inaccurate travel times should typically 
be removed individually. The data set for this use case was composed of aggregate sta-
tistics that had already been computed based on all available travel time data, includ-
ing data that were potentially inaccurate. To prevent the analysis from being skewed 
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by those values, the research team used the median travel time for each 5-minute 
interval. In this case, working with the median as opposed to the mean has a significant 
effect on the analysis, reducing the appearance of implausible extreme values. This 
technique works well for periods of time with significant traffic flow because unrea-
sonably long travel times are muted as the sample size increases. However, the problem 
remains when the sample size is small, as a time interval containing a single extreme 
value will still result in an unreasonable median. As can be seen in Figure C.147, which 
represents conditions for Site 1, virtually all long travel times in the data occurred dur-
ing low-volume time periods. The flows shown in Figure C.147 are not sustained, but 
rather 5-minute aggregates. 

However, this does not mean that poorly represented time intervals should be 
discarded. Although it is true that median travel times from sample intervals with 
larger numbers of vehicles should better conform to the expected value, and medians 
of smaller samples are more likely to contain outliers, this phenomenon is also rep-
resentative of the fundamental behavior of traffic: both high (uncongested) and low 
(congested) speeds are seen at low flows. Thus, points from sparsely populated time 
intervals should not necessarily be discarded on those grounds alone (as long as the 
points can be assumed to be valid). Plotting the data for Site 1 from Figure C.147 
another way yields an empirical fundamental diagram for speed and flow (see Figure 
C.148). The expected triangle shape can be seen with congested conditions represented 
by the points sloping down and to the left from the peak flow (seen around 60 mph) 
and uncongested conditions represented by the points sloping down and to the right 
from the peak flow (with speeds above 60 mph). When viewed like this, all points 
appear to be valid, because they are behaving according to basic traffic flow theory. 
Because longer travel times can be reasonably expected for time periods with few 
observations (i.e., during congested flow), it was determined that for the purposes of 
this use case no data points would be excluded.

Figure C.147. Travel time versus flow on I-80 (Site 1).
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Figure C.147. Travel time versus flow on I-80 (Site 1). 
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Travel Time Analysis: Site 1
Site 1, which lies on I-80 westbound and begins just north of Lake Tahoe, is known 
to receive heavy traffic from vehicles returning to the Bay Area from weekend trips on 
Sunday evenings. The breakdown of travel times by day of the week from April 25 to 
June 29, 2011, shown in Figure C.149 indicates that the Sunday 95th percentile travel 
time exceeds that of a normal weekday by approximately 34%. This difference indi-
cates increased travel time unreliability on Sundays, but the rest of the week appears 
fairly consistent. Because Sundays have a significantly different pattern of traffic, they 
were considered separately as part of the research team’s weather analysis.

Having assessed travel time reliability trends over the entire week, the team next 
examined travel times within individual days to determine if it was necessary to handle 
morning and afternoon peak conditions separately during the analysis. To facilitate this, 
the distribution of travel times for each 5-minute interval over the course of a full day 

Figure C.148. Speed versus flow on I-80 (Site 1).
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expected for time periods with few observations (i.e., during congested flow), it was determined 

that for the purposes of this use case no data points would be excluded. 

 

[Insert Figure C.148] 

[caption] 

 

Figure C.148. Speed versus flow on I-80 (Site 1). 
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Figure C.149. 95th percentile and median travel times for Site 1.
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[Insert Figure C.149] 

[caption]  

 

 

Figure C.149. 95th percentile and median travel times for Site 1. 
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was plotted as shown in Figure C.150. This figure demonstrates that no significant time-
of-day trends exist on this route. If the typical day had shown some periodicity, it would 
have been necessary to examine weather effects during peak and off-peak hours sepa-
rately. However, as travel times appear to be consistently between 30 and 45 minutes 
throughout the day, the research team was able to conduct its weather-related travel time 
reliability analysis without accounting for differences between daily peak conditions.

Figure C.150 also indicates the presence of significantly longer travel times (hover-
ing near the top of the chart). As these travel times do not appear to follow any time-of-
day trends, it was surmised that they might be the result of adverse weather conditions. 
The team explored this idea further by generating PDFs of travel times collected during 
varying weather conditions. These PDFs were built by placing each 5-minute median 
travel time into a bin, each of which was 5 minutes wide. To define discrete weather 
conditions, the team adopted five labeled event categories (baseline, snow, rain, fog, and 
thunderstorm). The team then divided the quantitative measures of precipitation and 
visibility into categories. Precipitation was broken down into no precipitation and some 
precipitation cases. Visibility was subdivided into low- visibility, medium-visibility, and 
high-visibility cases corresponding to 0 to 3, 3 to 7, and 7 to 10 miles of visibility, 
respectively. The event conditions were all mutually exclusive, as were the visibility and 
precipitation categories. The baseline event condition does not necessarily mean that 
driving conditions were ideal, but that no event was associated with that time (e.g., 
there may have been precipitation or low visibility). 

The resulting weather PDFs can be seen in Figure C.151, and their effects on travel 
time are summarized in Figure C.152. The scale of the vertical axis in Figure C.151 
is not consistent across each of the graphs because of the variable quantities of data 
available for each condition.

Figure C.150. Site 1 time-of-day travel time distribution.
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Figure C.150. Site 1 time-of-day travel time distribution. 

 

The resulting weather PDFs can be seen in Figure C.151, and their effects on travel time 

are summarized in Figure C.152. The scale of the vertical axis in Figure C.151 is not consistent 

across each of the graphs because of the variable quantities of data available for each condition. 

 

[Insert Figure C.151] 

[caption] 
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Figure C.151. Site 1 TT-PDFs during various weather conditions.
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Figure C.151. Site 1 TT-PDFs during various weather conditions. 
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It is clear from Figure C.152 that snow, low-to-moderate visibility, and precipita-
tion have a measurable effect on travel time reliability. The 95th percentile travel times 
during those weather conditions are significantly higher than their median travel times, 
indicating that the distribution of travel times is skewed toward the high end.

The team also explored these data by assessing which conditions were present dur-
ing the longest travel times occurring on this route. The results of this analysis are pre-
sented in Table C.54. This perspective complements that of the PDFs displayed above 
by revealing that adverse weather events are present during many more long travel 
times than short travel times. In fact, the research team’s analysis indicated that if a 
travel time exceeded the 95th percentile for this route, there was nearly a 50% chance 
that it was snowing, despite snow accounting for only 5% of all trips.
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Figure C.152. Site 1 summary of weather effects.
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TABLE C.54. WEATHER CONDITIONS ACTIVE DURING LONG TRAVEL TIMES

Condition Active

Active When Travel Time Exceeded 

85th Percentile 95th Percentile

No precipitation 90.3% 84.3% 76.6%

Precipitation 9.7% 15.7% 23.4%

Baseline 90.7% 74.9% 54.7%

Snow event 5.8% 23.0% 45.3%

Rain event 1.6% 1.6% 0.00%

Fog event 1.7% 0.5% 0.00%

Thunderstorm event 0.3% 0.00% 0.00%

High visibility 84.7% 67.5% 48.4%

Medium visibility 4.8% 11.0% 11.0%

Low visibility 3.8% 14.1% 31.3%

Travel Time Analysis: Site 2
Site 2 is similar to Site 1 in that it is subject to periodic spikes in demand from weekend 
travel. However, Site 1 is a four-lane divided highway, but Site 2 is a two-lane highway 
(with only intermittent passing opportunities) and thus not as well-equipped to handle 
the additional demand. Site 2 was equipped with Bluetooth detectors that were used to 
construct travel times in a similar manner to the ETC readers used for Site 1. The goal of 
the Site 2 travel time analysis was to determine the effects of weekend travel on this site.

The team began by examining a typical day on US-50 to check for the presence 
of morning or afternoon peak conditions, which would have to be controlled for as 
part of a day-of-week analysis. Similarly to Site 1, 5-minute median travel times were 
obtained from PeMS. The time-of-day average of these median travel times is presented 
in Figure C.153, which does not appear to show any true peak conditions. Although 
the maximum daily travel time appears to occur at around 5:00 a.m., this does not 
appear to be a true morning peak, likely being attributable to artificially high travel 
times occurring during low-volume periods as discussed in the data collection section. 

This assessment is supported by the average daily flow data displayed in 
Figure C.154. Due to the absence of daily peak conditions at this site, the research 
team decided to consider each day as a whole. If strong peak conditions had been 
observed, it would have been necessary to develop travel time distributions for peak 
and off-peak conditions separately.

If this site were indeed subject to heavy weekend demand, it would be expected 
that travel times would be less reliable during the weekend. To explore whether the 
data supported this possibility, the team first plotted the average vehicle flow over the 
course of the week for each direction of traffic for this site. Figures C.155 and C.156 
show that weekend demand dominates the traffic profile for this section of roadway. 
As a result, one would expect travel time unreliability to follow a similar pattern.
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Time of Day

Figure C.153. US-50 westbound average travel time by time of day (Site 2).

Time of Day

Figure C.154. US-50 westbound average flow by time of day (Site 2).

To visualize travel time unreliability for this site, the research team constructed a 
travel time density plot, shown in Figure C.157, representing a full week for US-50 
eastbound. This figure is a collection of PDFs for each 5-minute period over the course 
of the entire week. Since this figure represents travel times in the eastbound direction, 
one would expect more unreliability on Friday and Saturday as weekend travelers 
are making their way to Lake Tahoe from the Bay Area. The PDF appears to confirm 
this, as it can be seen at a glance that Friday is the day with the most severe unreli-
ability, with Sunday through Thursday exhibiting much more consistent travel times 
in comparison.
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Day of Week

Figure C.155. Weekly flow on US-50 eastbound (Site 2).

Day of Week

Figure C.156. Weekly flow on US-50 westbound (Site 2).
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Figure C.157. Week-long distribution of travel times on US-50 eastbound (Site 2).

Day of Week

If this variation in travel time reliability over the course of the week is the result 
of weekend travel patterns and not adverse weather or some other factor, one would 
expect to see a complementary trend on US-50 westbound. Sunday should be the least 
reliable day in this direction of travel as heavy traffic causes unreliability for travelers 
returning to the Bay Area from Lake Tahoe at the end of the weekend. After construct-
ing PDFs for the opposite direction of travel, one sees that this is in fact supported by 
the data, as shown in Figure C.158.

The travel time variability by weekday on US-50 can be expressed in terms of the 
95th percentile of travel time. This is presented for both directions of travel, along 
with the mean by day, in Table C.55. Weekend travel patterns appear in the longer 
95th percentile travel times seen on Friday in the eastbound direction and Sunday in 
the westbound direction.
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PRIVACY CONSIDERATIONS

Innovations in data collection technology are providing exciting opportunities in the 
area of roadway travel time measurement. At the same time, use of these technologies 
is not without challenges, some technical, others related to protecting the confidenti-
ality of personal information contained in ETC toll tag and Bluetooth mobile device 
data sets. Because an individual driver’s privacy may potentially be compromised when 
others have the ability to track the driver’s movements across the public roadway net-
work, users of these data, both public and private, have developed a variety of plans 
and programs to ensure that data gathered in support of the generation of roadway 
travel times cannot be linked back to individuals. Recognizing that the data collection 
technologies described in this case study have the potential to raise public concerns 

Figure C.158. Week-long distribution of travel times on US-50 westbound (Site 2).

Day of Week

TABLE C.55. TRAVEL TIME RELIABILITY BY WEEKDAY ON US-50 (SITE 2), IN MINUTES
Travel Time Metric Sunday Monday Tuesday Wednesday Thursday Friday Saturday

EB mean travel time 9.6 8.1 8.9 8.3 12.4 14.3 10.4 

EB 95th percentile travel time 25.4 22.0 18.2 23.7 36.0 41.1 32.2 

WB mean travel time 12.7 11.5 10.7 11.3 14.4 12.3 13.1 

WB 95th percentile travel time 40.4 30.7 20.8 30.8 41.0 37.7 31.0 
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over privacy, this section provides examples of the types of privacy protection policies 
and procedures currently in use by both public agencies and private sector companies 
to guard against the misuse of drivers’ personal information. 

Electronic Toll Tag–Based Data Collection

Overview of Personal Privacy Concerns
When used for toll collection purposes, toll transponders are automatically identified 
whenever they pass within the detection zone of a compatible ETC reader. Every time 
this occurs, the ETC reader prompts the tolling system to deduct a predetermined 
amount of money from the prepaid debit account associated with that transponder’s 
unique ID number. Recognizing that this technology would make it possible to track 
the path of each transponder-enabled vehicle between successive ETC readers, a num-
ber of agencies have deployed supplemental (nonrevenue generating) ETC readers and 
backoffice data analysis systems to facilitate the calculation of point-to-point travel 
times based on these data.

Although it is not instantaneous, a direct connection exists between a toll tran-
sponder’s unique ID and the personal information of the transponder user that is stored 
in agency databases. The existence of this connection creates concerns for some users 
stemming from the potential loss of anonymity associated with their travel behavior.

Policies and Procedures to Protect the Privacy of Electronic Toll Tag 
Transponder Users 
Two of the agencies best known for making use of anonymous ETC transponder data 
in support of travel time data collection are Houston TranStar (Houston, Texas) and 
the Metropolitan Transportation Commission (MTC) of the San Francisco Bay Area. 
Although both agencies have made significant efforts to protect the personal informa-
tion of ETC toll tag users, only MTC has developed detailed guidelines concerning the 
use, archiving, and dissemination of these data.

Houston TranStar
Houston was the first city in the United States to apply ETC-based tolling technology 
to the collection of data concerning travel times and average speeds. The toll tag data 
on which this system is based is collected from ETC reader stations deployed at 1- to 
5-mile intervals over 700 miles of Houston area roads. Traffic management center staff 
use this system to detect congestion along area freeways and high-occupancy vehicle 
lanes; these data are also provided to the public via media reports, travel times posted 
to roadside CMS, and the Houston TranStar website. In an effort to protect the privacy 
of the drivers from whom travel time data are being collected, TranStar has configured 
its ETC readers to store only the last four digits of each toll tag’s ID number. Truncating 
ID numbers in this way allows the agency’s automated systems to track, but not identify, 
individual vehicles as they move across the data collection network. TranStar staff are 
acutely aware of drivers’ concerns regarding the protection of their personal information 
and have made efforts to inform the public that not only do they collect just a portion 
of each toll tag’s ID number but also that none of the information concerning the move-
ment of individual transponders is available for use by agency staff or law enforcement. 
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Metropolitan Transportation Commission
In support of its 511-traveler information service, MTC operates a travel time data 
collection system based on information collected from the region’s FasTrak toll system. 
As part of this effort, MTC takes the following steps to ensure the protection of toll 
tag users’ personal information (7): 

•	 Encryption software in the central software system encrypts each toll tag ID be-
fore any other processing is carried out to ensure that the toll tags are treated 
anonymously.

•	 Encrypted toll tag IDs are retained for no longer than 24 hours before being dis-
carded. No historical database of encrypted IDs is maintained beyond that time 
period.

In addition to establishing the guidelines described above concerning the manage-
ment of toll tag data, MTC has also developed the following principles regarding the 
protection of personal privacy (7):

1. All traffic data collection activities will be implemented in a manner consistent 
with federal and California laws governing an individual’s right to privacy.

2. The tag user’s consent will be secured before the operation of any data collection 
system based on toll tags.

3. No information about, or that is traceable to, any individual person will be col-
lected, stored, or manipulated.

4. Information on the data collection, aggregation, and storage practices will be 
available at the 511.org website, which will include traffic data collection meth-
ods, privacy policy, and full disclosure on the use of the data.

5. Members of the public will be given the ability to contact the program to discuss 
any privacy questions or concerns.

6. All recipients of the data shall comply with these privacy principles.

7. An annual evaluation will be conducted to assure that individual privacy is protected.

Although MTC provides the third-party contractors who operate its 511 and 
related services with access to the toll tag data collected as part of this system, as Items 
6 and 7 indicate, these firms are required to observe all of MTC’s privacy principles. 
They are also subject to an annual evaluation to verify their compliance.

Bluetooth-Based Data Collection

Overview of Personal Privacy Concerns
Like ETC-based systems, Bluetooth-based travel time data collection systems operate 
via the reidentification of mobile device ID data at successive locations along a road-
way. However, although other technologies used to calculate roadway travel times 
based on the movement of probe vehicles (e.g., toll tag– and license plate reader–based 
systems) have the potential, if abused, to directly link a specific user to the movement 
of his or her vehicle, identification of individuals based on their Bluetooth signature 
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(i.e., MAC address) is much less straightforward. In theory, if the MAC address of the 
mobile device has been set by its manufacturer, the possibility exists, however remote, 
for a link to be established between the product part number and its owner via a prod-
uct registration database or product warranty. Even so, the MAC addresses of mobile 
devices, though unique, are not linked to specific individuals or vehicles via any type 
of central database or user account.

Despite these facts, public perception regarding this method of data collection 
 varies widely and has the potential to interfere with its implementation. As a result, 
users of this technology have implemented a range of procedures to minimize the pos-
sibility of infringing on users’ privacy. 

Policies and Procedures to Protect the Privacy of Users’ Bluetooth ID Data
Two of the entities deploying Bluetooth-based data collection technologies for the pur-
pose of calculating roadway travel times are Post Oak Traffic Systems, which uses 
technology developed at the Texas Transportation Institute, and Traffax, which uses 
technology developed at the University of Maryland.

Users of Bluetooth-based data collection technologies stress that the MAC 
addresses collected by their systems are not directly associated with a specific user and 
do not contain any personal data or information that could easily be used to identify 
or track an individual person’s whereabouts. Nevertheless, all recommend taking addi-
tional steps to further ensure that the information collected from individual Bluetooth 
devices is kept as anonymous as possible. 

Post Oak Traffic Systems
Post Oak Traffic Systems uses various techniques to help protect the personal privacy 
of drivers. Only the Bluetooth device information necessary to facilitate the calcula-
tion of travel times (MAC address, device reader location, and time stamp) is polled. 
Although other data can be accessed as part of the Bluetooth device polling process, 
such as device name and packets of information concerning data exchanged between 
a mobile phone and its associated Bluetooth headset, Post Oak staff recommend only 
collecting the data absolutely necessary to calculate segment travel times. To further 
address potential privacy concerns, Post Oak field processors are programmed to en-
crypt all Bluetooth ID data immediately on receipt. Doing so ensures that the actual 
device ID is not sent or stored anywhere.

Traffax
Traffax company staff recommend implementing the following additional measures 
concerning the retention, encryption, and dissemination of Bluetooth MAC address 
data to ensure that no unauthorized use of data occurs (8): 

•	 Destroy or encrypt any base-level MAC address information after processing.

•	 Use industry standard encryption and network security. Proper security protocols, 
passwords, encryption, and other methods should be incorporated into the data 
systems that store and process the MAC address data.
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•	 Use data processing safeguards (encryption and randomization) to prevent the 
recovery of unique MAC addresses:

 — Encryption methods transform MAC address data (at the sensor level) into an 
output form that requires special knowledge (such as an encryption key) to 
recover the original information. This activity preserves the uniqueness of the 
ID so that matching can still be performed without risking exposure of actual 
device ID data.

 — Randomization methods deliberatively degrade the data such that individual 
observations are no longer globally unique, and the ability to track individu-
als based on their MAC addresses becomes theoretically impossible. A simple 
example of this would be to truncate the final three characters of the MAC ID. 

All of the privacy protection methods recommended by Traffax are implemented 
at the sensor level, not at the central processing station. This practice makes it virtually 
impossible to obtain the complete and globally unique MAC address of any particular 
device. 

Application of Privacy Principles
It has been amply demonstrated that travel time data collection technologies based on 
device reidentification (e.g., ETC toll tags and Bluetooth devices) may potentially be 
abused in ways that would cause significant privacy-related concerns. Although this 
section of the case study has reviewed a number of techniques being used to ensure 
that drivers’ anonymity is preserved, long-term acceptance of these technologies will 
ultimately rely on maintenance of the public’s trust. To that end, the Intelligent Trans-
portation Society of America has established a set of Fair Information and  Privacy 
Principles (9) aimed at safeguarding individual privacy within the context of the de-
ployment and operation of intelligent transportation systems. Although advisory in 
nature, these principles are intended to act as guidelines for use by public agencies and 
private entities to protect drivers’ right to privacy.

LESSONS LEARNED

Overview
The team selected the Lake Tahoe region located in Caltrans District 3 to provide an 
example of a rural transportation network with fairly sparse data collection infrastruc-
ture. The data used as part of this case study were generated by ETC readers on I-80 
and Bluetooth-based data collection readers along I-5 and US-50 (see Figure C.104). 
These readers register the movement of vehicles equipped with FasTrak tags (North-
ern California’s ETC system) and Bluetooth-based devices (e.g., smart phones) for the 
purpose of generating roadway travel times.

Methodological Experiments
This case study examined vehicle travel time calculation and reliability using Bluetooth 
and radio frequency ID reidentification systems. Various factors were identified that 
influence travel time reliability and guided the development of methods for processing 
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reidentification observations and calculating segment travel times. The results show 
that smart filtering and processing of Bluetooth data to better identify likely segment 
trips increase the quality of calculated segment travel time data. This approach helps 
preserve the integrity of the data set by retaining as many points as possible and basing 
decisions to discard points on the physical characteristics of the system, rather than 
their statistical qualities. 

To preserve the correctly measured variability of the data, it is important to only 
filter out unlikely trips. The benefit of a more careful accounting procedure during the 
vehicle-identification stage allows for later statistical filtering of the data to be milder, 
preserving more meaning. Filtering trips based on statistical properties is less desirable 
because criteria for eliminating points are not based on the physical system. If all of 
the data points in an interval are valid, it does not make sense to discard that entire 
interval simply because it does not contain many points. It is important to be aware of 
the interactions between preprocessing procedures. Future research may explore other 
smarter methods for filtering out unlikely segment trips. For example, considering 
observations across the entire BTR network would be useful for identifying unlikely 
segment trips.

Various factors were found to influence vehicle segment travel times. For example, 
if the distance between BTRs is small, errors in calculated travel times may be signifi-
cant, and methods for determining passage times must be carefully considered. Signal 
strength availability enables easy and accurate determination of passage times. With-
out signal strengths, using arrival and departure times for passage times may improve 
travel time accuracy. This was found to be likely for BTR 10 based on the location 
of the reader relative to an intersection, the intersection configuration, and the short 
distance to the nearest BTR. Aggregating observations into visits was also found to be 
useful for distinguishing between trip and travel time for individual vehicles at a BTR.

Use Case Analysis
This case study explored four aspects of the ETC and BTR networks used in the Lake 
Tahoe case study: (a) detailed locations and mounting structures, (b) lanes and facili-
ties monitored, (c) percentage of traffic sampled, and (d) percentage and number of ve-
hicles reidentified between readers. As a whole, it showed that vehicle reidentification 
technologies are suitable for monitoring reliability in rural environments, provided 
that traffic volumes are high enough to generate a sufficient number of samples. For 
rural areas that have heavy recreational or event traffic, vehicle reidentification tech-
nologies such as ETC and Bluetooth can provide enough samples to calculate accu-
rate average travel times at a fine granularity during high-traffic time periods. During 
these high-volume periods, vehicle reidentification technologies can be used to monitor 
travel times and reliability over long distances, such as between the rural region and 
nearby urban areas. 

For agencies deploying vehicle reidentification monitoring networks, it is neces-
sary to understand that the quality of the collected data is highly dependent on the 
decisions made during the design and installation process. The mounting position 
and antennae configuration of ETC readers affects the number of lanes sampled at a 
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given location. The positioning of BTRs, which have a large detection radius, dictates 
whether ramp, parallel facility, or multimodal traffic is also sampled. Such additional 
data can introduce large errors into travel time and reliability computations. In addi-
tion to choosing an optimal positioning of readers, it is also important to place and 
space them appropriately. Readers should be placed where they can provide travel time 
information for heavily traveled origins and destinations. Because vehicle reidentifica-
tion readers can be easily moved, there are opportunities to do pilot tests to evaluate 
the quality, quantity, and value of collected data, so that the final deployment robustly 
supports the desired measures. 

For agencies leveraging existing networks, it is important to fully understand the 
configuration of the network before using its data. At a minimum, this should include 
taking steps to verify that reader locations are correct and that the computed travel 
times and number of matches are reasonable given the distance and known traffic 
patterns between reader pairs. In locations where readers are closely spaced, comput-
ing reader hit rates and comparing between readers can help identify the reader most 
suited for monitoring travel times at a given location. Finally, evaluating the percent-
age and volume of matched reads between each reader pair by time of day and day of 
the week can indicate which time periods typically have sufficient matches to support 
average travel time computations at different granularities. 

This case study also explored an approach for isolating and exploring the effects 
of weather and weekend travel on travel time reliability. As implemented here, the 
analysis should be fairly straightforward to replicate with data from a TTRMS such 
as PeMS and the appropriate weather data. The PDFs of travel times under different 
operating conditions consistently demonstrated the unreliability associated with low 
visibility, rain, and travel under high-demand conditions. This use case also described 
the travel time unreliability associated with such events in terms of 95th percentile 
travel time. Taken together, these tools should be valuable to planners, operators, 
and engineers interested in analyzing and communicating the travel time reliability 
of a section of roadway, especially one of a rural nature. Finally, application of the 
research team’s approach has revealed several insights into the nature of working with 
 Bluetooth- and ETC-based sources of data. Specifically, due to the nature of how these 
data collection technologies calculate travel time, it is necessary to account for the arti-
ficially long travel times likely contained in the data set before conducting any analysis. 
Despite this shortcoming, both these technologies provide users with the potential to 
effectively assess roadway travel times and consequently, reliability of travel, in rural 
areas where the cost of deploying and maintaining spot-based sensors (e.g., loop detec-
tors) makes their use impracticable.

Privacy Considerations
For either of the data collection technologies described in this case study to be suc-
cessful over the long term, safeguards must be put in place to ensure that the privacy 
of individual drivers is protected. With this in mind, the team recommends that any 
probe data collection program implemented by public agencies or by private sector 
companies on their behalf should adhere to a predetermined set of privacy principles 
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(e.g., ITS America’s Fair Information and Privacy Principles) aimed at maintaining the 
anonymity of specific users. In addition, any third-party data provider working for a 
public agency to implement a travel time data collection solution based on either of 
the technologies described in this case study should be required to submit an affidavit 
indicating that they will not use data collected on the agency’s behalf in an inappropri-
ate manner, including

•	 Renting, leasing, selling, or otherwise providing data to any entity without explicit 
written permission of the agency.

•	 Using data for any purposes other than those described as part of the project-
specific requirements.

•	 Attempting to identify the ownership of individual vehicles or devices whose per-
sonal information is collected as part of the system’s data collection infrastructure.
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Case Study 4 
ATLANTA, GEORGIA

The team selected the Atlanta, Georgia, metropolitan region to provide an example 
of a mixed urban and suburban site that primarily relies on video detection cameras 
for real-time travel information. The main objectives of the Atlanta case study were to

•	 Demonstrate methods to resolve integration issues by using real-time data from 
Atlanta’s traffic management system for travel time reliability monitoring.

•	 Compare probe data from a third-party provider with data reported by agency-
owned infrastructure.

•	 Fuse the regime-estimation and nonrecurrent congestion analysis methodologies 
to inform on the reliability impacts of nonrecurrent congestion.

The monitoring system section details the reasons for selecting the Atlanta region 
as a case study and provides an overview of the region. It briefly summarizes agency 
monitoring practices, discusses the existing sensor network, and describes the software 
system that the team used to analyze the use cases. Specifically, it describes the steps 
and tasks that the research team completed to transfer data from the data collection 
systems into a travel time reliability monitoring system (TTRMS).

Methodological advances leverages methods developed in previous case studies to 
propose a framework for analyzing the impacts of nonrecurrent congestion on a given 
facility’s operating travel time regimes.

Use cases are less theoretical and more site specific. The first use case details the 
challenges of leveraging advanced traffic management system (ATMS) data to drive 
a TTRMS. The second use case compares the results of analyzing congestion using 
agency-owned infrastructure-based sensor data and third-party provider speed and 
travel time data. The third use case quantifies and explains the statistical difference 
between multiple sources of vehicle speed data.

Lessons learned summarizes the lessons learned during this case study with regard 
to all aspects of travel time reliability monitoring: sensor systems, software systems, 
calculation methodology, and use. These lessons learned will be integrated into the 
final Guide for practitioners.
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MONITORING SYSTEM

Site Overview
With a population of approximately five-and-a-half million people, Atlanta is the ninth 
largest metropolitan area in the United States. The layout of the freeway network fol-
lows a radial pattern. The core of the city is circled by a ring road (I-285, known locally 
as the Perimeter) that is intersected by various Interstates and state routes that radiate 
from downtown Atlanta into its outlying suburbs. Major radial highways include I-75 
and I-85, which merge together to form a section of freeway called the Downtown 
 Connector within the I-285 loop; I-20, which is the major east–west freeway in the 
 region; and GA-400, which travels from north of downtown toward  Alpharetta. A map 
of the major freeway facilities in the region is shown in Figure C.159. The metropolitan 

Figure C.159. Map of Atlanta freeways.
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Figure C.159. Map of Atlanta freeways. 

 

In addition, on October 1, 2011, the Georgia Department of Transportation (GDOT) 

opened the state’s first express lanes, which are operational on I-85 from I-285 to just south of 

the GA-365 split. The agency plans to deploy express lanes on I-75 north of Atlanta in 2015.  

Atlanta’s growing congestion is a major concern to GDOT and other agencies in the 

region. In 2008, the Atlanta region was granted $110 million by the U.S. DOT for a congestion-

reduction demonstration program. Under this agreement, GDOT is partnering with the Georgia 

Regional Transportation Authority and the State Road and Tollway Authority to implement 
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freeway network also contains 90 miles of high-occupancy vehicle (HOV) lanes that 
operate 24 hours a day, 7 days a week on the following facilities:

•	 I-75 inside the I-285 loop;

•	 The Downtown Connector;

•	 I-20 east of the Downtown Connector; and

•	 I-85 between Brookwood and SR-20.

In addition, on October 1, 2011, the Georgia Department of Transportation 
(GDOT) opened the state’s first express lanes, which are operational on I-85 from 
I-285 to just south of the GA-365 split. The agency plans to deploy express lanes on 
I-75 north of Atlanta in 2015. 

Atlanta’s growing congestion is a major concern to GDOT and other agencies in 
the region. In 2008, the Atlanta region was granted $110 million by the U.S. DOT 
for a congestion-reduction demonstration program. Under this agreement, GDOT is 
partnering with the Georgia Regional Transportation Authority and the State Road 
and Tollway Authority to implement innovative strategies to alleviate congestion. The 
first phase of this program involved the conversion of HOV lanes to high-occupancy 
toll lanes on I-85. Future phases will add additional express lanes to major freeway 
facilities, enhance commuter bus service, and construct new park-and-ride lots. GDOT 
is also undertaking a radial freeway strategic improvement plan to investigate the 
implementation of operational improvements, managed lanes, and capacity expansion 
on congested freeways, as well as to study how to increase transit mode share.

GDOT monitors traffic in the Atlanta metropolitan area in real time through 
 Navigator, its ATMS. The Transportation Management Center (TMC), located in 
downtown Atlanta, is the headquarters and information clearinghouse for Navigator. 
TMC staff support regional congestion and incident management through a three-
phase process:

•	 Phase 1: Collect information. TMC operators monitor the roadways and review 
real-time condition information from sensors deployed along regional Interstates. 
Operators also gather information provided by 511 users regarding traffic conges-
tion and roadway incidents. 

•	 Phase 2: Confirm and analyze information. TMC operators confirm all incidents 
by identifying the problem, the cause, and the effect it is anticipated to have on 
the roadway. Based on their analysis, proper authorities, such as police or fire 
responders, are notified.

•	 Phase 3: Communicate information. TMC operators communicate information 
regarding congestion and incidents to travelers by posting relevant messages to 
regional changeable message signs (CMS) and updating the Navigator website and 
511 telephone service. 

GDOT’s traffic management system integrates with traffic sensors, closed-circuit 
televisions (CCTVs), CMS, ramp meters, weather stations, and highway advisory 
radio. At the TMC, staff use the real-time data and CCTV feed to detect congestion 
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and incidents. To minimize the disruption of traffic caused by lane-blocking incidents, 
TMC staff can dispatch highway emergency response operator patrols. GDOT esti-
mates that the implementation of these patrols through the TMC has reduced the 
average incident duration by 23 minutes and reduced yearly delay time by 3.2 million 
hours during the peak commute (1). To facilitate information sharing and coordinated 
responses, the central TMC is linked to seven regional transportation control centers, 
as well as the City of Atlanta and the Metropolitan Atlanta Rapid Transit Authority. 

Sensors
In the Atlanta region, GDOT collects data from over 2,100 roadway sensors, which 
include a mix of video detection sensors and radar detectors. Both of these types of 
sensors consist of single devices that monitor traffic across multiple lanes. The major-
ity of active sensors monitor freeway lanes, with some limited coverage of conven-
tional highways. Sensors in the active network are manufactured by four vendors, as 
shown in Table C.56.

TABLE C.56. GDOT SENSOR NETWORK SUMMARY
Vendor Sensor Type Use in Percentage of GDOT Network (%)

Traficon Video 80

Autoscope Video 8

NavTeq Radar 8

EIS Radar 4

The make and model of the sensor dictates the type of data that it collects and the 
frequency at which data are retrieved from the device (and thus, the level of aggrega-
tion of the data). Traficon video detection cameras make up approximately 80% of 
GDOT’s active detection network. In Georgia, these sensors monitor flow, occupancy, 
and speed and report data to a centralized location every 20 seconds. Autoscope video 
detection sensors make up another 8% of the GDOT detection network. These cam-
eras also monitor flow, occupancy, and speed, but in the Atlanta region, the cameras 
report these data to a centralized location every 75 seconds. The remainder of the 
detection network is composed of radar detectors, which also report aggregated flows, 
occupancies, and speeds. NavTeq radar detectors make up 8% of GDOT’s active detec-
tion network and report data every 1 minute. Finally, EIS’s remote traffic microwave 
sensor radar detectors make up 4% of GDOT’s active detection network and report 
data every 20 seconds. In addition to the aggregated flow, occupancy, and speed data, 
these sensors report on the percentage of passenger cars versus truck traffic. 

In general, the different types of sensors are divided up by freeway. Figure C.160 
shows the location of active mainline sensors in the GDOT network, broken down by 
manufacturer. The predominant sensors, the video detectors manufactured by  Traficon, 
exclusively cover the I-285 ring road, I-75, the I-75/I-85 Downtown  Connector, and 
I-575. Traficon sensors also monitor GA-400 north of the ring road and the majority of 
I-85 and share coverage of I-20 with NavTeq radar detectors. In most of the network, 
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Traficon sensors are placed with a very dense spacing of about one-third of a mile. 
Autoscope cameras monitor a small portion of I-85 near the Hartsfield– Jackson Atlanta 
International Airport with a spacing comparable to that of the  Traficon  cameras. In 
addition to sharing coverage of I-20 within the ring road with the Traficon sensors, 
NavTeq radar detectors exclusively monitor I-20 outside of the ring road, I-675, 
GA-400 inside of the ring road, and GA-316. NavTeq detectors are spaced approxi-
mately 1 mile apart. Finally, remote traffic microwave sensor radar detectors exclusively 
monitor US-78, GA-141, and GA-166. 

All sensors in the network are capable of monitoring multiple lanes. For this 
reason, the same sensors that monitor mainline lanes can be configured to monitor 
HOV lanes. Figure C.161 shows the sensors that monitor HOV lanes. The moni-
tored HOV lanes are I-75 inside of the ring road (Traficon), the I-75/I-85 Downtown 
Connector (Traficon), I-85 north of the I-75 split (Traficon), and I-20 from east of 
downtown Atlanta to east of the ring road. Along each of these freeway segments, 
HOV lanes are operational seven days a week, 24 hours a day along both directions 
of travel. 

In addition to the real-time detection network, GDOT staff use approximately 500 
CCTV cameras positioned at approximately 1-mile intervals on most major Interstates 
around Atlanta to monitor conditions. 

Figure C.160. GDOT traffic detector network.
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Figure C.160. GDOT traffic detector network. 
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Data Management
The primary data management system used in the Atlanta region is the Georgia DOT’s 
Navigator system. Navigator was initially deployed in metropolitan Atlanta in prepa-
ration for the 1996 Summer Olympic Games. Navigator collects traffic data from 
video and radar detectors in the field, automatically updates CMS with travel time 
information, and controls ramp metering. It also pushes information to the public 
through a variety of outlets, including a traveler information website and a 511 tele-
phone information service. In addition, Navigator data are used by several private 
sector companies who enhance and package the data for distribution to media outlets. 

The Navigator system is divided into six subsystems (1):

1. Field data acquisition services;

2. Management services;

3. Audio–video services;

4. System services;

5. Geographical information services; and

6. System security services.

Figure C.161. GDOT managed-lane detector network.
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Figure C.161. GDOT managed-lane detector network. 

 

<H2>Data Management 

The primary data management system used in the Atlanta region is the Georgia DOT’s Navigator 

system. Navigator was initially deployed in metropolitan Atlanta in preparation for the 1996 

Summer Olympic Games. Navigator collects traffic data from video and radar detectors in the 

field, automatically updates CMS with travel time information, and controls ramp metering. It 

also pushes information to the public through a variety of outlets, including a traveler 

information website and a 511 telephone information service. In addition, Navigator data are 

used by several private sector companies who enhance and package the data for distribution to 

media outlets.  

The Navigator system is divided into six subsystems (1): 
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The field data acquisition subsystem, which is responsible for device communica-
tion and management, acquires data from CMS, detector stations, ramp meters, a 
parking management system, and highway advisory radio. The management services 
system helps TMC staff analyze data to determine conditions and develop response 
plans; it includes the Navigator graphical user interface, congestion and incident 
detection and management services, response plan management, and the historical 
logging of detector data. The audio–video subsystem lets TMC staff control CCTVs 
in the field, as well as the display of information within the TMC. The system services 
 subsystem communicates speed information with GDOT’s advanced traveler informa-
tion system and logs system alarms. The geographical information services subsystem 
provides a graphical view of the roadway network and real-time data. The final sub-
system provides system security. 

The primary functions of Navigator are the monitoring of and response to real-
time traffic conditions. Navigator collects lane-specific volume, speed, and occupancy 
data in real time from the disparate detector types at their respective sampling fre-
quencies (e.g., every 20 seconds for the Traficon cameras) and stores the raw data in 
a database table for 30 minutes. This database table always contains the most recent 
30-minute subset of collected data. An associated table contains configuration data 
(such as locations and detector types) for all of the devices that sent data within the 
past 30 minutes. Besides being accessible at the TMC, these raw data are used to com-
pute travel times on key routes, which are then automatically displayed on regional 
CMS, as well as distributed through traveler information systems. The raw data are 
not processed or quality controlled before being stored in the real-time data table.

Every 15 minutes, the raw Navigator traffic data samples are aggregated up to 
lane-specific 15-minute volumes, average speeds, and average occupancies and are 
archived for each detector station. The data are not filtered or quality controlled 
before being archived. Many agencies and research institutions use this data set for 
performance measurement purposes; for example, the Georgia Regional Transporta-
tion Authority (the metropolitan planning organization for the Atlanta region) uses it 
to develop its yearly Transportation AP Report, which tracks the performance of the 
region’s transportation system. 

Aside from the traffic data, Navigator also maintains a historical log of incidents. 
When the TMC receives a call about an incident, TMC staff log it as a potential inci-
dent in Navigator until it can be confirmed through a camera or multiple calls. Once 
the incident has been confirmed, its information is updated in Navigator to include the 
county, type of incident, and estimated duration. This incident information is archived 
and stored. 

Systems Integration 
For the purposes of this case study, data from GDOT’s Navigator system was inte-
grated into the Performance Measurement System (PeMS), a developed archived data 
user service and TTRMS. This section briefly describes the steps involved in integrat-
ing the two systems. A more detailed account of the integration process and associated 
challenges is presented in the use case section. 
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PeMS is a traffic data collection, processing, and analysis tool that extracts infor-
mation from real-time intelligent transportation systems, saves it permanently in a 
data warehouse, and presents it in various forms to users via the web. To report perfor-
mance measures such as travel time reliability, PeMS requires three types of informa-
tion from the data source system:

•	 Metadata on the roadway line work of facilities being monitored;

•	 Metadata on the detection infrastructure, including the types of data collected and 
the locations of equipment; and

•	 Real-time traffic data in a constant format at a constant frequency (such as every 
30 seconds or every minute).

PeMS acquires the first piece of required information, roadway line work and mile 
marker information, from OpenStreetMap, an open source, user-generated mapping 
service. 

PeMS acquires the second piece of required information, detection infrastructure 
metadata, directly from GDOT database tables at the beginning of the integration 
process. The Navigator data framework is based around two components: devices 
and detectors. Devices are the physical unit in the field (either the video detection 
system [VDS] or the radar detector) that collect the data. Detectors represent the spe-
cific lanes from which data are being collected. Because all GDOT detectors are VDS 
or radar, detectors in the GDOT network are virtual, rather than physical, entities. 
To define devices and detectors, GDOT has database tables that are modified each 
time field equipment is added, removed, or modified. The PeMS framework consists 
of two similar entities: stations (parallel to devices) and detectors. Because of this 
similarity, the mapping of GDOT infrastructure into PeMS was relatively straight-
forward.  Challenges related to using metadata from GDOT’s disparate detector types 
are described in the use case section. 

PeMS continuously acquires the final piece of required information, real-time 
data, from GDOT database tables. As described in the data management section 
above, Navigator stores all of the raw data for the most recent 30-minute period in a 
database table. To obtain data, PeMS consumes and stores the entirety of this data-
base table every 5 minutes and discards any duplicate records. The Navigator raw 
database table is copied into PeMS every 5 minutes rather than every 30 minutes to 
support the near-real-time computation of travel times. 

Two aspects of the Navigator framework presented major challenges for incorpo-
rating the traffic data into PeMS: the frequency of data reporting differs for different 
device types, and many VDS device data samples were missing. These challenges are 
further discussed in the use case section. 

Other Data Sources
To deepen the case study analysis and explore alternative data sources, the project 
team acquired a parallel probe traffic data set provided by NavTeq. The data set covers 
the entirety of the I-285 ring road and is reported by traffic message channel ID. The 
following data are reported every minute for each traffic message channel ID:
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•	 Current travel time;

•	 Free-flow travel time;

•	 Current speed;

•	 Free-flow speed;

•	 Jam factor;

•	 Jam factor trend; and

•	 Confidence.

The lengths of the traffic message channel segments vary but are generally between 
0.3 and 2 miles long. PeMS acquires the NavTeq data through a real-time data feed. 
Although the computational methods and sources of the data are proprietary, the data 
are generally computed from a mixture of probe and radar data. When there is not 
sufficient real-time data to generate the reported measures, the data are also based on 
historical averages. The confidence interval reflects the amount of real-time data used 
in the computation. This data set is addressed in more detail in the use case section.

To enable investigation into the impact of the seven sources of congestion on travel 
time reliability, the research team also acquired event data (consisting of incident and 
lane closure data) collected by Navigator. The issues involved in preparing this data set 
for use in analysis are detailed in the first use case. The results of the analysis into the 
impact of the sources of congestion on unreliability are discussed in the second use case. 

Summary
The Atlanta metropolitan area offered the densest network of fixed point sensors of 
any of the five sites studied in this project and presented the challenges of adapting 
opera tional ATMS data for reliability monitoring. The site also provided the opportu-
nity to analyze a third-party probe-based data set. 

METHODOLOGICAL ADVANCES

Overview
The methodological advancement of this case study builds on methods established and 
validated in previous case studies. Two of the main themes of the case study valida-
tions are (a) estimating the quantity and characteristics of the operating travel time 
regimes experienced by different facilities and (b) calculating the impacts of the seven 
sources of nonrecurrent congestion on travel time reliability. 

To estimate regimes, the San Diego case study grouped time periods with simi-
lar average travel time indices, within which travel time probability density functions 
(PDFs) were assembled. To refine the regime-estimation process, the Northern Virginia 
case study validated the use of multistate normal density functions to model the multi-
modal nature (in a statistical sense) of travel time distributions for a particular facility 
and time of day. This approach has the advantage of providing a useful, traveler-
centric output of the likelihood of congestion and the travel time variability under 
different congestion scenarios. 
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The San Diego and Lake Tahoe case studies focused on estimating PDFs for travel 
times measured during instances of nonrecurrent congestion. These distributions help 
distinguish between the natural travel time variability of a facility due to the complex 
interactions between demand and capacity and the travel time variability during spe-
cific events. 

The methodological goal of this case study is to fuse the previously developed 
regime-estimation and nonrecurrent congestion analysis methodologies by using multi-
state models to inform on the reliability impacts of nonrecurrent congestion. Providing 
a way for agencies to link the travel time regimes that their facilities experience with 
the factors that cause them, such as incidents or special events, would allow agencies 
to better predict travel times when these events occur in real time, as well as develop 
targeted projects to improve reliability over the long term. The background and steps 
of this analysis are described below, with detailed results presented in Use Case 2. 

Site Description
The methodology was applied to the segment of southbound I-75 starting just north of 
the interchange with I-85 and ending just north of the I-20 interchange in downtown 
Atlanta. A map of this corridor is shown in Figure C.162. This corridor was selected 
because it has

•	 Significant recurrent congestion during the a.m. and p.m. weekday peak periods;

•	 A high frequency of incidents; and

•	 Proximity to special event venues, such as the Georgia Dome and Phillips Arena.

Figure C.162. Downtown Connector study route.
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Figure C.162. Downtown Connector study route. 

 

<H2>Method 

The method to develop the regimes and estimate the impacts of nonrecurrent congestion events 

consists of three steps:  

 

1. Regime characterization, to estimate the number and characteristics of each travel 

time regime measured along the facility;  

2. Data fusion, to link travel times with the source active during their measurement; 

and 
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Method
The method to develop the regimes and estimate the impacts of nonrecurrent conges-
tion events consists of three steps: 

1. Regime characterization, to estimate the number and characteristics of each travel 
time regime measured along the facility; 

2. Data fusion, to link travel times with the source active during their measurement; 
and

3. Seven sources analysis, to calculate the contributions of each source to each travel 
time regime. 

Regime Characterization 
The details of how to implement multistate normal models for approximating travel 
time density functions are thoroughly described in the methodology section of the 
Northern Virginia case study. With multistate models, the data set is modeled as a 
function of the probability of each state’s occurrence and the parameters of each state. 
In generalized form, multistate models take the form shown in Equation C.7:

 f T f T, K
K

K

K K
1

∑λ θ λ θ( )( ) =
=

 (C.7)

where 
 T  =  travel time;
 f T ,λ θ( )   

=  travel time density function for the data set; 
 K  =  state number; 
 f TK Kθ( )   =  density function for travel times in the Kth state; 
 λK  =  probability of the Kth state occurring; and 
 θK  =  distribution parameters for the Kth state. 

For the multistate normal distribution, θK is composed of the mean (μ) and the 
standard deviation (σ) of the state’s travel times. 

More practically, if a three-state normal model provides the best fit to a set of 
travel times collected at the same time of day over multiple days, the first state can be 
considered the least-congested state, the second state a more-congested state, and the 
third state the most-congested state. Each state is defined by a mean travel time and a 
standard deviation travel time, with the first state having the fastest mean travel time 
and the third state having the slowest mean travel time. 

The development of a multistate model consists of two steps: (a) identifying the 
optimal number of states to fit the data and (b) calculating the parameters (probability 
of occurrence and mean and standard deviation travel times) to define each state. The 
methods for performing these tasks are described in the Northern Virginia case study.

In addition to providing the number of operating states and their parameters, 
the model also outputs, for each measured travel time, the percentage chance that it 
belongs within each state. By assigning each travel time to the state to which it is most 
likely to belong, it is possible to derive a set of travel times that belong within each 
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state. This output is used to drive the nonrecurrent congestion reliability analysis, 
which is described in the following subsection. 

Data Fusion
To test the methodology, the research team downloaded 5-minute travel times mea-
sured on all nonholiday weekdays between September 9, 2011 (the first day that PeMS 
was set up for data collection), and December 31, 2011, from the reliability monitor-
ing system. Due to drops in the data feed, there were many days of missing data during 
November and December. Each travel time was then manually tagged with the source 
active during its measurement, following the methodology used and described in the 
San Diego case study and briefly summarized below. The following sources were in-
cluded in the fusion process:

•	 Baseline. No source was active during the 5-minute time period. 

•	 Incident. Incident data were acquired from Georgia Tech’s Navigator event data 
archive. The challenges of quality controlling the incident data set are described 
in the first use case below. The research team ultimately associated incident travel 
times with events that were marked as blocking at least one lane in the incident 
data set. The types of events are as follows:

 — Accident or crash;

 — Debris (all types);

 — Fire or vehicle; and

 — Stalled vehicle or lanes blocked.

  In previous case studies, the research team assumed that incident impacts began 
at the start time of the incident and ended 15 minutes after the incident closed, 
to allow for queue discharge. However, because the incident durations seemed 
unusually long in this data set, it was assumed for this study that incident impacts 
ended at the incident closure time. 

•	 Weather. Hourly weather data were downloaded from the National Oceano-
graphic and Atmospheric Administration National Data Center and were mea-
sured at a weather station housed at the Hartsfield–Jackson Atlanta International 
Airport (located approximately 10 miles southwest of the study corridor). The 
research team assumed that weather impacts were incurred when greater than 
0.1 inch of precipitation was measured during the hour. The Navigator event data 
set also documented instances of roadway flooding (through the incident type 
“weather/road flooding”). Travel times measured during these events were also 
associated with this source. 

•	 Special events. Special event data from the Georgia Dome and Philips Arena were 
collated manually from sport and event calendars. Determining when special 
events affect traffic is challenging, as the impact of the event depends on the type 
of event. Typically, event traffic impacts begin before the start time and end after 
the event is over. However, although event start times are typically available, event 
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end times are rarely explicit and have to be assumed. In this study, a travel time 
was tagged with special event if it occurred up to 1 hour before the event start 
time and in the hour after the estimated end time.

•	 Lane closures. Lane closures were gathered from the Georgia Tech’s Navigator 
event data archive, which contained events marked as “planned/maintenance 
 activity,” “planned/construction,” and “planned/rolling closure.” The research 
team tagged travel times with the lane closure source if a closure affecting at least 
one lane was active during the 5-minute time period. 

In the San Diego case study, fluctuations in demand were also measured. In Atlanta, 
fluctuations in demand could not be analyzed because of the large quantity of missing 
data samples, which affected the ability of the system to monitor traffic volumes. This 
problem is explained in Use Case 1. 

Seven Sources Analysis
The model development process described above results in a set of travel times, each 
tagged with the nonrecurrent congestion source active during its measurement and cat-
egorized according to the state to which it belongs. From this it is possible to calculate 
two key measures concerning the relationships between nonrecurrent congestion and 
the travel time regimes: (1) within each state, the percentage of travel times measured 
during each source; and (2) for each source, the percentage of its travel times that 
 belong in each state.

The use case section presents the results of these two measures for a freeway corri-
dor in downtown Atlanta. It also visualizes the results through travel time histograms 
divided into states and color-coded according to the source active during the travel 
time’s measurement. 

Results
Results are presented in Use Case 2. 

USE CASE ANALYSIS

Use Case 1: Integrating ATMS Data into a Travel Time Reliability 
Monitoring System

Summary
For this case study, data from GDOT’s Navigator ATMS system was brought into a 
TTRMS (PeMS) and archived to support the computation of historical and real-time 
travel time and reliability metrics. This case study was the project team’s first oppor-
tunity to use ATMS data, which is focused on real-time congestion and incident detec-
tion, for monitoring travel time reliability. In contrast, the San Diego and Lake Tahoe 
case study sites relied primarily on data within PeMS that had already been quality 
controlled and processed, and the Northern Virginia site leveraged data collected from 
an archived data user service at the University of Maryland. In each of these three 
cases, the data leveraged by the project team had already been processed to fill in any 
data holes and aggregated to ensure a consistent granularity across all of the raw data 



452

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

samples. Because ATMS data are conventionally used only for real-time operations, 
the acceptable level of data quality is much lower than it is for the analysis of archived 
data. Conceptually, identifying gaps and errors in the real-time data is easier for TMC 
staff than it is for analysts; TMC staff have access to other data sources, such as 
CCTV cameras and reports from the field, but analysts evaluate historical travel times 
and performance measures without the benefit of any other contextual information. 
Given the nature of the Atlanta data, initial case study efforts focused on the integra-
tion issues with acquiring unprocessed, incomplete data from disparate sensor types 
and using that data to compute travel time reliability. Encountered issues fell into 
two categories: (1) metadata integration, in which GDOT device and detector infor-
mation is transferred into PeMS; and (2) data integration, in which real-time  traffic 
data are acquired by PeMS, processed, cleaned, stored, and ultimately used to mea-
sure travel times and reliability. The project team acquired metadata and traffic data 
through direct access to the relevant Navigator database tables. This use case describes 
the challenges of interpreting the information in the database tables and inputting it 
into PeMS. It also describes the process for interpreting the event data acquired from 
 Georgia Tech from Navigator. 

Metadata Integration
As described in the section on the monitoring system, the data model for Navigator 
detection devices (devices containing multiple detectors) is very similar to the PeMS 
data model (stations containing multiple detectors), and the mapping between the two 
system models was trivial. The primary metadata integration challenge was interpret-
ing the fields and formats of the Navigator metadata database tables and filtering out 
nonactive infrastructure. Navigator defines devices and detectors in two separate data-
base tables. The project team acquired complete copies of these database tables at the 
beginning of the integration project and used them to generate the detection network 
for PeMS. 

The device database table contained 14,581 rows, with nearly all device IDs hav-
ing multiple records corresponding to different version numbers (up to 14 for some 
devices). The version number appeared to be driven by the modified date column, with 
the highest version numbers corresponding to the most recent modified date. The set 
of devices was reduced to a single record for each device ID with the highest version 
number. This step reduced the number of devices to 4,633. After excluding those miss-
ing latitude and longitude information, which PeMS requires, 3,406 unique devices 
remained.

The detector database table contained 40,496 records, which was reduced to 
34,135 after excluding detectors associated with devices that had missing locations. 
Each detector was assigned a “lane_type.” PeMS assigns detectors to one of six possi-
ble lane types: mainline, HOV, on-ramp, off-ramp, collector–distributor, and freeway-
to-freeway connector. When assessing the Navigator detector lane types, the project 
team noted 21 possible categories. This high number is because Navigator, as a result 
of its operational nature, allows for the same type of lane to be identified in differ-
ent ways. For example, in the detector database table, the lane types Entrance Ramp, 
Entrance_ramp, Left_entrance_ramp, Right_entrance_lane, and Right_entrance_ramp 
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are all used to denote on-ramp detectors. This multiplicity of terms required the devel-
opment of a mapping structure to appropriately categorize Navigator detectors in 
PeMS, as shown in Table C.57. In doing this, the project team noted that a large 
percentage of the devices that had no locations monitored “arterial” detectors. The 
project team hypothesized that these devices were planned for deployment, but were 
not yet configured to report data into the system. 

TABLE C.57. MAPPING OF LANE TYPES FROM NAVIGATOR TO PEMS
PeMS Lane Type Navigator Lane Type

Mainline Mainline
Through_lane
Through_lanes
Through-lanes
THRU/THRU
THRU/OFF-RAMP (THRU)
THRU/ON-RAMP (THRU)

HOV High Occupancy Vehicle
Hov_lanes
THRU/HOV

On-ramp Entrance Ramp
Entrance_ramp
Left_entrance_ramp
Right_entrance_lane
Right_entrance_ramp

Off-ramp Exit Ramp
Right_exit_lane
Right_exit_ramp

Collector–distributor Collector/Distributor

Freeway-to-freeway connector Connecting Lanes

Not applicable Arterial

Using the above structure, Navigator devices and detectors were mapped as sta-
tions and detectors in PeMS. This mapping allowed for the real-time data integration, 
described in the next subsection, to begin. 

Agency Data Integration
As described in the section on the monitoring system, two characteristics of the GDOT 
detection network presented major data integration challenges for the case study: vari-
able data sampling rates across detectors and missing data samples for detectors and 
devices. 

Varying data sampling rates are problematic because PeMS assumes that all 
detectors within the same data feed report data at a constant, known frequency (e.g., 
in the San Diego case study, this frequency is every 30 seconds). This assumption 
enables the accurate aggregation of raw data up to the 5-minute level, from which 
travel times and other measures are then calculated. Although all GDOT detectors 
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report flow, occupancy, and speed, the frequency at which they report varies. GDOT 
stores the most recent 30 minutes of data from each active detector in a database 
table. PeMS obtains real-time data from GDOT by copying over the GDOT raw data-
base table every 5 minutes and eliminating any duplicate records acquired in previous 
5-minute periods. An initial manual review of the database table showed a data report-
ing frequency of every 20 seconds, and so this frequency was the basis for aggrega-
tion up to the 5-minute level. Through inspection of the aggregated data, however, it 
became evident that the frequency of data reporting varies by the vendor. Table C.58 
shows the observed reporting frequencies by vendor type. 

TABLE C.58. DATA REPORTING FREQUENCIES BY VENDOR TYPE
Vendor Reporting Frequency (s)

Traficon 20 

Autoscope 75 

NavTeq 60 

EIS 20 

Although the majority of GDOT detectors report data every 20 seconds, a sig-
nificant number do not, and thus were not being aggregated correctly in PeMS. The 
 project team decided that the best way to handle this issue was to change the process 
for extracting data from the GDOT raw database table. Instead of extracting data 
from all detectors in a single feed, the problem could be solved by establishing three 
data feeds, each with its own aggregation routine, to obtain data from all detectors 
that report at the same frequency (20, 60, and 75 seconds). 

The second challenge identified by the project team was that a significant number 
of expected data samples were missing. For example, since Traficon detectors are con-
figured to send data every 20 seconds, and GDOT stores the most recent 30 minutes 
of data from each detector, the research team expected to see 90 samples for each 
Traficon detector in each copy of the database table. Instead, many 20-second time 
periods were missing data for one or more detectors. For many of the VDS detectors, 
almost no samples were reported during the nighttime hours. The research team con-
cluded that some of the detectors were not able to monitor traffic in the dark. Many 
samples were also missing during the daytime hours. The missing samples, combined 
with the fact that none of the data samples ever reported zero volume, made it clear 
that the detectors send no data sample if they detect no vehicles during the time inter-
val. This data reporting scheme is problematic because monitoring systems need to be 
able to distinguish between when the detector or data feed is broken (requiring data 
imputation to fill in the hole) and when no vehicles passed the location during the time 
interval (requiring a recording of zero volume in the database). With PeMS, the GDOT 
detector reporting framework caused two main problems:
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1. PeMS performs detector diagnostics at the end of every day. If less than 60% of 
expected data samples is received, then the detector is deemed to be broken and 
all of its data are imputed.

2. PeMS performs imputation for missing data samples in real time. If the cause of 
the missing sample is that there were no vehicles at the location over the time 
 period, then the imputation results in an overcounting of volumes. 

In the Atlanta site, the first issue was deemed minimal because PeMS only runs 
the detector diagnostics on samples collected between the hours of 5:00 a.m. and 
9:00 p.m. Since the majority of missing samples occur outside these hours (in the 
middle of the night), few detectors sent less than 60% of expected samples during 
the diagnostic hours. The second issue, however, was deemed more serious, because 
it means that volumes are overestimated and speeds are estimated from unnecessary 
amounts of imputed data. The ideal, permanent solution to mitigate both issues would 
be to change the way that the field equipment interacts with the data collection system 
so that data samples are sent even when no traffic is measured. This change would 
need to be made at the device level. However, because this was a case study validation 
effort and not a procured monitoring system for GDOT, the team decided that the fol-
lowing solution would be more practical:

1. Turn off real-time imputation to allow missing data samples.

2. Calculate 5-minute volumes by summing up the nonmissing raw data samples.

3. Calculate 5-minute speeds by taking the flow-weighted average of the nonmissing 
raw data samples.

4. Compute travel times from all detectors with nonmissing 5-minute travel time 
samples along a route. 

The end result of this solution is that volume-based performance measures (such 
as vehicle miles traveled and vehicle hours of delay) may be underreported, but speed-
based measures are more accurate than they would be under the PeMS traditional 
real-time imputation regime. 

Event Data Integration 
To enable seven sources analysis, the research team acquired a database dump of all 
Navigator events (primarily incidents and lane closures) from September through De-
cember 2011 from Georgia Tech. The data, which were delivered in an Excel spread-
sheet in a format summarized in Table C.59, contained 21,540 event records summa-
rizing Navigator events within the Atlanta metropolitan region.
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TABLE C.59. EVENT DATA FORMAT
Column Name Description Example

1 ID Unique ID 244835

2 Primary Road Freeway number I-75

3 Dir Direction of travel N

4 MM Mile marker 228

5 Cross Cross street Jonesboro Rd

6 County County Clayton

7 Start Event start date and time 09/01/2011 01:00

8 End Event end date and time 09/02/2011 06:15

9 Type Type of event Accident/Crash

10 Status Status of event Terminated

11 Blockage Number of lanes blocked 2

The breakdown of events by type in the data set, grouped and summed into event 
types in similar categories, is shown in Table C.60. 

TABLE C.60. EVENT DATA SET BY EVENT TYPE

Event Type
No. of 
Events

Accident (crash, hazardous material spill, other) 3,311

Debris (animal, mattress, tire, tree, other) 1,896

Fire (structural, vehicle, other) 237

Infrastructure (bridge closure, downed utility lines, gas or water main break, 
road failure)

120

Planned (accident investigation, construction, emergency roadwork, 
maintenance activity, rolling closure, special event)

4,499

Signals (bulb out, flashing, not cycling) 638

Stall (lane[s] blocked, no lanes blocked) 10,690

Unplanned (live animal, police activity, presence detection, rolling closure) 55

Weather (dense fog, icy condition, road flooding) 99

The ability of the data to detail incidents and lane closures on a 10-mile segment 
of southbound I-75 was assessed for use in analyzing the impacts of the seven sources 
of congestion on travel time variability on this corridor (see the section on method-
ological advancement for more details). During this assessment, the team noted that 
the following data set characteristics complicated the assignment of incidents and lane 
closures to measured travel times: 
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•	 The same freeway was given different names in the Primary Road column.

•	 Mileposts were missing from some events.

•	 There were inconsistencies between the number of lanes blocked in the event type 
column and the blockage column.

•	 Durations for many of the events were longer than expected for the event type.

With respect to the first issue, the segment of I-75 studied was given the following 
names in the data set: 75/85, I-75, 75/85 SB, I-75/85, and 75. The project team had to 
ensure that all of the possible freeway names were evaluated and narrowed down by 
milepost to avoid missing any events on the study route. The second issue was dealt 
with by manually mapping the given cross street to determine if the location was on 
the study segment. The third issue related to the numerous events of the types “stall, 
lane(s) blocked” and “stall, no lanes blocked,” for which the degree of lane blockage 
was contradicted by the number in the blockage column. In these cases, the team used 
the event type description to determine if there was lane blockage. The fourth issue 
related to event durations; in many cases, the event duration computed from the start 
and end times seemed longer than would be expected for an event of that type. For 
example, it was common to see events of type “stall, no lanes blocked” last for longer 
than 3 hours. Without any other source of data to reference, the team simply had to 
accept the reported duration, and note it as a potential inaccuracy in the analysis. 

Conclusions
Because most metropolitan areas are already equipped with ATMS detection and soft-
ware systems, ATMS data are a likely source of information for an urban TTRMS. The 
integration of ATMS data into a TTRMS presents challenges in ensuring data quality 
and quantity. Practitioners may encounter the following issues when acquiring and 
integrating ATMS data for reliability monitoring purposes:

•	 Sensor metadata and event data with missing required attributes, such as location;

•	 Sensor metadata and event data with nonstandardized naming classification;

•	 Data at miscellaneous sampling rates; and

•	 Missing data samples.

When required sensor information is missing, the only alternative to obtaining the 
information from the field is to discard the sensor from the reliability monitoring sys-
tem. For nonstandardized classifications, the best alternative is to manually translate 
ATMS terminology into the monitoring system framework, prioritizing the translation 
of mainline and managed-lane detectors. The data variability issues are more challeng-
ing to deal with and are best solved on a permanent level by changing the way that the 
field equipment communicates with the ATMS system to ensure that all the informa-
tion needed for historical travel time monitoring is acquired. 
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Use Case 2: Determining Travel Time Regimes and the Impact of 
the Seven Sources of Congestion 

Summary
The Northern Virginia case study analyses developed methodologies for modeling the 
multimodal nature of travel time distributions to determine the operating regimes of 
a facility. The San Diego case study analyses validated ways to evaluate the impact 
of the seven sources of congestion on travel time variability. This use case seeks to 
combine these two methods to identify the impacts of the seven sources of congestion 
on the different travel time regimes that a facility experiences. The methodology that 
drives this analysis and a description of the study route are presented in the method-
ological advancements section. This use case documents the results of performing the 
regime characterization, data fusion, and seven sources analysis steps on a 10-mile 
study route through downtown Atlanta during the weekday morning, midday, and 
afternoon periods. 

Results

Regime Characterization
The first step in the analysis was to identify the number of modes, or regimes, in 
the travel time distribution. In this study, the data set consisted of 5-minute travel 
times measured on nonholiday weekdays between September 9, 2011, and December 
31, 2011. To appropriately identify the number of operating regimes along the study 
route, the travel time data set was grouped by similar typical operating conditions (de-
fined by the mean travel time) and time of day into the following categories:

•	 Morning peak, 7:20 to 9:20 a.m. (mean travel times exceeding 14 minutes);

•	 Midday, 9:30 a.m. to 4:00 p.m. (mean travel times less than 13 minutes); and

•	 Afternoon peak, 5:00 to 6:20 p.m. (mean travel times exceeding 18 minutes).

An algorithm in the program R was used to identify the optimal number of multi-
modal normal regimes to model each of the three travel time data sets. Results showed 
that the a.m. and p.m. peak time periods were best modeled with two normal distribu-
tions and that the midday period was best modeled with three normal distributions. 
Figures C.163, C.164, and C.165 show a histogram of the travel time distribution for 
the morning, midday, and afternoon periods, respectively, as well as the PDFs for each 
of the regimes (dashed lines) and the overall mixed-normal density function (solid 
line). 

Table C.61 summarizes the regime parameters (probability of occurrence and 
mean travel time) by time period. 
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Figure C.163. Morning multistate normal PDFs.

Figure C.164. Midday multistate PDFs.
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Figure C.165. Afternoon multistate PDFs.

TABLE C.61. REGIME PARAMETERS BY TIME PERIODS
Probability (%) Mean Travel Time (min)

State 1 State 2 State 3 State 1 State 2 State 3

Morning 47 53 N/A 12 16 N/A

Midday 52 44 4 11 14 18

Afternoon 92 7 N/A 20 30 N/A

Note: N/A = not applicable.

In the morning peak time period, each regime (uncongested and congested) occurs 
about half of the time. The mean of the first, uncongested regime is 12 minutes, with 
little travel time variability in the distribution. The mean of the congested regime is 
16 minutes, and the distribution of travel times is wider. 

The midday time period has three regimes. The uncongested regime happens 52% 
of the time, the slightly congested regime happens 44% of the time, and the congested 
regime happens only 4% of the time (this small percentage makes the regime invis-
ible in Figure C.164). The mean of the uncongested regime is 11 minutes (free flow), 
the mean of the slightly congested regime is 14 minutes, and the mean of the most-
congested regime is 18 minutes.

The afternoon time period is characterized by two regimes. The congested regime 
happens 92% of the time, with a mean travel time of 20 minutes (almost double the 
free-flow travel time). The very congested regime happens only 7% of the time, but 
it has a mean travel time of 30 minutes (almost three times the free-flow travel time). 



461

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Data Fusion
In the data fusion step, the seven sources data described in the methodological ad-
vancements section were fused with the 5-minute travel times. Table C.62 summarizes 
the number and percentage of travel time samples by source within each time period. 
Special events only occurred during the afternoon time period; lane closures only oc-
curred during the morning and midday time periods. Incidents made up a similar per-
centage of the data set in all three time periods. 

TABLE C.62. FIVE-MINUTE TRAVEL TIME SAMPLES BY SOURCE AND TIME PERIOD
Source Morning Midday Afternoon

Baseline 297 (60%) 1,254 (71%) 413 (78%)

Incidents  77 (16%)   286 (16%)  73 (14%)

Weather 115 (23%)   119 (7%)  36 (9%)

Special events   0 (0%)     0 (0%)  10 (2%)

Lane closure   7 (2%)   115 (6%)   0 (0%)

Total 496 1,774 532

Seven Sources Analysis
The final step in the analysis was to assess the contributions of the sources of conges-
tion to each travel time regime. Figures C.166, C.167, and C.168 illustrate the break-
down of travel times by source within each state in the morning, midday, and after-
noon time periods, respectively. Tables C.63, C.64, and C.65 summarize each state’s 
parameters, the percentages of each state’s travel times tagged with each source, and 
the percentage of each source’s travel times that occur within each state in the morn-
ing, midday, and afternoon time periods, respectively.

During the morning peak time period, State 2 has a 4-minute higher mean travel 
time than State 1, and also contains more variability (a standard deviation of 3 min-
utes versus less than a minute). Incident travel times are seen in both states, but inci-
dents are three times more likely to result in the most-congested state. Weather events, 
in contrast, are found more frequently in the uncongested state (58%) than in the 
congested state (42%). There were few lane closure samples to evaluate, so lane clo-
sures do not appear to be a driving factor of morning peak congestion and travel time 
variability on this route. State 2 contains a significant number of baseline travel times 
(51%), indicating that something other than incidents, weather, and lane closures is 
causing delay and unreliability on this corridor during the morning commute.

The midday peak time period has three states. The most-congested state, which 
occurs only 4% of the time, is composed of around one-third weather-influenced travel 
times, one-fifth incident-influenced travel times, and one-tenth lane closure travel 
times, with the remainder baseline travel times. The fact that the less-congested states 
contain a significant proportion of the congestion-influenced travel times indicates that 
only the most severe instances of the sources result in a reduction in capacity below the 
midday demand levels. 
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During the afternoon peak time period, the congested state that happens 93% of 
the time (State 1) contains nearly all of the congestion source travel times. However, 
this state has a wide distribution of travel times, and Figure C.168 shows that many 
of these incident- and weather-influenced travel times occupy the rightmost part of the 
State 1 travel time distribution. The very congested second state during the afternoon 
peak time period is composed of one-third weather-influenced travel times and one-
tenth incident-influenced travel times, with the rest baseline travel times, indicating 
that this most unreliable state is caused by some other influence.
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Figure C.166. Morning peak travel times by source. 

 

[Insert Figure C.167] 

[caption] 

 

Figure C.166. Morning peak travel times by source.
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Figure C.167. Midday peak travel times by source. 

 

[Insert Figure C.168] 

[caption] 

 

Figure C.167. Midday peak travel times by source.
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Figure C.168. Afternoon peak travel times by source. 

 

[COMPOSITION: Please do not align decimal places in the top section (the three rows 

after “Parameter”) of Tables C.63, 64, and 65. Please do align decimals from State Travel Times 

by Source (%) to the bottom of each table.] 

 

Table C.63. Source Contributions to Morning Peak Regimes 

 State 1 State 2 

Parameter 

Probability (%) 47 53 

Mean (min) 12  16  

Standard deviation (min) 0.7  3  

Figure C.168. Afternoon peak travel times by source.



464

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

TABLE C.63. SOURCE CONTRIBUTIONS TO MORNING PEAK REGIMES
State 1 State 2

Parameter

Probability (%) 47 53

Mean (min) 12 16 

Standard deviation (min) 0.7 3 

State Travel Times by Source (%)

Baseline 67 51

Incidents 7 26

Weather 24 22

Special events 0 0

Lane closure 2 1

Source Travel Times by State (%)

Baseline 62 38

Incidents 25 75

Weather 58 42

Special events 0 0

Lane closure 71 29

TABLE C.64. SOURCE CONTRIBUTIONS TO MIDDAY REGIMES
State 1 State 2 State 3

Parameter

Probability (%) 52 44 4

Mean (min) 11 14 18 

Standard deviation (min) 0.2 3 4 

State Travel Times by Source (%)

Baseline 75 67 32

Incidents 10 24 20

Weather 6 6 35

Special events 0 0 0

Lane closure 9 3 13

Source Travel Times by State (%)

Baseline 59 40 1

Incidents 36 62 2

Weather 54 34 2

Special events 0 0 0

Lane closure 78 17 4



465

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

TABLE C.65. SOURCE CONTRIBUTIONS TO AFTERNOON PEAK REGIMES
State 1 State 2

Parameter

Probability (%) 93 7

Mean (min) 20 30 

Standard deviation (min) 4 4 

State Travel Times by Source (%)

Baseline 79 59

Incidents 14 7

Weather 5 34

Special events 2 0

Lane closure 0 0

Source Travel Times by State (%)

Baseline 96 4

Incidents 97 3

Weather 72 28

Special events 100 0

Lane closure 0 0

Conclusions
By combining the regime-estimation and seven sources analysis methodologies used in 
previous case studies, this application shows that it is possible to characterize the im-
pact of the sources of nonrecurrent congestion on the different travel time states that 
a facility experiences. On the study route of I-75 into downtown Atlanta, the analysis 
showed that something other than weather, incidents, lane closures, and special events 
is a leading factor contributing to the high and unreliable travel times that make up 
the rightmost portion of the travel time distribution. This additional factor may be 
fluctuations in demand and capacity due to a bottleneck, which were not measurable 
at this case study site. On this route, weather is the source that, when it occurs, most 
frequently drives the travel time regime into the most-congested state. 

Use Case 3: Quantifying and Explaining the Statistical Difference 
Between Multiple Sources of Vehicle Speed Data

Summary
This use case identifies issues associated with the integration of data feeds from multiple 
sources. Speed measurements from Traficon video detectors and NavTeq probe  vehicle 
runs are compared. For each of these technologies, the data come from a 10-mile 
segment of I-285 in Atlanta, where peak period congestion is observed on weekdays. 
Some preprocessing was necessary to translate the data sets into a common format 
that could be easily compared, after which correlations between pairs of detectors of 
each type at the same location were computed. A possible source of difference in the 
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measurements, which was the distance between each pair of compared detectors, was 
analyzed and found to be moderately significant. 

Data from multiple sources, if properly understood, can be aggregated to pro-
vide a rich set of performance monitoring information. Multiple data sources add 
redundancy to the system, preventing a data blackout in the event that one of the data 
feeds goes down. Multiple data sources also facilitate the cross validation of detectors, 
providing an additional way to identify malfunctioning equipment. However, if the 
additional data sources are integrated incorrectly, they can conflict with each other, 
decreasing the accuracy of the monitoring system in unpredictable ways.

The observed traffic data are the fundamental driver of the performance measures 
computed by a TTRMS. While the underlying traffic model also influences the per-
formance measures, its influence is typically static. For example, a particular method-
ology for computing travel times may be consistently biased toward overestimating 
travel times. A systematic bias like this can be recognized and accounted for. However, 
the effects of misconfigured data sources can change as the incoming data changes. 
Understanding the peculiarities of data from different sources is critical because the 
observed data feed directly into the measures computed by the monitoring system.

Users
This use case is applicable to all users of a TTRMS, particularly those systems that 
integrate data from multiple sources or technologies. It provides practical guidance on 
how to properly compare traffic measurements from multiple data sources. The data 
comparison techniques presented here are the necessary first steps to transform raw 
detector data from multiple sources into aggregated traffic information. This informa-
tion will give important context to TTRMS users by improving their understanding of 
the performance measures they compute. 

Information technology professionals responsible for the data integration and pre-
processing tasks necessary to build and maintain a TTRMS will also benefit directly 
from this use case. This use case provides guidance on the steps necessary to compare 
data from two sources, which is a necessary initial step in data integration. Under-
standing these issues can also help system managers more easily troubleshoot systems 
in which computed performance measures are suspect. For example, data feeds that 
are aggregated incorrectly can be compared using the techniques presented in this use 
case as part of a troubleshooting routine.

This use case is also valuable to transportation professionals interested in explor-
ing new data sources. Global positioning system (GPS)–based probe data are increasing 
in availability and offer a rich roadway monitoring solution, with speed and position 
measurements taken from actual vehicles throughout their trips. Probe data are also 
appealing because they do not require any ongoing maintenance of detection equip-
ment. With this technology, there is no roadway-based detection hardware; the data 
collection infrastructure resides entirely within the vehicles themselves. Compared 
with conventional infrastructure-based sensors, which only record roadway informa-
tion at discrete locations and must be regularly maintained, probe data can be very 
appealing. This use case provides guidance on how probe data compare with more 
traditional infrastructure-based data sources.
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Data Characteristics
This use case compares two types of traffic data: speed data from vehicle probes, pro-
vided by NavTeq, and speed data from Traficon video detectors. The vehicle probe 
data come from GPS chips residing within individual vehicles, directly measuring their 
speed and location. Traficon data come from video cameras installed at fixed locations 
along the roadway that measure speed, volume, and density. Data from infrastructure-
based sensors such as these (and loop detectors) are currently more common than 
probe data sources. For this reason, many TTRMS users conceptualize the data they 
see primarily in terms of fixed-infrastructure sensors. The rising availability of probe 
data for transportation system monitoring makes the NavTeq probe data a desirable 
data set to compare with fixed-infrastructure data.

Because the video data come from fixed-infrastructure sensors and the probe data 
come from in-vehicle sensors, they require different types of network configurations to 
relate them to the roadway. The video data are organized by device, with each device 
applying to a single location on the roadway. Data from each device correspond to 
traffic at that point. The probe data, in contrast, are organized directly by location 
through traffic message channel paths. Each traffic message channel path represents 
a stretch of roadway in a single direction that is explicitly defined by a starting and 
ending milepost. The lengths and locations of these paths are irregular, and there are 
gaps between them.

The NavTeq probe data differentiates between mainline speeds and speeds on 
managed lanes such as HOV or high-occupancy toll lanes, although it does not pro-
vide mainline speeds disaggregated by lane. A data point is calculated for each traffic 
message channel path roughly every 2 minutes (0.5 Hz). This is a lower sampling rate 
than many other types of detectors, but because the measurements are taken directly 
from actual vehicles (representing ground-truth conditions), they are generally consid-
ered more accurate, making sampling frequency less important.

The Traficon video detector data closely resemble traditional infrastructure-based 
data, such as that from loop detectors. Each video detector is assigned to a specific 
milepost and lane on the roadway, and its measurements apply directly to that point 
location. Each video detector directly reports occupancy, speed, and flow at a maxi-
mum frequency of once every 20 seconds (3 Hz). This frequency is comparable to that 
of most loop detectors. 

Sites
A 10-mile section of I-285 around Atlanta (known locally as the Perimeter) was  chosen 
for this study for several reasons. As discussed above, I-285 is covered by both  Traficon 
video detectors and NavTeq probe data, and this location has good data availability 
for both. The heavy commute traffic on I-285 leads to strong peak period congestion 
and a range of congestion levels; I-285 carries the largest volume of traffic of any 
 Atlanta freeway, providing the metropolitan area access to major Interstates I-20, I-75, 
and I-85, which lead to several residential suburbs. 

Data covering both the northbound and southbound directions of travel were 
examined. The study area spanned Mileposts 25 to 35 in the northbound direction 
and Mileposts 45 to 55 in the southbound direction. Although these milepost ranges 
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differ, they represent the same stretch of roadway (see Figure C.169). The study area 
extends from the Belvedere Park area at its southern end to the I-85 interchange at its 
northern end. During the time period studied, free-flow speed was measured around 
70 mph. The typical weekday flow was 80,000 to 90,000 vehicles per day northbound 
and approximately 100,000 vehicles per day southbound.

In the northbound direction, 3.9 of the 10 miles in the study area are covered by 
eight traffic message channel paths, with an average length of 0.5 miles. Of the 24 
working Traficon detectors in the northbound direction, seven lie within a traffic mes-
sage channel path. In the southbound direction, 5.3 of the 10 miles in the study area 
are covered by eight paths, with an average length of 0.7 miles. Of the 19 working 
Traficon detectors in the southbound direction, 12 lie within a traffic message channel 
path (see Figure C.170).

This site’s congestion patterns made it a desirable choice. Morning peak time 
period congestion was seen in the northbound direction between 6 and 9 a.m., and 
afternoon peak time period congestion was seen in the southbound direction between 
4 and 7 p.m. In both directions, the congestion was most pronounced on Tuesdays, 
Wednesdays, and Thursdays. Five-minute speed measurements as low as 15 mph were 
commonly observed in both directions. 
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2011. Data from this initial date through December 23, 2011 (the beginning of a gap in 

availability), were obtained for the 51 video detectors in the study area from PeMS. All available 

data for each detector were included, weekends in addition to weekdays, in order to compare the 

data sets across a range of conditions. PeMS stores Traficon video detector data at a 5-minute 

resolution at the finest, which is the level of aggregation used in the comparison. It was 

immediately observed that two northbound and six southbound video detectors were not 

reporting any data, and they were discarded. 

 

[Insert Figure C.169] 

[caption] 

 

 

 Figure C.169. Locations of NavTeq traffic message channel paths (longitudinal black 
lines) and Traficon video detectors (perpendicular black lines).
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Methods
The comparison of the probe and video speed data began with the procurement of 
that data. PeMS began collecting live Traficon video detector data in the Atlanta re-
gion on September 9, 2011. Data from this initial date through December 23, 2011 
(the beginning of a gap in availability), were obtained for the 51 video detectors in the 
study area from PeMS. All available data for each detector were included, weekends in 
addition to weekdays, in order to compare the data sets across a range of conditions. 
PeMS stores Traficon video detector data at a 5-minute resolution at the finest, which 
is the level of aggregation used in the comparison. It was immediately observed that 
two northbound and six southbound video detectors were not reporting any data, and 
they were discarded.

PeMS began archiving NavTeq probe data in the Atlanta region on September 18, 
2011. All available data from this date through December 23, 2011, were obtained 
from all 17 traffic message channel paths in the study area. Each probe data point is 
the result of NavTeq’s aggregation of many GPS measurements from multiple vehicles 
into a single speed value for a particular traffic message channel path. PeMS stores 
these aggregated speed measurements at their finest provided resolution, which is one 
data point roughly every 2 minutes (0.5 Hz). 

Figure C.170. Study area on I-285.
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Figure C.169. Locations of NavTeq traffic message channel paths (longitudinal black lines) and 

Traficon video detectors (perpendicular black lines). 

 

[Insert Figure C.170] 

[caption] 

 

 

Figure C.170. Study area on I-285. 

 

PeMS began archiving NavTeq probe data in the Atlanta region on September 18, 2011. 

All available data from this date through December 23, 2011, were obtained from all 17 traffic 

message channel paths in the study area. Each probe data point is the result of NavTeq’s 

aggregation of many GPS measurements from multiple vehicles into a single speed value for a 
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To properly compare the two data sets it is immediately necessary to convert them 
to a common time standard. As obtained from PeMS, the video data and probe data 
have different time ranges and different sampling frequencies. A Perl script was  written 
to fix the time range of all data sets to extend between September 9, 2011, and Decem-
ber 23, 2011, with empty cells for any time points without data. This same script fixed 
the probe data to the 5-minute resolution of the video data, the coarser of the two 
data resolutions. This was done by dividing the predefined time range into 5-minute 
windows and averaging all probe data points that fell inside each window (see Fig-
ure C.171). As discussed above, GDOT’s Navigator system also aggregates Traficon 
data into 15-minute periods.

Each 5-minute Traficon video speed measurement is also accompanied by a value 
called “percent observed” that represents the degree to which that data point repre-
sents an actual roadway measurement. Certain time periods might have a low per-
centage observed due to errors in the detector or feed. In those cases, PeMS fills in 
the missing data according to certain estimation algorithms. To keep the comparison 

Figure C.171. Common temporal aggregation of comparison data.

NavTeq:
NavTeq:



471

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

focused solely on the data generated by the sensors, only 100% observed data points 
were included. After this filtering, between 40% and 50% of 5-minute periods con-
tained data for most Traficon video detectors. By comparison, the NavTeq probe data 
sets all contained data for 20% of all 5-minute periods, and all traffic message channel 
paths followed the same pattern of data availability. This data availability indicates 
that the few probe data outages were caused by system issues. 

Once the video and probe data were all in the same temporal frame of reference, 
the comparison began by identifying the pairs of video detectors and traffic message 
channel paths that applied to the same stretch of roadway. Since video detectors are 
fixed to a point and traffic message channel paths span a length of roadway, each video 
detector can have no more than one associated path, but each path can have many 
matching video detectors (see Figure C.169). There were 7 pairs of video detectors and 
traffic message channel paths in the northbound direction and 12 in the southbound 
direction.

With video and probe detectors paired by location, their speed measurements 
can be plotted and compared visually. Figure C.172 shows video detector and probe 
speeds at the same location on I-285 in the northbound direction over three consecu-
tive weekdays. Both data sets seem to agree closely on the speed profile during the 
congested period. However, the NavTeq probe data are clearly capped at an artificial 
ceiling around 55 mph. This means that the probe data are only valid for times when 
speeds were below 55 mph. 

To maintain the integrity of the comparison, all 5-minute periods during which 
any traffic message channel path had a reported speed of 55 mph were identified as 
artificial and discarded. Critically, the corresponding time period in the paired video 
detector was also discarded in order to maintain the same temporal reference in both 
data sets. Figure C.173 plots the results of this filtering on the time range and data 
from Figure C.172, showing all of the time points from Figure C.172 during which 
both data sets contained directly observed data. The removal of data from certain time 
periods creates discontinuities in the time basis of the data, so each point is now iden-
tified by its index in the data set. This procedure effectively removes all noncongested 
time periods from each comparison, which means that the fundamental basis of com-
parison of these data sets is the observed speeds during congested periods.

Many techniques are available for numerically computing the similarity of two 
data sets. In this case, the Pearson correlation coefficient was computed between each 
pair of processed data sets. The correlation coefficient is defined as the covariance of 
the two data sets (a measure of their linear dependence) normalized by the product 
of their standard deviations. Covariance is a useful measure of the degree to which 
two data sets increase and decrease together, but its magnitude is difficult to interpret. 
Normalizing the covariance by the product of the standard deviations allows correla-
tions to be compared across pairs of data sets. Correlation coefficients were computed 
between each pair of processed data sets in R to determine the degree to which the 
speed measurements from each source agree.
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Figure C.172. Comparison of speeds from video (black) and probe (gray) sources.
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Figure C.172. Comparison of speeds from video (black) and probe (gray) sources. 

 

Many techniques are available for numerically computing the similarity of two data sets. 

In this case, the Pearson correlation coefficient was computed between each pair of processed 
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Inspection of Figure C.173 reveals that the probe data at this location appear to 
lag slightly behind the video detector data. This lag can be quantified by computing the 
cross-correlation of the two data sets. To demonstrate this, the cross-correlation for 
the data shown in Figure C.173 was computed. It can be seen in Figure C.174 that the 
peak correlation occurs at a lag of −1; the unshifted data have a correlation of 0.80. 
When the probe data are shifted earlier by one index position, as recommended by the 
cross-correlation function, the correlation of the two data sets improves to 0.93 (see 
Figure C.175). This technique can be used to calibrate sensor measurements.

I-285 Northbound Results
Correlations in speed measurements from the northbound direction of travel were 
strong, ranging from 0.75 to 0.87. Of the seven video detector–traffic message channel 
path pairs, five (71%) had correlations exceeding 0.8. The most poorly correlated pair 
was located at the northern end of the study segment, near the North Hills Shopping 
Center. The best correlation was seen between the longest traffic message channel path 
and the detector located near its middle, close to the Decatur Road exit.
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data sets. The correlation coefficient is defined as the covariance of the two data sets (a measure 

of their linear dependence) normalized by the product of their standard deviations. Covariance is 

a useful measure of the degree to which two data sets increase and decrease together, but its 

magnitude is difficult to interpret. Normalizing the covariance by the product of the standard 

deviations allows correlations to be compared across pairs of data sets. Correlation coefficients 

were computed between each pair of processed data sets in R to determine the degree to which 

the speed measurements from each source agree. 

 

[Insert Figure C.173] 

[caption] 

Figure C.173. Comparison of speeds from video (black) and probe (gray) sources after filtering. 

 

Inspection of Figure C.173 reveals that the probe data at this location appear to lag 

slightly behind the video detector data. This lag can be quantified by computing the cross-
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Figure C.173 was computed. It can be seen in Figure C.174 that the peak correlation occurs at a 

lag of −1; the unshifted data have a correlation of 0.80. When the probe data are shifted earlier 

by one index position, as recommended by the cross-correlation function, the correlation of the 
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Figure C.173. Comparison of speeds from video (black) and probe (gray) sources after filtering.
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two data sets improves to 0.93 (see Figure C.175). This technique can be used to calibrate sensor 

measurements. 

 

[Insert Figure C.174] 

[caption] 

 

Figure C.174. Cross-correlation of data from Figure C.173. 

 

[Insert Figure C.175] 

[caption] 

 

Figure C.175. Data from Figure C.173 after shifting probe (gray) data. 
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Figure C.174. Cross-correlation of data from Figure C.173.
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I-285 Southbound Results
Correlations in speed measurements from the southbound direction of travel were 
slightly weaker than in the northbound direction, ranging from 0.69 to 0.87. The 
range of correlations was greater in this direction of travel, perhaps because of the 
larger number of pairs. Of the 12 video detector–traffic message channel path pairs, 
only one (8%) had a correlation exceeding 0.8, although 10 (83%) exceeded 0.75, a 
good correlation. The most poorly correlated pair was located on the southern edge of 
the longest traffic message channel path, near Midvale Road. The best correlated pair 
was seen between the path and detector located near the junction of US-78 and I-285.

Discussion
Although the video detector speeds and probe speeds correlated well with each other, 
a better understanding of the source of the differences in the measurements was 
sought. Some part of the difference is likely due to random error, but another part 
could be related to the locations of the video detectors and traffic message channel 
paths. Since each detector that sat along any part of a path was paired with that 
path, one source of difference could be related to the location of the video detector 
within its paired traffic message channel path. It seems reasonable to assume that a 
path paired with a video detector located at its midpoint would correlate better than 
a path paired with a video detector near the path’s edge.

To investigate this hypothesis, the distance between each video detector and the 
midpoint of its paired traffic message channel path was calculated. These distances 
ranged from 0.02 to 0.27 miles in the northbound direction and from 0.01 to 0.72 miles 
in the southbound direction. Scatterplots were made between these distances and the 
correlation of the corresponding video detector and traffic message channel path for 
each freeway direction (see Figure C.176). One would expect each pair’s correlation to 
increase as the distance decreases, and indeed this negative relationship seems to appear 
in the southbound direction (R2 = 0.55). However, no linear relationship between cor-
relation and distance is apparent in the northbound direction. When plotting distances 
and correlations from both directions of traffic together, the same approximate linear 

Figure C.175. Data from Figure C.173 after shifting probe (gray) data.

 
 

61 
2014.04.23 13 L02 Guide Appendix C Part 5_final for composition.docx 

two data sets improves to 0.93 (see Figure C.175). This technique can be used to calibrate sensor 

measurements. 

 

[Insert Figure C.174] 

[caption] 

 

Figure C.174. Cross-correlation of data from Figure C.173. 

 

[Insert Figure C.175] 

[caption] 

 

Figure C.175. Data from Figure C.173 after shifting probe (gray) data. 
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relationship that was seen in the southbound direction reemerges, with a slightly lower 
correlation coefficient (R2 = 0.43). This result indicates that part of the difference in 
the video detector and probe data speed measurements may be due to the distance 
between the video detector and the midpoint of the traffic message channel path.

Another way to compare two sets of speed measurements would be to simply 
compute the difference between them at each time point. Figure C.177 shows the dif-
ference in speed measurements for the same pair of detectors and time ranges shown 
in Figures C.172 and C.173. Speed measurements from this pair of detectors matched 
well, with a correlation coefficient of R2 = 0.85. Figure C.173 shows both speed pro-
files in general agreement. However, when the difference in speed measurements is 
plotted in Figure C.177, it can be seen that the measurements often differ by as much 
as 20 mph during individual 5-minute time periods. This level of discrepancy indicates 
that measurements from the two types of detectors may not agree at fine time resolu-
tions, even if the detectors are properly configured and in good working order. That 
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measurements for the same pair of detectors and time ranges shown in Figures C.172 and C.173. 

Speed measurements from this pair of detectors matched well, with a correlation coefficient of 

R2 = 0.85. Figure C.173 shows both speed profiles in general agreement. However, when the 

difference in speed measurements is plotted in Figure C.177, it can be seen that the 

measurements often differ by as much as 20 mph during individual 5-minute time periods. This 

level of discrepancy indicates that measurements from the two types of detectors may not agree 

at fine time resolutions, even if the detectors are properly configured and in good working order. 

That the speed difference appears to fluctuate around zero indicates further that this pair is still a 

good match. Since the detectors agree on the general duration and speed profile of congestion 

and their difference is centered at zero, their correlation will likely improve as the data are rolled 

up to coarser levels of temporal aggregation. 

 

[Insert Figure C.176] 

[caption] 

 

Figure C.176. Scatterplots comparing correlation of speed measurements with distance between 

detectors. 

 

[Insert Figure C.177] 

I-285 Northbound and Southbound

0.6 0.7 0.8 0.9 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

Correlation

M
id

po
in

t D
is

ta
nc

e 
(m

ile
s)

R2 = 0.429
I-285 Northbound

0.6 0.7 0.8 0.9 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

Correlation

M
id

po
in

t D
is

ta
nc

e 
(m

ile
s)

R2 = 0.003

0.6 0.7 0.8 0.9 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

Correlation

M
id

po
in

t D
is

ta
nc

e 
(m

ile
s)

I-285 Southbound
R2 = 0.547

Figure C.176. Scatterplots comparing correlation of speed measurements with distance between detectors.
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[caption] 

 

Figure C.177. Difference in speed measurements (video – probe). 

 

<H3>Conclusion 

This use case explored the steps necessary to compare speed measurements from two types of 

detectors. Differences in sampling rate (3 versus 0.5 Hz), configuration basis (detector based 

versus traffic message channel path based), and data availability range were addressed by 

aggregating speed measurements at the finest available grain to 5-minute windows. Time points 

during which a video detector was less than 100% observed or a traffic message channel path 

reported the 55 mph speed ceiling were discarded. After this preprocessing, the speed values of 

detectors from the same roadway segment were compared by computing their correlations. The 

video detector speeds correlated well with probe-based speeds at the same location, particularly 

in terms of the magnitude of speed drops and their profiles. Thus, these disparate detector types 

can be used together to determine the time, duration, and extent of congestion. Additional 

analysis revealed that some part of the differences between the two types of measurements may 
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Figure C.177. Difference in speed measurements (video – probe).
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the speed difference appears to fluctuate around zero indicates further that this pair 
is still a good match. Since the detectors agree on the general duration and speed pro-
file of congestion and their difference is centered at zero, their correlation will likely 
improve as the data are rolled up to coarser levels of temporal aggregation.

Conclusion
This use case explored the steps necessary to compare speed measurements from two 
types of detectors. Differences in sampling rate (3 versus 0.5 Hz), configuration basis 
(detector based versus traffic message channel path based), and data availability range 
were addressed by aggregating speed measurements at the finest available grain to 
5-minute windows. Time points during which a video detector was less than 100% 
observed or a traffic message channel path reported the 55 mph speed ceiling were dis-
carded. After this preprocessing, the speed values of detectors from the same roadway 
segment were compared by computing their correlations. The video detector speeds 
correlated well with probe-based speeds at the same location, particularly in terms of 
the magnitude of speed drops and their profiles. Thus, these disparate detector types 
can be used together to determine the time, duration, and extent of congestion. Addi-
tional analysis revealed that some part of the differences between the two types of 
measurements may be due to the distance of the video detector from the midpoint of 
its matched traffic message channel path. Finally, plotting the difference between two 
data sets reveals the hazards of comparing data from individual 5-minute periods.

LESSONS LEARNED

Overview
This case study shows that, with proper quality control and integration measures, 
ATMS data can be used for travel time reliability monitoring, including the linking 
of travel time variability with the sources of nonrecurrent congestion. It shows that 
ATMS systems can be a source of traffic data, as well as a source of information on 
the relationship between travel time reliability and the seven sources of congestion. In 
evaluating the similarity between ATMS and third-party probe data, this case study 
also sheds light on points of consideration for integrating different data sources into a 
TTRMS. The remainder of this section describes lessons learned within each of these 
areas. 

Systems Integration
The key systems integration finding from this case study is that ATMS data require sig-
nificant evaluation and quality-control processing before they can be used to compute 
travel times and inform on the causes of unreliability. Four major issues were noted 
with ATMS data and metadata:

1. Sensor metadata and event data may not contain locational information at the ac-
curacy required for travel time computation and analysis. 

2. Descriptive information for sensor metadata and event data can be free form and 
nonstandardized.
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3. Traffic data may not be received at constant sampling rates.

4. Expected data samples may be missing.

Due to the short-term nature of this case study, these issues were handled inter-
nally by the project team by changing the properties of the data collection feeds and 
discarding sensors and events that did not have sufficient information to allow for 
interpretation. For staff executing a long-term deployment of a reliability monitoring 
system, these issues highlight the need for a thorough understanding of the ATMS data 
model and processing steps. These issues also highlight the need for a good relation-
ship with ATMS staff so that the necessary information can be acquired and problems 
resolved. 

Methodological Advancement
The methodology work of this case study linked the regime-estimation work devel-
oped in the Northern Virginia case study site with the seven sources analysis developed 
for the San Diego site. At the San Diego study site, analysis showed incidents and 
weather events to be leading drivers of travel time variability. On the Atlanta corridor, 
although incidents, weather, lane closures, and special events all contributed to the 
slowest and most variable travel time regimes, a large portion of travel time variability 
was not attributable to any of the measured seven sources. This observation indicates 
that, particularly for urban corridors that experience a lot of recurrent congestion, the 
harder-to-measure sources of fluctuations in demand and inadequate base capacity are 
likely leading drivers of travel time variability. 

Probe Data Comparison
This case study provided the first opportunity to compare speed data reported by 
infrastructure-based sensors with speeds obtained from a third-party data provider. 
It showed that there are three main points of consideration for integrating different 
data sources into a reliability monitoring system: (1) standardizing the data sampling 
rate (in this case study, 3 versus 0.5 Hz); (2) standardizing the spatial aggregation of 
the data (in this case study, detector based versus traffic message channel path based); 
and (3) handling instances of missing or low-quality data samples among the sources. 
These issues must be dealt with before disparate data sources can be fused together for 
reliability monitoring. Following the necessary integration steps and the discarding of 
any artificial speed bounds in the third-party data set (in this case study, third-party 
speeds were capped at 55 mph), the comparison analysis showed that the agency-
owned video detection speeds correlated well with the corresponding probe-based 
speeds. However, results showed that speed differences between data sources may in-
crease with the distance between the midpoint of the traffic message channel path and 
the infrastructure detector. 
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Case Study 5:  
NEW YORK/NEW JERSEY

The New York City metropolitan area in the states of New York and New Jersey was 
chosen to provide insight into travel time monitoring in a high-density urban location. 
The main objectives of the New York/New Jersey case study included

•	 Obtaining time-of-day travel time distributions for a study route from probe data;

•	 Identifying the cause of bimodal travel time distributions on certain links; and

•	 Exploring the causal factors for travel times that vary significantly from the mean 
conditions.

The route analyzed in this case study begins in the Boerum Hill neighborhood of 
Brooklyn, traverses three major freeways—the Brooklyn–Queens Expressway (I-278), 
the Queens–Midtown Expressway (I-495), and the Van Wyck Expressway (I-678)— 
and ends at JFK International Airport. The route is illustrated later in this section.

The monitoring system section details the reasons for selecting New York as a case 
study site and gives an overview of the setting. It briefly summarizes the archived probe 
vehicle data source and the underlying road network to which it corresponds and gives 
an overview of the approach the team took to analyze that data.

Methodology describes the steps necessary to obtain probability density functions 
(PDFs) of travel time distributions based entirely on probe data along a New York City 
route. Critically, these probe data are sparse, and no probe vehicles traverse the entire 
route. Techniques are presented to preserve the correlation in speed measurements on 
consecutive links while synthesizing the aggregate route travel time PDF (TT-PDF) 
from segments of multiple probe vehicle runs.

Use case analysis is less theoretical and more site specific. It is motivated by the 
user scenarios described in Appendix D, which are the results of a series of interviews 
with transportation agency staff regarding agency practice with travel time reliability. 
Although the methodology section of this case study describes the steps necessary to 
process and interpret probe vehicle data, the use case section focuses on a specific 
application of this methodology. This case study contains a single use case that focuses 
on three alternative methodologies for constructing TT-PDFs from probe data.
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Lessons learned summarizes the lessons learned during this case study with regard 
to all aspects of travel time reliability monitoring: sensor systems, software systems, 
calculation methodology, and use. These lessons will be integrated into the final Guide 
for practitioners.

MONITORING SYSTEM

Site Overview
The New York City site was chosen to provide insight into travel time monitoring in a 
high-density urban location. The 2000 U.S. Census estimated New York City’s popula-
tion to be in excess of 8 million residents, at a density near 26,500 people per square 
mile (1). Kings County (Brooklyn) is the second most densely populated county in the 
United States after New York County (Manhattan) (1). New York City has a low rate 
of auto ownership; only 55% of households had access to an automobile in 2010 (2). 
For drivers of single-occupant vehicles, 53% of all commute trips take 30 minutes or 
more, with an average commute travel time of 31 minutes (2).

This site is covered by a probe vehicle data set provided to the research team by 
ALK Technologies, Inc. Probe vehicle data are collected from mobile devices inside 
of vehicles and consist of two types of data: individual vehicle trajectories defined by 
time stamps and locations and link-based speeds calculated from each vehicle’s trajec-
tory. Probe vehicle detection technology provides high-density information about the 
vehicle’s entire path, allowing travel times to be directly monitored at the individual 
vehicle level. In contrast, infrastructure-based sensors such as loop detectors measure 
traffic only at discrete points along the roadway and do not keep track of individual 
vehicles as they travel. Probe data rely on the roadway’s users to generate performance 
data, greatly reducing detection maintenance costs to the agency. These features make 
probe vehicles an attractive roadway data source to agencies.

The research team obtained probe data for a region of New York City defined 
by a rectangular box running 25 miles east to west and 40 miles north to south. 
Figure C.178 shows this bounding box, which covers Manhattan, the Bronx, and 
Brooklyn in their entirety, along with most of Queens. Data from all roadway seg-
ments within this box were obtained. Probe runs that crossed the boundary of the box 
were truncated such that only the segments within the box were included in the data 
set. Segments that had been truncated in this way were treated as unique trips.

The data obtained for this site were a static collection of raw traces and processed 
speed measurements collected by probe vehicles between May 19, 2000, and Decem-
ber 29, 2011. No real-time data were acquired or analyzed for this case study because 
such data were unavailable. Unlike the other case study sites, in the New York/New 
Jersey location an archived data user service was not deployed. All data processing and 
visualization were carried out through custom routines run offline.

Like roadway data from the other case studies, this probe data set was accom-
panied by a network configuration. A network configuration connects traffic data to 
the physical roadway network through a referencing system. This configuration is 
necessary for proper interpretation and analysis of the traffic data, such as computing 
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route travel times from point speeds. For these probe data, the network configuration 
is made up of links defined by ALK. Links are unique to a roadway segment and direc-
tion and are less than 0.1 mile long on average. Due to limitations in global position-
ing system (GPS) location accuracy, these links are not lane specific; as a result, link 
data are interpreted as the mean speed across all lanes. The full data set obtained for 
this case study contained 180,061 links representing 14,402 roadway miles over the 
1,000-square-mile area enclosed by the bounding box (Figure C.178).

Data
The three probe vehicle–based data sets that contributed to this case study are listed 
in Table C.66. Each of these three data sets is based on the same original collection of 
probe vehicle runs collected in the raw data set. The raw data contain unaltered GPS 
sentences, as originally recorded by the probe vehicles, and were not obtained by the 
project team. The second data set, called gridded GPS track data (GGD), contains 

Figure C.178. Site map with data bounding box.
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most or all raw GPS points, matched to ALK’s link-based network configuration. The 
third data set, called one monument, is an aggregation of the GGD data set. The one 
monument data contain a more manageable number of speed measurements that cor-
respond with the vehicle’s speed and time stamp at the midpoint of each ALK link.

TABLE C.66. PROBE VEHICLE DATA SETS
Data Set Description No. of Data Points Uncompressed Size

Raw Untouched NMEA sentences 36,683,340 (or more) 4.19 GB (or more)

GGD Data points reformatted and identified by ALK link 36,683,340 4.19 GB

One monument One vehicle measurement per link midpoint 4,282,136 0.48 GB

Note: NMEA = National Marine Electronics Association.

The raw GPS data set was stored in the standard NMEA sentences originally 
recorded by the GPS device in the probe vehicle. A different file is typically created 
for each vehicle trip. The primary GPS data elements of interest for traffic analysis are 
location (latitude and longitude), speed, heading, and time stamp. GPS sampling fre-
quency affects the temporal resolution of all three probe data sets. The data analyzed 
by the research team was based on GPS data recorded every 3 seconds.

The GGD data set was produced through the cleaning and map-matching routines 
carried out on the raw GPS data; it contains speeds on links and travel times between 
links, which are organized into trips. This data set is contained in a single file with 
entries that include time stamp, link ID, position along the link, speed, trip ID, and 
sequence within the trip. The organization into trips follows that of the GPS files. A 
gap greater than 4 minutes in a single GPS file is interpreted as the boundary between 
two trips made by the same vehicle. This preserves continuity in the data and ensures 
that only travel times (and not trip times) are represented. In this data set, each point 
is also map matched to a single ALK link and includes a value indicating how far along 
that link the point is located.

The one monument data set aggregates each trip’s data points into single time-
stamped speed values for each ALK link that the trip traverses. This is a subset of the 
GGD data set. When there are multiple observations for the same link within a single 
trip, only the data point closest to the midpoint of the link is retained, and its time 
stamp is interpolated to the time the vehicle likely passed the link’s center point. The 
speed values in this data set are computed based on the total travel time along the 
link and the link’s length, which effectively evens out the instantaneous speeds over 
the link. This data set aids travel time analysis by greatly reducing the number of data 
points required to compute travel times over road segments for a single trip.

The ALK links themselves are defined in three configuration files called links, 
nodes, and shapes. Each link lies within a cell of a rectangular grid and is uniquely 
identified by the combination of its grid ID and link ID. Links are bounded on either 
end by nodes whose coordinates are defined in the nodes file. The geometry of each 
link can be drawn from coordinates found in the shapes file. Additionally, links are 
labeled with a class identifier that corresponds to one of the following road types: 
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Interstate, Interstate without ramps, divided road, primary road, ferry, secondary 
road, ramps, and local road. Local roads make up the vast majority of the links in the 
network configuration.

Data Management
Analysis of this probe data set was primarily carried out on the aggregated trip-link 
speeds present in the one monument data. The aggregated speeds in this data set are 
similar in format to the traffic message channel path–based data analyzed in the  Atlanta 
case study. The Atlanta case study compared GPS trace data with video  detector data, 
but only after the data had been aggregated into link-based speed measurements. The 
complete GPS trace data in the GGD data set are the only data from any of the five 
case studies that trace the entire path of vehicle trips. Even though these GPS trace 
data are not analyzed directly in this case study, they deepen the analysis done on the 
one monument data to enable sophisticated computations, as described in the use case 
section below.

The data were provided by ALK in flat files and managed by the research team 
manually through custom processing routines run offline. To focus on issues related to 
probe vehicle data processing, no additional data sources were considered.

METHODOLOGY

Overview
The central goal of this use case was to advance the understanding of practical tech-
niques for working with probe vehicle data in travel time reliability monitoring appli-
cations. To accomplish this, the research team analyzed a collection of probe vehicle 
data. This section first describes the study route, illustrating how the probe data set 
was assembled and processed for the route and explaining the implications of data 
density on the resulting analysis. The section then describes methods for identifying 
and visualizing congestion and travel time reliability from sparse probe data. Finally, 
the section lays the groundwork for computing route-level TT-PDFs, a methodological 
issue that is explored in depth in the use case.

Site Description
The methodological steps in this section were conducted on a 17.4-mile route in New York 
City that travels from the densely residential Boerum Hill neighborhood of  Brooklyn to 
JFK International Airport. This route was chosen because it lies within a well-connected 
roadway network over which several alternate routes can be taken. This makes for a more 
interesting analysis, as drivers in the area likely base some of their travel decisions on the 
travel time and travel time reliability of this particular route. The route is also  varied, 
traversing a series of arterials and three major freeways between  Boerum Hill and JFK 
International Airport. The route begins at  Atlantic  Avenue and  Flatbush Avenue, then 
travels over the Brooklyn–Queens Expressway (I-278 eastbound), the Queens– Midtown 
Expressway (I-495 eastbound), and the Van Wyck Expressway (I-678 southbound), 
ending near JFK International Airport’s cell phone parking lot. This route is shown in 
Figure C.179, with the origin identified in white and the destination in black.
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The first step in route analysis was to determine which ALK links make up the 
study route, which was done by visually identifying the ALK grids through which the 
route travels. From there, it was possible to map all Interstate-class links contained in 
the relevant grids and visually identify the links that make up the route. After complet-
ing this process, the team found the 17.4-mile-long route to be made up of 102 ALK 
links. The grid IDs and link IDs of these links were labeled with their order within the 
route and stored.

After route links have been identified, it is possible to calculate the number of data 
points recorded for each link. Probe data are sparser during times when fewer vehicles 
are traveling (i.e., at night), making certain types of time-of-day analysis more difficult. 
As each data point contains a time stamp, counts of data points by link and time of day 
can be obtained directly from the data. The time stamps must be converted from coor-
dinated universal time to local time (here, eastern standard time), with adjustments 
made for daylight savings time, before the counts can be interpreted.

Data availability on the study route during the 11-year period of coverage is dis-
played in Figure C.180. As the figure shows, data coverage over the route is generally 
quite sparse, with the most densely covered link–hour containing 71 points. Sparse 

Figure C.179. Study route.
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data coverage means that analysis requiring data partitioning, such as comparing 
weekday and weekend speeds, will likely not yield rich results. The three freeway seg-
ments have the best data coverage; coverage is sparser on the arterials near the origin, 
the freeway connectors, and the airport roads at the destination. Data coverage is 
highest in the evenings and around midday. Contributing to the sparseness of the data, 
no individual vehicle trips traversed the entire route from beginning to end.

Methods
As there were no travel time records for the entire route, methodologies had to be 
developed to construct the route travel time distribution piecemeal from the individual 
link data. The advantage of this approach is that it uses the entirety of the data set, 
rather than a subset of long trips. Obtaining composite travel time distributions from 
vehicles that only traveled on a portion of the route is a complex process, primarily be-
cause, as this project has shown, travel times on consecutive links often have a strong 
linear dependence. This linear dependence must be accounted for when combining 
individual link travel times into an overall route travel time distribution. Accounting 
for this dependence is a core methodological challenge that is fully explored in the 
use case section. The research team first approached this complex topic by examining 
PDFs of speeds on an individual link, the results of which are presented in this section.

Figure C.180. Quantity of data analyzed.
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Figure C.180. Quantity of data analyzed. 
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To understand the traffic conditions represented in the data set, time-of-day–based 
speed distributions on a single link can be plotted. Figure C.181 depicts hourly PDFs 
of speeds observed on Link 38 in the route (near the I-278/I-495 interchange). From 
this visual, it is clear that most speeds fall between 45 and 65 mph, with the exception 
of the p.m. peak. From 2:00 to 7:00 p.m., the speeds appear to be bimodally distrib-
uted, with a lower modal speed around 10 mph.

With the knowledge that mixed traffic conditions occur during the afternoon 
period on the 38th link in the route, afternoon speeds along the entire route can be 
analyzed. Speed measurements on each link during the 3 to 8 p.m. commute period 
were obtained from the one monument data set. To illustrate speed changes along the 
route in the afternoon period, the median afternoon speed for each link is plotted, as 
shown in Figure C.182. Each link has multiple speed measurements over the 11-year 
study period during these hours, so speeds between the 25th and 75th percentile for 
each link are shaded in gray to indicate the rough extent of each link’s afternoon speed 
distribution. Speeds appear to dip in the middle of the freeway segments. Median 
speeds along the route outside of the afternoon period remain relatively high through-
out the freeway segments, indicating afternoon period congestion.

Figure C.181. Time-of-day speed distribution on Link 38.
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Figure C.181. Time-of-day speed distribution on Link 38. 
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Next the team looked at how speeds vary across the route throughout the whole 
day, again considering the entire speed distribution on each link–hour. Speed measure-
ments on each link during each hour of the day were extracted from the one monu-
ment data set, and the 25th percentile, median, and 75th percentile speeds for each 
link–hour were computed. The variation of speeds along the route throughout the day 
is presented in Figure C.183. Link–hours with no data (mostly at freeway interchanges 
and toward the end of the route at night) are marked with a speed of zero.

The speed data appear to show three triangular regions in the afternoon period 
of each freeway segment. These triangular regions indicate bottleneck regions of low 
speeds during the afternoon commute period.

Figure C.182. Quartile speeds along route by time of day.
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Results
Using the quartile speeds for each link throughout the day, it is possible to simulate 
trip trajectories along the route for any slice of the speed distribution. This is done by 
fi rst choosing a virtual trip start time and then moving along the route link by link, 
simulating the arrival time at the next link based on the speed and length of the current 
link. The link speeds used to advance this simulation must correspond to the time of 
day in the virtual vehicle’s trip.

Figure C.184 shows the trajectory of trips simulated using afternoon period link 
mean speeds at 30-minute intervals. This type of time–space contour plot is practical 
in helping to identify locations or times that experience long travel times and to view 
how unreliable conditions affect trips at different times of the day. For example, the 
virtual trip departing at 5 p.m. appears to experience more congestion at the beginning 
of the I-678 segment than later trips do. This gives it a longer travel time than it would 
have experienced had it departed 30 minutes later.

Figur e C.183. Route speed profi le.
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USE CASE ANALYSIS

The single use case evaluated in this case study is a site-specifi c application of the 
probe data processing and analysis techniques described in the methodology section. 
The motivation for this use case was to generate and compare travel time distributions 
along a route at different times of day using only probe data. The methodology sec-
tion describes a technique for simulating trips based on probe speed measurements; 
however, these simulated trips only apply to a particular slice of the speed distribution 
(such as the median speed). A more complex approach is needed to measure and illus-
trate the variation in speeds and travel times on a route at a given time.

This use case demonstrates three methods for obtaining route travel time distribu-
tions from probe-based speed data. For continuity, analysis is performed on the route 
described above. The analysis in each of the three methods is performed on the one 

Figure  C.184. Virtual trips simulated over median link speeds.
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monument data set. For this analysis, the most important variables in the data set are 
time stamp, speed, trip ID, and indexed position within a trip, if any (many trips are 
made up of a single point on the route). This yields two types of information useful for 
travel time analysis: (1) individual vehicle time-stamped link speeds and (2) individual 
vehicle link travel times, as derived from the differences in the time stamps of consecu-
tive trip points (for trips with more than one point). The methods differ in how they 
use these features of the data set to construct TT-PDFs.

Method 1
The first method is the only method to use all available data elements in the one monu-
ment probe data set to construct the route TT-PDF. This method uses discrete link 
speeds, as well as trip-based travel times, to construct the travel time distribution in 
different time periods of the day.

Since the data coverage on the arterial links at the beginning of the route is so 
sparse, analysis is focused on the route from Link 17 to JFK International Airport. The 
method is divided into two stages: a preparatory stage and a distribution construction 
stage.

Preparatory Stage
In the preparatory stage, each link in the route is considered, and trips are identified 
that began on that link and traveled at least one link downstream on the route. The 
goal of this step is to calculate a link start point–to–link end point travel time for each 
multilink trip in the data set. Each one monument data point contains a LinkOffset 
value that indicates the distance along the link that the speed value was taken (e.g., 0.5 
indicates that the data point was taken at the link’s midpoint). This trip travel time cal-
culation method uses the data point time stamps to determine the travel time between 
each trip’s first and last link and the link speed, length, and offset to extend that travel 
time to the start point of the first link and the end point of the last link. For a trip that 
travels from Link 1 to Link n, the trip travel time is computed by using Equation C.8:

This step results in a set of travel times for each link that measures trips from that 
link to some downstream link. The travel times were divided by time period (morn-
ing, midday, afternoon, and nighttime) and were then assembled into trip travel time 
distributions for each link and time period.

 
TripTT=

Length LinkOffset
Speed

Timestamp Timestamp
Length 1 LinkOffset

Speedn
n n

n

1 1

1
1( ) ( )∗

+ − +
∗ −

 
(C.8)
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Distribution Construction Stage
The distribution construction stage builds up the full travel time distribution along the 
route link by link in four steps. Each iteration of the steps adds the subsequent down-
stream link into the route travel time distribution. The route travel time distribution 
is initialized as the travel time distribution on the first link on the route, as computed 
from all data points on the first link. The following four steps are then carried out 
sequentially down the route for all links:

1. Compute the travel time distribution for the current link using all data points 
measured on the link.

2. Add the travel time distribution for the current link to the route travel time dis-
tribution computed in Step 4 for the upstream link, assuming independence. To 
add two independent distributions of data, each point of the first data set must 
be summed with each point of the second data set. If the size of one data set is m 
and the size of the other is n, the size of the data set resulting from their sum is the 
product of the two sizes: mn. This is equivalent to convolving the PDFs of the two 
independent distributions.

3. Obtain the set of travel times computed in the preparatory stage that end at the 
current link, and merge their adjusted data sets to the data set of the route travel 
time distribution computed in Step 2. The adjusted data set will have been com-
puted in Step 4 for a previous link.

4. For all trips that start at the downstream link, add the route travel time distribu-
tion computed in Step 3 to their travel time. This adjusts these travel times such 
that they represent the travel time distribution between the beginning of the route 
and the end of the trip.

The resulting TT-PDFs computed using this method for four time periods are 
shown in Figure C.185. The odd multimodal distribution of the 10 p.m. to 12 a.m. 
travel times is due to a proportionally larger number of trip-based speeds than discrete 
link speeds at night. At other times of the day, the number of link speeds overwhelms 
the number of trip-based speeds, smoothing out the effects of individual trips.
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Method 2
The second method for computing route TT-PDFs ignores the linear dependence 
 between consecutive links and directly computes the route travel time distribution 
as if all link travel times were independent. This method is based entirely on directly 
observed link speeds, discarding the time stamp differences between points in the same 
trip. It works by simply convolving the distributions of travel times on consecutive 
links down the route. For example, the frequency distribution of travel times on the 
first link is added to the frequency distribution of travel times on the second link, and 
so on until a full travel time distribution for the entire route is obtained. The resulting 
TT-PDFs computed using this method for four time periods are shown in Figure C.186.

This is the simplest route TT-PDF creation method considered in this case study. 
Here every single measurement is treated as independent of all others, ignoring all trip 
relationships between points. As in Method 1, travel time distributions are computed 
for four time periods during the day. With the trip-based travel times discarded, the 
outlying spikes in the 10 p.m. to 12:00 a.m. travel time distribution are no longer seen. 

Figure C.185. Route PDF generation using Method 1.
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The speeds between 5 and 7 p.m. appear to be shifted by roughly the same amount 
as seen in Method 1. The 7 to 9 a.m. time period and the 12:00 to 2 p.m. time period 
appear to have similar bimodality to that generated by Method 1.

Method 3
The third method developed for constructing route TT-PDFs computes and leverages 
the correlation between speeds on consecutive links within a trip. This method, which 
only requires speeds measured from trips that traveled on multiple links, uses the few-
est one monument data elements. It builds route TT-PDFs by simulating trips along a 
route, taking into account the measured data on each link, as well as synthesized trips 
based on observed data and computed incident matrices. It builds up travel times link 
by link. As with the previous two methods, due to the lack of data on the arterials near 
the beginning of the route, the team began the route on Link 17.

The method begins by computing incidence matrices for each pair of consecutive 
links. These incidence matrices describe the correlation in speeds between the two links. 
To construct the incidence matrices, evenly spaced bins are defined to group the speed 

Figure C.186. Route PDF generation using Method 2.
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data for each link. In this use case, 10 bins between 0 and 80 mph (each bin is 8 mph 
wide) were used. A two-dimensional incidence matrix is created for each pair of consec-
utive links to capture the nature of the speed relationship between the two links within 
different bins. Speed bins on Link 1 are represented in the incidence matrix’s rows, and 
speed bins on Link 2 are represented in its columns. Because 10 bins were used in this 
use case, all incidence matrices are 10 × 10.

Consider an incidence matrix for two consecutive links: Link 1 and Link 2. The 
incidence matrix describes the likelihood of a speed on Link 2 occurring given a speed 
on Link 1. The entry in the (m, n) cell of this incidence matrix contains the quantity 
of Link 2 speed measurements that fell into the nth bin when the Link 1 speed came 
from the mth bin. The counts in the cells of the incidence matrix become synthesized 
trip points for each observed data point on Link 1.

For example, suppose a single Link 17 speed observation falls within the fourth 
speed bin, and the incidence matrix for Links 17 and 18 lists two speeds in the fifth bin 
and three speeds in the fourth bin on Link 18 following a 4th bin speed on Link 17. This 
single observed speed on Link 17 has resulted in five pairs of speeds across Links 17 
and 18 (two between it and the fifth speed bin, and three between it and the fourth 
speed bin). These five speed pairs can be thought of as synthesized trips between the 
two links because they capture the correlation between speeds on the two consecutive 
links while using the observed data. This process is repeated for each observed speed 
on Link 17, and all synthesized trips over the first two links are recorded.

To continue the process on the next pair, Links 18 and 19, the speeds on Link 18 
resulting from the incidence matrix technique described above (there were five speeds 
in the example) are combined with the directly observed speeds on Link 18. This col-
lection of speeds is then subjected to the same incidence matrix procedure to obtain 
synthesized Link 19 speeds for each speed on Link 18 that was either directly observed 
or synthesized from Link 17’s directly observed speeds. When the final link in the route 
is reached in this way, the speed on each link in each synthesized trip can be used to 
obtain its travel time. The distributions of these travel times calculated at different 
times of day are shown in Figure C.187.

Since each preceding link speed generates multiple speeds for the following link, 
this method generates a large amount of data very quickly. To keep the travel time data 
set manageable, the growing data set of synthesized speeds was periodically reduced to 
a random sample whenever it grew too large to efficiently process.

The multimodal pattern seen in the 10 p.m. to 12 a.m. data from Method 1 is even 
more pronounced in travel times synthesized with this method. Both of these methods 
leverage individual trip travel times across multiple links. The low quantity of data at 
night exaggerates the influence of individual trips on the data, creating these spikes. 
This method produces very narrow travel time distributions that are offset slightly 
from those generated by the other two methods. Here it can be seen that travel times 
during the morning and midday time periods are faster by 5 minutes compared with 
the other methods, with dramatically fewer long travel times. The 5 to 7 p.m. travel 
time distribution is again the most widely distributed, but travel times are shifted to 
the right (slower) by 10 minutes compared with the results from Methods 1 and 2.
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Conclusions
Each of the three methods presented for assembling route TT-PDFs from probe vehicle 
data are enabled by the techniques introduced in the methodology section. Constructing 
these PDFs requires identification of the data points corresponding to a particular route, 
separation of data by time of day when possible, and an understanding of the relation-
ships between link speed distributions and route speed distributions. These tools, com-
bined with the research team’s findings related to speed correlations between consecutive 
links within a trip, led to the development of these three PDF-generation methods.

Methods 1 and 2 compared well with each other, but the results of Method 3 dif-
fered in terms of travel time magnitude and variability. The differences in the shapes 
of the distributions across methods, particularly in the nighttime period when data 
were sparse, demonstrate the strong influence of the correlations of speeds along con-
secutive links within a route. With most of the nighttime coverage made by full trips 
composed of two or more points, the time stamp–based travel times dominated the 
nighttime data set. The modes of these unusually shaped distributions reveal indi-
vidual trips in the data.

Figure C.187. Route PDF generation using Method 3.
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Although results were not validated with a different data source, the PDFs gen-
erated using Methods 1 and 2 appear to match expectations. An online trip planner 
estimates the travel time on this route to be 28 minutes, which generally agrees with 
the distributions seen here. They resemble typical route travel time distributions, even 
though no trips were observed traveling along the entire route.

It is possible to extract quantitative travel time reliability metrics from the time-
of-day travel time distributions compiled and presented in this section. Knowing the 
distribution of travel times on a route enables the data user to compute any reliability 
metric, such as planning time or buffer time.

LESSONS LEARNED

Overview
This case study demonstrates that it is possible to obtain trip reliability measures based 
on probe data, even when that probe data are sparse. The travel time distribution 
for the route is constructed from vehicles that only travel on a portion of the route, 
and it takes into account the linear dependence of speeds on consecutive links. This 
case study also contributes techniques for creating time–space contour plots based 
on probe speeds. These contour plots can be made to represent any measured speed 
percentile, so that contours for the worst observed conditions can be compared with 
typical conditions.

Probe Data Characteristics
Much of this case study effort focused on understanding the aggregation steps used to 
convert data from GPS receivers into link-based speeds. Understanding the way raw 
GPS data are processed and aggregated is vital for proper interpretation of data ele-
ments. It also enables all components of the data set to be used to increase the richness 
of TT-PDFs.

As probe data find wider adoption for travel time monitoring, it is important 
for users to understand that data from these sources are still sparse. This sparseness 
necessitates complex processes for determining travel time distributions on routes of 
interest. When GPS and other technologies reach a certain penetration rate in the 
population and more vehicles traverse entire routes, the assemblage of route travel 
time distributions will be simplified. However, the construction of well-formed PDFs 
requires that every element in the data set (from speeds on single links to complex 
travel times across multiple links) should be used to generate the distribution.

Probe data sparseness also increases the minimum level of temporal aggregation 
that can be supported by the data set. For example, in this case study, the quantity 
of data was not sufficient to measure route travel time reliability at a granularity of 
5 minutes, which was the common reporting unit for case studies that relied on loop 
detector data. Instead, aggregation had to be done at the peak period, multihour level. 
Additionally, in this case study, weekend trips could not be removed from the data 
set, as there were not sufficient weekday data points to generate full PDFs. Finally, in 
order to generate the presented results, all data points collected over the 11-year span 
of the data set had to be used. In practice, this long time frame does not allow for 
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trend analysis. Transportation planners and operators often require an understanding 
of how route travel times vary on a day-by-day, week-by-week, and month-by-month 
basis.

One probe data characteristic that counteracts the sparseness problem is that data 
coverage is highest during the time periods when and at the locations where the most 
vehicles are traveling on the roadway. These are also the time periods and locations at 
which reliability monitoring is the most critical. As probe technologies become more 
common in vehicles, the availability of data points and route-level trip data will natu-
rally increase, resulting in richer data sets that can be analyzed at a finer-grained inter-
val than was possible in this case study.
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INTRODUCTION

This appendix shows how a travel time reliability monitoring system (TTRMS) can be 
used to address questions about network reliability. Early on, the study team recog-
nized that these use cases provided a perspective on how the monitoring system should 
be designed. They helped shape the system’s functional specifi cations. 

The narrative for each use case includes a description of the question being asked, 
the reason it would be posed, the steps involved in obtaining the answer, the inputs 
needed (including external data) to answer the question, and the results that would be 
developed. 

Travel time and travel rate probability density functions (TT-PDFs and TR-PDFs, 
respectively) are always at the heart of addressing the questions. Although popu-
lar metrics like the travel time index, planning time index, and buffer time are not 
employed here, the values of those metrics can be derived from the PDFs. Effectively 
the PDFs are interpreted in the context of the question asked. SHRP 2 Project L14 is 
tasked with determining which of these measures, or others, would be most effective in 
conveying reliability information. The intent in Project L02 is to create the right PDF. 
At several places in this appendix it seems helpful to mention one or more of these 
common measures, but no endorsement of any specifi c measure is intended. In a few 
instances, the ideas of disutility and risk are used to portray the results.

D
USE CASE ANALYSES
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OVERVIEW OF USE CASES

The use cases fit the template shown in Table D.1. The template calls for a definition 
of the type of person asking the question (user), the question being posed, the steps 
involved in answering the question, the inputs needed to answer the question, and the 
results expected. 

Three additional comments about the use cases are helpful. First, the term on-
time is an easy concept to grasp but difficult to define in technical terms. Even though 
people think about on-time as meaning not missed, there is no guarantee about being 
on time. Here on-time means arriving with a certain probability of not being late 
(or possibly early, as is often the case for freight shipments). Second, anywhere the 
acronym TT-PDF is used (or TT-CDF, the travel time cumulative density function), 
it refers to the PDF for individual vehicle travel times unless the text says otherwise. 
Third, fairly technical information is presented for the results (e.g., TT-PDFs for the 
routes that might be selected). This does not mean that such information is the only 
way to convey the results. Rather, this implies that such information is the basis for the 
answer; however, the communication paradigm might be simpler, as in a single number 
(e.g., from SHRP 2 Project L14).

The use cases are clustered around types of TTRMS users most likely to make the 
inquiry. They are also broken down into providers and consumers (i.e., the supply and 
demand sides of system use). The stakeholders, shown in Table D.2, come from four 
categories:

•	 Policy and planning support. Agency administrators and planners who have re-
sponsibility for and make capital investment and operational decisions about the 
system;

•	 Overall highway system. Operators of the roadway system (supply), including 
its freeways, arterials, collectors, and local streets; and drivers of private autos, 
trucks, and transit vehicles (demand);

•	 Transit subsystem. Operators of transit systems that operate on the highway net-
work, primarily buses and light rail (supply) and riders (demand); and

•	 Freight subsystem. Freight service suppliers (supply) and shippers and receivers 
that make use of those services (demand).

TABLE D.1. USE CASE TEMPLATE
User The type of TTRMS user posing the question.

Question A description of the inquiry and why it would be posed.

Steps A list of the actions that have to be performed to answer the question. 

Inputs
The data and information needed to answer the question. This description helps users understand the 
inputs required and helps programmers understand the data inputs that must be assembled.

Result The system output at the completion of the use case.
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Agency administrators and planners typically want summary information about 
system performance. They want to know how various factors (e.g., growing demand 
or inclement weather) affect reliability so they can make investment decisions or for-
mulate policies that ensure system reliability will be acceptable. 

System operators, transit operators, and freight service providers think in terms of 
service provided: whether trips take longer or shorter than they ought to or than they 
promised they would. These inquirers want technical, quantitative information, both 
near-term, real-time data for operations management and archived historical trend 
data for strategic and investment planning. 

Drivers, transit riders, and shippers want qualitative, anecdotal information and 
objective, quantitative information about reliability. They think in terms of deviations 
in trip time relative to the total trip time or how often they or their shipments are able 
to arrive within a particular time window. What they experience affects departure 
times, mode choice, route choice, and even destination and location choices. More-
over, they make location decisions based on expected network reliability. 

Factors that affect reliability are clearly of interest to all system users. Some fac-
tors are internal to the system, such as its operational control (e.g., signal timing), base 
capacity, and maintenance (e.g., work zones); other factors relate to the users, like 
incidents, unusually high demand, and special events; and still others are related to 
exogenous factors like weather and the performance of complementary and compet-
ing modes. 

The use cases are listed in Table D.3. They are grouped into categories that pertain 
to agency administrators and planners, system operators and users, transit passengers, 
schedulers or operators, and freight customers or operators.

TABLE D.2. USER TYPES AND THEIR CLASSIFICATION
System User Type Service Provider (Supply) User (Demand)

Policy and planning support Administrators and planners N/A

Overall highway system Highway system operators (public or 
private)

Privately owned vehicle drivers, taxi 
drivers, limousine drivers 

Transit subsystem Transit operators, transit vehicle operators Transit passengers

Freight subsystem Carriers, freight movers, truck drivers Freight customers (including both 
shippers and receivers)

Note: N/A = not applicable.
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TABLE D.3. USE CASES FOR A TRAVEL TIME RELIABILITY MONITORING SYSTEM
Category Subgroup Use Case

System administrators 
and planners

Administrators AE1: See what factors affect reliability
AE2: Assess the contributions of the factors
AE3: View the travel time reliability of a subarea
AE4: Assist planning and programming decisions
AE5: Document agency accomplishments
AE6: Assess progress toward long-term reliability goals
AE7: Assess the reliability impact of a specific investment

Planners AP1: Find the facilities with highest variability 
AP2: Assess the reliability trends over time for a route
AP3: Assess changes in the hours of unreliability for a route 
AP4: Assess the sources of unreliability for a route
AP5: Determine when a route is unreliable
AP6: Assist rural freight operations decisions

Roadway network 
managers and users 

Managers MM1: View historical reliability impacts of adverse conditions
MM2: Be alerted when the system is struggling with reliability
MM3: Compare a recent adverse condition with prior ones 
MM4: Gauge the impacts of new arterial management strategies
MM5: Gauge the impacts of new freeway management strategies
MM6: Determine pricing levels using reliability data

Drivers— 
constrained trips

MC1: Understand departure times and routes for a trip
MC2: Determine a departure time and route just before a trip
MC3: Understand the extra time needed for a trip
MC4: Decide how to compensate for an adverse condition
MC5: Decide en route whether to change routes

Drivers—
unconstrained trips

MU1: Determine the best time of day to make trip
MU2: Determine how much extra time is needed

Transit system Transit planners TP1: Determine routes with the least travel time variability
TP2: Compare exclusive bus lanes with mixed-traffic operations

Transit schedulers TS1: Acquire reliability data for building schedules
TS2: Choose departure times to minimize arrival uncertainty

Transit operators TO1: Identify routes with the poorest reliability 
TO2: Review reliability for a route
TO3: Examine the potential impacts of bus priority on a route 
TO4: Assess a mitigating action for an adverse condition

Transit passengers TC1: Determine the on-time performance of a trip
TC2: Determine an arrival time just before a trip
TC3: Determine a friend’s arrival time
TC4: Understand a trip with a transfer

Freight system Freight service 
providers

FP1: Identify the most reliable delivery time
FP2: Estimate a delivery window
FP3: Identify how to maximize the probability of an on-time delivery 
FP4: Assess the on-time probability for a scheduled shipment 
FP5: Assess the impacts of adverse highway conditions
FP6: Determine the start time for a delivery route
FP7: Find the departure time and routing for a set of deliveries
FP8: Solve the multiple vehicle routing problem under uncertainty
FP9: Alter delivery schedules in real time

Freight customers FC1: Minimize shipping costs due to unreliability
FC2: Determine storage space for just-in-time deliveries
FC3: Find the lowest-cost reliable origin
FC4: Find the warehouse site with the best distribution reliability
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AGENCY ADMINISTRATORS AND PLANNERS

This section describes the use cases that agency administrators and planners might 
employ to learn about system reliability, determine what factors cause the system to be 
unreliable, and track reliability performance over time. 

Agency Administrators
Agency administrators are responsible for making decisions about how to expand the 
network and how to operate it. Hence, they want to ask questions about what fac-
tors affect reliability, to what extent such factors cause impacts, what trends can be 
observed across time, and what effects prior actions have had. 

See What Factors Affect Reliability (AE1)
In this use case, the agency administrator wants to see what factors affect the reliability 
of the segments and routes in the system. That is, he or she wants to know to what 
extent system reliability is affected by incidents, weather, work zones, special events, 
traffic control devices, fluctuations in demand, and demand exceeding capacity. For 
example, if the analysis shows that the system is experiencing unreliability largely due 
to incidents, the administrator might want to choose to increase spending on inci-
dent management systems or roadway safety improvements. The analysis might also 
help administrators set benchmarks against which they can test future improvements. 
Table D.4 presents the key question, steps, inputs, and the result for this use case.

Step 1 is to select the system of interest; often, this is a region or set of facilities. 
In this instance the system selected is three freeway routes from the I-5/I-805 junction 
north of downtown San Diego, California, to the I-5/SR-15 junction in downtown San 
Diego. Figure D.1 shows the three routes: I-5 (Route 1), I-805/SR-15/I-5 (Route 2), 
and I-805/SR-163/I-5 (Route 3). In subsequent text, these three routes are identified 
more succinctly as I-5, SR-15, and SR-163. 

TABLE D.4. SEE WHAT FACTORS AFFECT RELIABILITY (AE1)
User Agency administrator

Question What factors affect reliability?

Steps

1.  Select the system of interest (e.g., a region or set of facilities).

2.  Select the time frame for the analysis: the date range, days of the week, and times of day.

3.  Assemble travel time (travel rate) observations for the system for the time frame of interest.

4.  Label each observation in terms of the regime that was operative at the time the observation was 
made (i.e., each combination of nominal congestion and nonrecurring event, including none).

5.  Prepare TR-PDFs for each regime identified.

6.  Analyze the contributions of the various factors so that the differences in impacts can be assessed. 

Inputs
Travel times and rates for the system and date range of interest plus information about the nominal 
system loading that would have been expected and any nonrecurring events. 

Result A set of TR-PDFs that portray the impacts of various factors on travel time reliability. 

Note: TR-PDF = travel rate PDF.
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Figure D.1. Subarea examined for Use Case AE1.
Map data © 2012 Google.

Step 2 is to select the time frame of interest. In this instance it is 2011, all week-
days, and all 24 hours during those days.

Step 3 is to focus on assembling travel rate data. In this case the data are average 
travel rates from A to B for each route based on system detector data obtained by 
walking the time–space matrix for hypothetical trips that start every 5 minutes during 
the day on all three routes. The travel rates are displayed in Figure D.2 plotted against 
time of day and in Figure D.3 plotted against vehicle miles traveled (VMT) per hour. 
Since the data for the entire year are shown, there are 72,000 values for each route. 
Hence, there are 216,000 data points in the combined graphs. Travel rates are needed 
because normalizing by the distance makes it possible to compare the performance 
of one route with the others without having the differences in length confound the 
analysis.

Step 4 is to label each observation—all 216,000 in this case—in terms of the 
regime that was operative for each observation. A regime is a combination of nominal 
system loading (e.g., VMT per hour) and a nonrecurring event, as explained in the 
Guide. The technique for adding these labels involves two substeps. The first substep 
is to add a nonrecurring event designation, if any. If these events have been tracked in 
real time and fields that describe them are already in the database, then this substep is 
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done automatically. (The Guide and case studies illustrate how this can be done and 
the challenges involved.) If not, they have to be identified by looking for outliers. The 
data for each route is plotted against time of day and VMT per hour (system loading) 
as shown in Figures D.2 and D.3, respectively. Hourly VMT data (effectively VMT 
per hour) were obtained from the Performance Monitoring System (PeMS). The actual 
hourly values were assigned to the sixth 5-minute observation in each hour (25 min-
utes), and the other 5-minute values were generated by interpolating between these 
values.

Starting with the most extreme (largest) outliers first, web-based databases are 
queried to see if explanatory nonrecurring events can be identified for the dates and 
times when the unusual travel rates occurred. For this particular system, the types of 
nonrecurring events were incidents, weather, special events, and demand. An incident 
was an accident or some other disruptive traffic event recorded in the PeMS database 
or some other source; weather was an inclement weather event; special event was 
an unusual event, often sports related; and demand was a condition when the VMT 
(implicitly, the traffic flows) was higher than normal for the time of day at which the 
high travel rate arose. Data points not falling into any one of these categories remained 
in a category designated normal. A weakness of this approach is that nonrecurring 
events that do not create outliers might be missed.

Comments about the demand category are useful before proceeding. First, a 
demand designation was always the last one added. That is, explanations were sought 
related to weather, special events, or incidents before using demand as the explanation. 
The former three categories always trumped the demand designation. Hence, values in 
the demand category were extracted from those remaining in the normal category after 
those explained by weather, special events, incidents, or other nonrecurring events 
(e.g., work zones) are removed. This removal process was iterative. There was nothing 
permanent about the demand designation, unlike the other three.

Second, the identification of the demand category data points had two facets. The 
first involved comparing the value of VMT per hour for a given 5-minute observa-
tion with the average for that 5-minute time period. If the value was more than two 
standard deviations above the mean, it was given a demand designation. Because this 
technique did not work during the highly congested time periods when VMT per hour 
was constrained by capacity—because the VMT per hour could not be higher—a sec-
ond analysis was conducted. Sequences of 5-minute time periods were sought when 
the VMT per hour and the travel rate were both high. (Effectively these were con-
ditions when the demand-to-capacity ratio was higher than the volume-to-capacity 
ratio, implying there were standing queues in the system.) In this particular instance 
the  values used were 75,000 VMT/h, 80 s/mi, and 30 minutes. The use of these values 
means that 5-minute time periods were labeled as being in the demand category if their 
VMT per hour exceeded 70,000 VMT/h, their travel rate was greater than 80 s/mi, 
and at least the next five 5-minute time periods (30 minutes total) were in the same 
condition.
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Figure D.2. Five-minute average weekday travel rates for three routes in San Diego.
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Figure D.3. Five-minute average weekday travel rates plotted against VMT per hour for 
three routes in San Diego.
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Obviously, changing these criteria affects the selection process. Basically, it changes 
the separation between observations that are considered “normal, high congestion” 
and those that are attributed to high demand on top of high congestion. The values 
were chosen because 70,000 VMT/h, especially for the SR-163 route, was the point at 
which there was a step change in the variability of the travel rates; 80 s/mi is the same 
as 45 mph, which is often the speed that arises when freeways are operating at  capacity; 
and 30 minutes was deemed to be a reasonable system recovery time. It is effectively 
how long one assumes it takes the system to recover from normal high demand and 
return to a status at which the travel rate is less than 80 s/mi. Higher  values imply that 
it is acceptable for the system to take longer to recover; shorter  values assume it should 
take less time. Setting it at zero, for example, would suggest that the system should be 
able to recover from travel rates above 80 s/mi in 5 minutes.

The second substep (in Step 4) involves labeling each observation based on the 
nominal loading of the system expected for each observation. This is done by analyz-
ing the observations that remain once the nonrecurring events have been removed. 

The purpose of the congestion level designations is to differentiate the observa-
tions based on the reliability performance to be expected based on system loading (e.g., 
congestion). As explained in Chapter 3, the semivariance (SV) was used because it is 
sensitive to how the data are distributed above the minimum value. In this instance, 
SV values were computed for every 5-minute interval for each of the three routes. Fig-
ure D.4 presents the results. The value of r employed for each route was the minimum 

Figure D.4. Semivariances by 5-minute time period for the normal condition for three routes in San Diego.
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travel rate observed for the entire year. Because the number of observations varied 
from one 5-minute period to another, the SVs were divided by the number of observa-
tions n (effectively creating an average per observation so that the results would be 
comparable among the 5-minute time periods). 

As shown in Figure D.4, reliability becomes worse as the traffic levels increase. 
This should be expected: reliability should be best when the traffic volumes are low, 
like late at night or early in the morning. It should be poorer when the traffic volumes 
are higher and vehicles interact more, like during the midday, and it should be poorest 
when traffic volumes are highest, as in the p.m. peak, when the varying lengths of the 
standing queues have an impact. The maximum SV values, which are not shown in 
the figure, reach about 1,000. 

Although no right answer exists for the number of congestion categories to use, 
four were selected here: uncongested, low, moderate, and high. Uncongested meant the 
SV was below 20; low meant 20 to 40; moderate meant 40 to 120; and high meant 
above 120. Thus, the I-5 route was classified as uncongested all day, except high from 
2:15 to 6:50 p.m.

The SR-15 route was classified as follows:

•	 Uncongested from midnight to 2:10 a.m.;

•	 Low from 2:15 to 6:45 a.m.;

•	 Uncongested from 6:50 to 8:15 a.m.;

•	 Low from 8:20 to 9:05 a.m.;

•	 Moderate from 9:10 a.m. to 2:10 p.m.;

•	 High from 2:15 to 7:20 p.m.; and 

•	 Uncongested from 7:25 p.m. to midnight.

The SR-163 route was classified as follows:

•	 Uncongested from midnight to 6:45 a.m.;

•	 Moderate from 6:50 a.m. to 2:15 p.m.;

•	 High from 2:20 to 7:20 p.m.; and 

•	 Uncongested from 7:25 p.m. to midnight.

Step 5 is to develop TR-CDFs for each regime, that is, each combination of nomi-
nal loading (from the analysis above) and nonrecurring event (from the first categori-
cal analysis), including none. The TR-CDFs are created by appropriately binning the 
5-minute travel time observations. Figure D.5 presents the results. 

Step 6 is to interpret the results in terms of the effects on reliability of the various 
factors. This step overlaps with the following use case, so the results are presented 
there.
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Figure D.5. CDFs by regime for the three routes in San Diego.
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Assess the Contributions of the Factors (AE2)
The objective in this use case is to determine how various factors affect system reli-
ability. Such information helps inform decisions about how to improve performance: 
geometric treatments, capacity enhancements, operational changes, better signage, im-
proved roadway striping, resurfacing, or better lighting. It can also help managers de-
termine which facilities need better real-time traveler information (such as changeable 
message signs displaying alternate routes and travel times). Table D.5 presents the key 
question, steps, inputs, and the result for this use case.

Step 1 involves selecting the system of interest. In this case, it is the same three 
routes in San Diego that were studied in the previous use case. 

Step 2 involves selecting the time frame for which the analysis is to be conducted. 
Again, consistent with the previous use case, for this analysis the time frame is 2011, 
weekdays, all hours. 

Steps 3 and 4 involve assembling the data and creating the TR-PDFs for the system 
in each regime. (In this case, that means for each route and regime.) Travel rates need 
to be used to create comparability because the facilities are of different lengths. 

Step 5 aims to determine the extent to which the facilities are affected by various 
factors. Figures D.4 and D.5 can be studied to develop these insights. Figure D.4 shows 
that the three routes have somewhat different daily patterns of reliability. The I-5 route 
has high reliability (a low SV value) throughout the day except during the p.m. peak. 
In contrast, the SR-15 route has an increase in its SV (a drop in reliability) across the 
midday (a higher SV). The SR-163 route has an even more dramatic increase in its SV 
across the midday but a lower SV during the early morning hours. In addition, the 
SR-163 route has a discernible a.m. peak, but the other two routes do not. 

From an interpretation standpoint, this means the I-5 route is probably the most 
reliable. It is still challenged during the peak, but consistently has the lowest SV values 
except for a few 5-minute periods from around 7 to 9 p.m. Interestingly, this means 

TABLE D.5. ASSESS THE CONTRIBUTIONS OF THE FACTORS (AE2)
User Agency administrator

Question How do various factors affect system reliability?

Steps

1.  Select the system of interest (e.g., facilities, routes). 

2.  Select the time frame for which the analysis is to be conducted.

3.  Assemble travel rate data for each facility. 

4.  Create TR-PDFs (rates) for each facility and regime (i.e., combinations of system loading and 
nonrecurring event). 

5.  Study the TR-PDFs and determine the extent to which the facilities are affected by the various factors.

6.  Rank order the facilities based on the relative impacts so that those most affected can receive 
mitigating treatments. 

Inputs
A database of TR-PDFs with each observation labeled based on the regime to which it belongs (i.e., 
system loading and nonrecurring event). 

Result A rank-ordered list of the facilities based on the TR-PDFs by regime. 
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that even though Figure D.5 suggests the SR-15 route may have the lowest average 
travel rates most of the day, the most reliable route is I-5. 

Figure D.4 suggests that SR-163 is the least reliable route. It has the highest SV dur-
ing the day (except in the early morning, when the SR-15 route has higher  values), and 
its SV is significantly higher, especially during the morning and midday time periods. 

Figure D.5 provides additional insights. Although the plots are rather dense, 
they tell a story about the performance of these three routes. Looking at I-5 first, the 
TR-CDF for the uncongested or normal condition is at the far left and is almost ver-
tical. This means it has very reliable travel rates during this condition. During these 
uncongested conditions, even the nonrecurring events affect only the top 30% of the 
5-minute periods, and in the worst case they double the travel rate at the 100th percen-
tile from about 50 s/mi up to 100 s/mi (seen fourth from the left and the most jagged 
of the group related to incidents). 

The performance of I-5 during congested conditions is quite different. Even when 
there are no identifiable nonrecurring events, higher travel rates are involved, as seen 
by the smooth red-colored CDF having travel rates from about 50 to 100 s/mi. More-
over, when nonrecurring events occur during high congestion, the impacts are severe: 
the travel rates are substantially higher than for normal, high-congestion conditions. 
The TR-CDFs for three of these conditions largely overlap for incidents, special events, 
and weather, and no one CDF dominates the other. However, the TR-CDF for the 
demand condition under high congestion is strikingly different. It has much higher 
travel rates even at low percentiles, a kink at about 82 s/mi when the demand events 
during the high-congestion condition begin to affect the CDF, and a maximum value 
that is substantially smaller than that for the other three nonrecurring categories. The 
implication is that demand needs to be a cause for concern, and reducing the rates for 
low-percentile values may be possible through geometric improvements. Reducing the 
tail may not be that important; rather, it may be more important to focus on the tail 
for the three other conditions that involve much higher travel rates, even above the 
50th percentile or so. 

The story for the SR-15 route is similar. Almost all of the regimes involving no or 
low congestion have similar TR-CDFs. There is some spread between 50 and 60 s/mi, 
but the TR-CDFs are all nearly vertical; not much variation in the travel rate occurs. 
The one notable exception is the TR-CDF for uncongested conditions with incidents. 
As with the I-5 TR-CDFs, incidents produce a major shift for the travel rates at the 
higher-percentile values, in this case above about 90%. The TR-CDF for high conges-
tion during normal conditions is the very smooth curve on the right-hand edge of the 
large cluster. Like I-5, it involves a much larger range of travel rates, from 50 to 85 
s/mi, and more change in the travel rate as the percentiles increase. 

The four TR-CDFs that are strikingly different are those for incidents, special 
events, weather, and demand during periods that would normally involve high conges-
tion. This is not surprising, but it does reinforce the importance of taking actions to 
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help manage the severity of these events when they occur during congested operation. 
In this case, for the demand conditions there is a significant shift in the travel rates 
from 50 to 80 s/mi even at the zero percentile.

The story for the SR-163 route is quite different. It obviously has problems. Its 
TR-CDFs are widely scattered, and nonrecurring events have an impact under all  levels 
of congestion. The most important details to notice are that (a) the most significant 
impacts (the CDFs farthest to the right, all during high congestion) come from (right 
to left) weather, special events, and incidents; (b) the next two (light blue and dark red) 
are for weather under moderate congestion and demand during high congestion; and 
(c) the next three (right to left) are incidents, special events, and demand under low, 
not moderate, congestion conditions.

With these differences noted, the reliability performance of SR-163 is otherwise 
similar to the other two routes. More specifically, it has a travel rate performance very 
similar to the other two routes under uncongested, normal conditions, but it struggles 
to maintain that performance when the congestion levels get higher or nonrecurring 
events occur. 

The fact that the SR-163 route has more significant shifts in the TR-PDFs for vari-
ous conditions leads to a conclusion that there are problems with this route between 
I-805 and I-5. It is not too difficult to see why by driving the route, either physically or 
virtually, and observing its physical features and congestion. The highway has many 
curves, its geometry is tight, and there are closely spaced interchanges. More specifi-
cally, SR-163 between I-8 and I-5 has the tight geometry common to older freeway 
facilities, and it is only two lanes wide in each direction. Although it is not the purpose 
of Project L02 to determine what geometric and other treatments would help alleviate 
reliability problems—that is the focus of other SHRP 2 projects like L07—it is obvi-
ous that this section of SR-163 is one where geometric improvements and expedient 
response to incidents would be likely to have a significant impact on reliability. 

Step 6 involves rank ordering the facilities based on the relative impacts so that 
those facilities most affected can receive mitigating treatments. Table D.6 provides 
a way to develop the rankings. Columns 3 to 12 report the average SV values for 
each regime and the frequency (n) with which that regime occurs. The second column 
from the right shows the SV totals (in thousands) for each congestion condition (e.g., 
573,000 for I-5 during uncongested conditions and 4,705,000 during congested con-
ditions). These values are based on the sum–product of the SV and n values. The far-
right column (Facility Total) in Table D.6 reports the total SV in the travel rate for the 
year. Table D.7 provides percentages for each regime and condition for each facility.
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TABLE D.6. SEMIVARIANCES FOR EACH REGIME FOR THREE ROUTES IN SAN DIEGO 

Route Condition

Normal Demand Weather
Special 
Events Incidents ∑(SV*n) 

(1,000)

Facility 
Total
(1,000)SV n SV n SV n SV n SV n

I-5 Uncongested 7 55,533 60 1,250 46 797 111 135 172 285 573 5,278

High 205 12,783 1,415 472 2,563 175 1,399 104 1,769 466 4,705

SR-15 Uncongested 15 24,491 47 147 68 229 29 77 139 55 400 9,465

Low 27 15,931 118 102 106 193 0 0 97 25 457

Moderate 46 14,863 127 13 151 271 0 0 93 103 740

High 241 13,918 2,415 665 3,751 162 3,113 168 3,032 587 7,868

SR-163 Uncongested 11 32,823 13 1,019 61 277 21 29 54 102 386 9,561

Moderate 56 20,950 169 519 399 333 601 344 684 354 1,841

High 261 12,764 1,789 1,028 1,924 254 1,424 243 1,385 961 7,333

Note: n = number of observations.

TABLE D.7. PERCENTAGES FOR SEMIVARIANCES FOR EACH REGIME FOR THREE ROUTES IN SAN DIEGO

Route Condition
Normal
(%)

Demand
(%)

Weather
(%)

Special 
Events
(%)

Incidents
(%)

Total
(%)

Facility 
Total
(%)

I-5 Uncongested 8 1 1 0 1 11 100

High 50 13 8 3 16 89

SR-15 Uncongested 4 0 0 0 0 4 100

Low 4 0 0 0 0 5

Moderate 7 0 0 0 0 8

High 35 17 6 6 19 83

SR-163 Uncongested 4 0 0 0 0 4 100

Moderate 12 1 1 2 3 19

High 35 19 5 4 14 77

Inspection of the facility totals suggests that the least reliable facility is SR-163, 
which is consistent with the impression one gains from the scatterplots shown in Fig-
ures D.2 and D.3. The SR-15 route is the next most unreliable (9,465 versus 9,561), 
but its distribution of the SV is slightly different. As Table D.7 shows, a higher percent-
age can be attributed to incidents and special events during nominally high-congestion 
conditions.

A summary of this analysis might be as follows: all three routes exhibit variations 
in reliability depending on the recurring congestion condition and nonrecurring event. 
Evidence of these differences is most significant for the SR-163 route, and it seems 
apparent the problems it has are due to the geometric conditions on the section of 
SR-163 from I-805 to I-5. All three routes are significantly affected by high conges-
tion, even under normal conditions; the TR-CDF for that condition is dramatically 
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different from the CDFs for normal operation under less-congested conditions. Inci-
dents, weather, special events, and higher-than-normal demand all have a significant 
effect on reliability during highly congested conditions. Finally, it is clear that these 
TR-CDFs provide guidance about actions that might be useful to help alleviate the 
reliability problems.

View the Travel Time Reliability of a Subarea (AE3)
In this use case, the agency administrator wants to review the travel time reliability 
performance of a subarea of the network. Subarea aggregations support transporta-
tion network planning and operations decisions for large-scale metropolitan networks. 
Table D.8 presents the key question, steps, inputs, and the result for this use case. 

As shown in Figure D.6, two spatial aggregation approaches can provide users 
with subarea travel time reliability statistics:

1. A windowing approach, which isolates the subarea and focuses only on routes 
entirely within the subarea’s boundary. This approach allows for the evaluation of 
the reliability impacts of policies enacted within a specific subarea and the analysis 
of subarea boundary-to-boundary travel time reliability measures.

2. A focusing approach, which is aimed at reliability measures for all of the routes 
that pass through the subarea. This approach allows linkages and relationships 
to be maintained between a subarea and its surrounding districts. It can generate 
statistics on the reduced subarea networks without losing reliability information 
at the origin–destination (O–D) level for long-distance trips.

TABLE D.8. VIEW THE TRAVEL TIME RELIABILITY PERFORMANCE OF A SUBAREA (AE3)
User Agency administrator

Question What is the reliability performance of a subarea?

Steps

1.  Define the boundary of the subarea of interest. 

2.  Choose the spatial aggregation method: windowing or focusing approach. 

3.  Select the date range, days of the week, and times of day over which to aggregate data. 

4.  Assemble TR-PDFs (rate) for the subarea differentiated by facility type, operating condition, time of 
day, and so forth.

5.  Develop a picture of the reliability of the region that reflects the importance of each of the facility 
types, operating conditions, and times of day.

Inputs
TR-PDFs (rates) for the subarea differentiated by facility type, operating condition, time of day, and so 
forth. 

Result
TR-PDFs for the region and selected routes (as shown in Figure D.6) that reflect the importance of each 
of the facility types, operating conditions, and times of day. 
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Step 1 is to select the subarea of interest. In this case it is the same portion of the 
San Diego metropolitan area. 

Step 2 is to choose the aggregation method. In this particular instance, a win-
dowing approach is employed, studying the reliability performance of the same three 
routes from A to B considered in the previous use case: I-5, SR-15, and SR-163. 

Step 3 is to select the date range, days of the week, and times of day over which to 
conduct the analysis. As with the prior use case, 2011 has been chosen, all weekdays, 
and all 24 hours.

Step 4 is to assemble the TR-PDFs differentiated by facility type, operating condi-
tion, time of day, and so forth. In this case the same regimes used in the previous use 
case are used: the nominal loading (uncongested or low, moderate, or high conges-
tion) and nonrecurring event (incident, special event, weather) including normal (no 
unusual nonrecurring condition). Hence, the TR-CDFs presented in Figure D.5 still 
pertain. 

Step 5 is to focus on developing a picture of the reliability of the region that reflects 
the importance of each of the facility types, operating conditions, and times of day. For 
this purpose, the data presented in Table D.6 can be used. 

Assume that the three routes represent all the significant facilities in the region and 
that a picture of their combined contributions to unreliability is to be developed. The 
average SV values can be converted into totals and then summed to gain a sense of 
the answer. Table D.9 presents the results. The table shows that the regime involving 
high congestion and no nonrecurring event (i.e., normal conditions) contributes most 
to the total SV. High congestion, nonrecurring event is followed by the regimes for 
high congestion, demand and high congestion, incidents. The contributions from the 
regimes are individually under 10%. High congestion, weather contributes 6%; and 
normal, uncongested, 5%. 

Figure D.6. Subarea aggregation approaches.
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Returning to Table D.6 and reexamining the average SVs provides a more detailed 
sense of the similarities and differences among the regimes. For example, the SR-15 
route has many of the highest average SV values (e.g., 3,751 for weather under high 
congestion; 3,032 for incidents under high congestion), and SVs for these regimes con-
tribute substantially to the total (17% and 19%, respectively). Digging deeper leads to 
Figure D.5, where one can see that the CDFs for those two situations are still climbing 
through the 70th and 80th percentiles at the maximum travel rates (130 to 140 s/mi) 
plotted. Clearly, these are the conditions under which these factors have the greatest 
impacts on reliability.

Assist Planning and Programming Decisions (AE4)
In this use case, the user wants to make planning and programming decisions based 
on inputs from a TTRMS. Table D.10 presents the key question, steps, inputs, and the 
result for this use case.

TABLE D.9. CONTRIBUTION BY REGIME TO TOTAL SEMIVARIANCE FOR THREE ROUTES IN SAN DIEGO 

Condition
Normal
(%)

Demand
(%)

Weather
(%)

Special 
Events
(%)

Incidents
(%)

Total
(%)

Uncongested 5 0 0 0 0 6

Low 2 0 0 0 0 2

Moderate 8 0 1 1 1 11

High 38 17 6 4 16 82

Total 52 18 7 5 17 100

TABLE D.10. ASSIST PLANNING AND PROGRAMMING DECISIONS (AE4)
User Agency administrator

Question What agency actions are having significant impacts on travel time reliability?

Steps

1.  Select routes and subareas for analysis.

2.  Assemble TR-PDFs for routes and areas for before-and-after traffic conditions under equivalent 
operating conditions.

3.  Analyze the before-and-after changes in reliability along those routes and in those subareas, and 
relate those changes to the actions taken as part of the transportation improvement projects.

4.  Find the trends in the efficacy of different types of transportation improvement projects.

5.  Use the results as input into decision making associated with future agency planning and 
programming decisions.

Inputs
TR-PDFs for each route and area under the before-and-after conditions for similar network operating 
conditions associated with the travel rate observations about the transportation improvement project 
actions that were taken. 

Result
Results of the before-and-after cause-and-effect analysis of the improvement actions taken and a 
process for conducting the assessment. 
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A description of the use case can build off AE1. Imagine a hypothetical situation 
in which the conditions portrayed for SR-163 are the status of that route at the end 
of 2009; the SR-15 conditions are for that same route (SR-163) at the end of 2010; 
and the conditions for I-5 are the status of that route (SR-163) at the end of 2011. 
Admittedly, such change would be remarkable progress, but that is actually useful here 
because it makes the differences clear.

Step 1 is to select the routes and subareas of interest. In this case it is the same por-
tion of the San Diego metropolitan area shown in Figure D.1, and the route of interest 
is the one involving SR-163. 

Step 2 is to assemble TR-PDFs for routes and areas for before-and-after traffic 
conditions under equivalent operating conditions. In the context of the hypothetical 
situation described above, this has already been done and the results are presented 
in Figure D.5. (However, those results must be interpreted as reflecting the SR-163 
route performance in reverse chronological order, with the most recent performance 
presented first.) 

Step 3 is to analyze the before-and-after changes in reliability along the routes in 
the subarea and relating those changes to the actions taken as part of transportation 
improvement projects. Hence, in the context of the hypothetical situation described in 
Step 2, there are remarkable changes to assess. 

Step 4 is to find trends in the efficacy of different types of transportation improve-
ment projects. 

Table D.11 presents the findings consistent with the hypothetical construct pre-
sented earlier. It shows that the agency actions are improving the reliability of the 
 facility under normal conditions, dropping the SV under uncongested conditions from 
11 to 7, eliminating the existence of a moderate-congestion condition, and reducing 
the SV during high congestion from 261 to 205. The SV trend under the other condi-
tions is less clear. In some cases there is improvement, but in other cases there is not. 
Generating clear trends in these other categories is somewhat difficult because the 
severity of the nonrecurring events can differ in one year versus another. 

TABLE D.11. CHANGES IN RELIABILITY OVER TIME FOR A HYPOTHETICAL ROUTE

Condition Year

Normal Demand Weather Special Events Incidents

SV n SV n SV n SV n SV n

Uncongested X 11 32,823 13 1,019 61 277 21 29 54 102

Y 15 24,491 47 147 68 229 29 77 139 55

Z 7 55,533 60 1,250 46 797 111 135 172 285

Moderate X 56 20,950 169 519 399 333 601 344 684 354

Y 73 30,794 244 115 257 464 0 0 190 128

Z 0 0 0 0 0 0 0 0 0 0

High X 261 12,764 1,789 1,028 1,924 254 1,424 243 1,385 961

Y 241 13,918 2,415 665 3,751 162 3,113 168 3,032 587

Z 205 12,783 1,415 472 2,563 175 1,399 104 1,769 466
Note: SV = semivariance; n = number of observations.
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Even though the agency may be doing a better job of managing the consequences 
of the events, the distribution of the severity of the events may make it difficult to see 
the impacts in a simple measure like the SV. Note in Table D.11 that the SV values for 
the special event and incident events show increases in the SV values from Year X to 
Year Y and then decreases from Year Y to Year Z. Whether progress has been made 
is unclear. However, in Figure D.7, the progress with special events becomes clearer. 
Notice that the TR-CDF for Year Z has upper percentile values that are better than 
in either Year X or Year Y; so, although the lower percentiles are not particularly 
improved, the higher percentiles are. The same is true for incidents. 

Although the performance for lower percentiles in Year Z is not better than in 
Year Y (but better than or the same as in Year X), it is better for the higher percentiles, 
at about the 88th percentile and above. Hence, an improvement in reliability has been 
accomplished. Of course, although improvements have been made in the higher per-
centiles, further improvement can be made in the lower ones (for the high-congestion 
condition). Putting more resources into special event management and incident clear-
ance would help improve performance further. 

Step 5 is to focus on using the results as input into decision making associated with 
future agency planning and programming decisions. The aggregate SVs do not portray 
the picture as completely as the CDFs, but they are more succinct and convey a general 
sense of the situation. For example, the normal condition occurs frequently, as would 
be expected, but the SVs are all quite small. The largest values occur during high 
congestion and range from 200 to 300. By comparison, the SVs for the less-frequent 
conditions range up to almost 4,000. 

Figure D.8 plots the SVs against the occurrence frequencies for events that occur 
1,500 times per year or less. The normal data points are not present because their 
frequencies of occurrence are much larger, but as the figure shows, their SVs are 
relatively low, as well. The figure also shows that a few conditions merit significant 
attention—those located on the outer boundary of the plot—in terms of mitigating 
low- probability, high-consequence events. 

As Figure D.8 shows, demand events on SR-15 and SR-163 under nominally 
high-congestion conditions, incident events on I-5 and SR-15 under nominally high-
congestion conditions, and weather events on SR-15 under nominally high-conges-
tion conditions are situations for which mitigating strategies would have a significant 
payoff. Interestingly, and perhaps unexpectedly, it is the SR-15 route rather than the 
SR-163 route that may deserve the most attention in terms of managing significant 
consequences of nonrecurring events. That is, although the SR-163 route certainly 
has reliability problems, it does not surface as being the route that produces the most 
significant reliability problems. 

Document Agency Accomplishments (AE5)
In this use case, an agency administrator wants to document recent accomplishments. 
These can be helpful for comparing past years with the current one. Table D.12 pres-
ents the key question, steps, inputs, and the result for this use case.
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Figure D.7. Using TR-CDFs to analyze performance changes. 
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TABLE D.12. DOCUMENT AGENCY ACCOMPLISHMENTS (AE5)
User Agency administrator

Question What has the agency accomplished in terms of travel time reliability improvements?

Steps

1.  Select routes and subareas for analysis.

2.  Assemble TR-PDFs for routes and areas for before-and-after traffic conditions under equivalent 
operating conditions.

3.  Analyze the before-and-after changes in reliability along those routes and in those subareas, and 
relate those changes to the actions taken as part of the transportation improvement projects.

4.  Find the trends in the efficacy of different types of transportation improvement projects.

5.  Use the results as input into decision making associated with future agency planning and programming 
decisions.

Inputs
TR-PDFs for each route and area under the before-and-after conditions for similar network operating 
conditions associated with the travel rate observations about the transportation improvement project 
actions that were taken. 

Result
Results of the before-and-after–based cause-and-effect analysis of the agency actions taken, as well as a 
process for conducting the assessment. 

Figure D.8. Relative importance of different conditions.

 

0

500

1000

1500

2000

2500

3000

3500

4000

0 200 400 600 800 1000 1200 1400

Av
er

ag
e 

Tr
av

el
 R

at
e 

Se
m

i-V
ar

ia
nc

e 
of

 th
e 

5-
m

in
ut

e 
Pe

rio
ds

 (s
ec

/m
i)^

2

Frequency of Occurrence (5-minute periods/year)

Factor Impacts

Normal

Demand

Weather

Special Events

Incidents

I-15, High

I-15, High

SR 15, High

SR 15, High

SR 163, High

I-5, High

SR 15, High



522

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Table D.11 and Figure D.7 can be used again for this purpose. Assuming the 
same hypothetical situation previously described, these two exhibits show how the 
performance of this hypothetical facility has changed in response to agency treatments. 
Table D.11 uses the SV values to show the changes. Figure D.7 uses the TR-CDFs. Fig-
ure D.7, which provides added detail by showing how the performance has changed 
(improved) for all percentiles of the TR-CDF, can be used for detailed presentations 
and analyses. Table D.11 is suitable for broad-brush analyses and for gaining a general 
sense of how reliability has changed.

Inasmuch as this use case focuses on determining the sources of unreliability for 
a given set of facilities and time frame of interest, the performance of several facilities 
needs to be assessed. There is no one right way to do this combined analysis, but a 
logical one is to focus on the delays caused by unreliability for each of the facilities 
individually and then examine the combined results. In principle, a facility or system’s 
performance would be completely reliable if all the travel times were the same (i.e., at 
the minimum travel time). Clearly, this is an ideal condition, but it is a standard or goal 
against which the facility or system’s performance can be measured. 

The steps involved in doing this analysis for a set of facilities or a region is as fol-
lows. These steps are different from those shown in Table D.12.

Step 1 involves selecting a region or facility for analysis. As with the prior use 
cases, San Diego is selected using the same three routes.

Step 2 involves selecting the date range over which to view the data and the days 
of the week and times of day to include. As before, 2011 is examined for all weekdays 
and all hours.

Step 3 involves assembling travel time or travel rate (or both) and traffic volume 
information. In this instance, travel rate and VMT data are employed.

Step 4 involves analyzing the contributions to unreliability from the various 
sources. In this instance the following procedure was used. First, vehicle hours of delay 
were computed for every 5 minutes by multiplying the difference between the travel 
rate and the minimum rate by the VMT per hour and then dividing by 12 (to obtain 
VMT per 5 minutes). These results were summed for each combination of nominal 
congestion condition (uncongested and low, moderate, and high congestion) and non-
recurring event (incident, demand, special event, weather) including normal. Finally, 
the percentage breakdown was computed among these conditions. 

Table D.13 shows the results for each of the three routes. As can be seen, for this 
“system,” the normal conditions are the main contributors to unreliability for the 
high-congestion condition on SR-15 and SR-163 and the uncongested condition for 
I-5 (I-5 does not spend time in either low- or moderate-congestion conditions). Clearly, 
focusing on improving performance during normal operation will reduce the vehicle 
hours of delay due to unreliability. In fact, the vehicle hours of delay in all the other 
categories are no more than 3% of the total for any facility. 
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TABLE D.13. CONTRIBUTORS TO UNRELIABILITY

Congestion Level Nonrecurring Event

All Vehicle Hours of Delay (%)

I-5 SR-15 SR-163

High Normal 31.7 35.8 30.0

Demand 1.2 1.9 2.6

Incidents 1.2 1.5 2.2

Weather 0.0 0.4 0.5

Special events 0.3 0.4 0.6

Moderate Normal 0.0 25.7 39.1

Demand 0.0 0.0 1.1

Incidents 0.0 0.2 0.7

Weather 0.0 0.4 0.6

Special events 0.0 0.0 0.6

Low Normal 0.0 10.0 0.0

Demand 0.0 0.0 0.0

Incidents 0.0 0.0 0.0

Weather 0.0 0.1 0.0

Special events 0.0 0.0 0.0

Uncongested Normal 62.7 23.0 20.9

Demand 1.2 0.1 0.7

Incidents 0.4 0.1 0.1

Weather 0.8 0.2 0.2

Special events 0.0 0.0 0.0

For the nonrecurring conditions other than normal, the next most significant 
source of delay is during demand conditions when the facility would normally be in 
high congestion. The second-most significant category is incidents during high con-
gestion. Hence, to have the most significant impacts on delay due to unreliability, the 
priorities would be (a) normal conditions during high congestion, (b) other normal 
conditions during other levels of congestion, (c) demand during high congestion, and 
(d) incidents during high congestion. This prioritization covers the conditions that 
contribute more than 1%, except for demand during uncongested operation for I-5 
and demand during moderate congestion for SR-163. 

Assess Progress Toward Long-Term Reliability Goals (AE6)
An administrator wants to determine if the agency is meeting its long-term reliability 
improvement goals by viewing changes to travel time variability over time. The agency 
administrator might use this information to see how well the agency is meeting the 
established goals and report the progress observed to the public. Table D.14 presents 
the key question, steps, inputs, and the result for this use case.
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This use case is identical to AE4 or AE5 except that the focus is on a region or 
system instead of a route. The steps in the analysis are effectively the same, and the 
results would be interpreted in the same manner.

Assess Reliability Impact of a Specific Investment (AE7)
The agency administrator wants to see if a specific agency investment, improvement 
action, or policy has had a positive impact on travel time reliability. He or she wants 
to evaluate the impacts of past decisions to decide if the action has been effective and 
to report this information to the public. Table D.15 presents the key question, steps, 
inputs, and the result for this use case.

This use case is similar to AE4 and AE6 except that the focus is on the impacts of 
a specific investment. Of course, compound effects like changes in flow patterns result-
ing from a capacity enhancement or increase can cloud this analysis, but if the change 
is substantial enough that the impact can be seen in spite of these other factors, then 

TABLE D.14. ASSESS PROGRESS TOWARD LONG-TERM RELIABILITY GOALS (AE6)
User Agency administrator

Question What progress has been made toward achieving long-term reliability goals?

Steps

1.  Select a region for analysis.

2.  Select the date range over which to view the data, as well as the days of the week and times of day 
to include in the analysis.

3.  Select a granularity for the analysis (e.g., year, quarters, seasons).

4.  Assemble TR-PDFs for routes and subareas and the region so that trends in the TR-PDFs can be observed. 

5.  Determine what changes and rates of change in reliability have been occurring by examining the 
rates at which various percentiles of the TR-PDFs are changing. 

Inputs TR-PDFs for each route and area across time for the date range and other specifications desired. 

Result An assessment of the trends in changes of the percentile values of the TR-PDFs. 

TABLE D.15. ASSESS RELIABILITY IMPACT OF A SPECIFIC INVESTMENT (AE7)
User Agency administrator

Question What has been the impact on reliability of a specific investment?

Steps

1.  Select the area or routes on which the change was implemented.

2.  Select the date the change was implemented, as well as the date ranges for the prechange and 
postchange analyses.

3.  Select the conditions under which the change will be assessed (e.g., peak hours, weekdays).

4.  Assemble TR-PDFs for the areas and routes where the change was implemented for the prechange 
and postchange date ranges for the operating conditions of interest. 

5.  See if significant changes in the TR-PDFs have occurred in one or more instances. 

Inputs
TR-PDFs for each route and area across time for the date ranges of interest and other specifications 
desired. 

Result An assessment of the effect on the TR-PDFs caused by the change. 
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the impact can be assessed. The procedure involved is similar to that presented in AE4. 
As described in Step 4, assemble TR-PDFs for the areas and routes where the change 
was implemented for the prechange and postchange date ranges (safety treatment 
impact analyses use a similar procedure) to see what improvement in reliability has 
occurred. If the changes from year to year are due to specific actions being taken, then 
the changes in reliability are attributable at least in part to those actions. Microscopic 
traffic simulation is a useful tool here in that it allows the impacts of such changes to 
be assessed one at a time, removing the compound effects. 

Agency Planners
This group of use cases shows how a TTRMS can be used by highway agency planners 
to understand the reliability performance of their system. 

Find the Facilities with Highest Variability (AP1)
In this use case, the agency planner wants to determine which regional facilities experi-
ence the highest travel time variability. She or he can use this information to determine 
which facilities need further reliability analysis and to develop appropriate policy or 
investment actions. Table D.16 presents the key question, steps, inputs, and the result 
for this use case.

The question posed is effectively the same as in AE2. It seeks a rank ordering of 
selected facilities based on reliability. The aim is to identify appropriate corrective 
treatments. Table D.6, presented as part of AE2, responds directly to the question. As 
the table shows, the SR-163 route has the greatest variability in travel times. It should 
be ranked first. It is followed closely by SR-15 and distantly by I-5 (the latter has a 
variability that is half as large). Digging further, and examining individual regimes, one 
can see that focusing on SR-15 might be a better choice than SR-163, even though it 
is not top ranked. The SR-15 route has the highest average SVs during high conges-
tion and weather, high congestion and special events, and high congestion and inci-
dents. For the SR-163 route, the most important target seems to be high congestion 
and weather, which might be addressed by improvements on the section of SR-163 
between I-8 and I-5.

TABLE D.16. FIND THE FACILITIES WITH HIGHEST VARIABILITY (AP1)
User Agency planner

Question What facilities have the most travel time variability?

Steps

1.  Select the facilities of interest (could be all of them).

2.  Determine the metric by which the variability will be assessed (e.g., the SV).

3.  Assemble TR-PDFs (rates) for each facility under equivalent operating conditions (could be more than 
one, or all together, or the same number of observations of time periods spent in each condition). 

4.  Rank order the facilities based on the variability metric. 

Inputs
A database of TR-PDFs (rate) for each facility under equivalent operating conditions (could be more 
than one, or all together, or the same number of observations of time periods spent in each condition). 

Result A rank-ordered list of the facilities based on the variability in travel times. 
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Assess the Reliability Trends over Time for a Route (AP2)
An agency planner wants to see how travel time variability is changing over time for a 
route. The planner could use this information to monitor reliability trends for a route. 
If the travel time variability is increasing over time, the planner could monitor the 
situation to determine when a policy or improvement intervention would be valuable. 
Table D.17 presents the key question, steps, inputs, and the result for this use case.

This use case is very similar to AE4. Reflecting back to its discussion, Table D.11 
shows changes in reliability over time for a hypothetical route. That same information 
would be developed to answer the question posed here. The analysis would be the 
same, as would the conclusions drawn.

Assess Changes in the Hours of Unreliability for a Route (AP3)
This is a different type of use case that focuses on how long (for how many hours) a 
route’s performance is unacceptable and allows the agency planner to see how this per-
centage has changed over time. This information would help the planner determine if 
travel time variability is increasing, which would mean that periods of high variability 
are lasting longer and are affecting more travelers. For routes with lengthening periods 
of variability, the planner might want to perform further analysis to find the cause and 
determine what mitigating actions can be taken. Table D.18 presents the key question, 
steps, inputs, and the result for this use case.

TABLE D.17. ASSESS THE RELIABILITY TRENDS OVER TIME FOR A ROUTE (AP2)
User Agency planner

Question What is the trend in reliability over time for a route?

Steps

1.  Select a route for analysis.

2.  Select the date range over which to view the data, as well as the days of the week and times of day 
to include in the analysis.

3.  Select a granularity for the analysis (e.g., year, quarters, seasons).

4.  Assemble TR-PDFs for the route for the days, times of day, and so forth, of interest. 

5.  Determine what changes in reliability have occurred by examining the changes in the various 
percentiles of the TR-PDFs. 

Inputs TR-PDFs for the route across time for the date range and other specifications desired. 

Result An assessment of the trends in changes of the percentile values of the TR-PDFs. 



527

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

The data used in AE4 can be repurposed here to answer the question posed. As 
indicated there, Table D.11 shows the average SV values by regime for each of three 
years for a hypothetical facility. What is not shown explicitly is the number of hours 
that the facility operated in each regime; instead, the number of 5-minute time periods 
is shown. Table D.19 presents the data from Table D.11 in a slightly different format. 
The average SV values are still shown, but the counts of 5-minute time periods have 
been replaced by the number of hours that the facility was operating in regimes when 
the SV value was 100 or greater. 

TABLE D.18. ASSESS CHANGES IN THE HOURS OF UNRELIABILITY FOR A ROUTE (AP3)
User Agency planner

Question What is the change in the number of hours for which the route has an unreliable travel time?

Steps

1.  Select the route for which the change assessment is desired.

2.  Determine how unreliable performance is defined (e.g., the spread between the 80th and 20th 
percentile travel rates divided by the 50th percentile travel rate). 

3.  Select a value of the metric that is considered representative of reliable travel times.

4.  Determine the period of time for which the hours will be counted (e.g., a year, a quarter, a season, 
only weekdays).

5.  Select the date ranges for the before-and-after conditions.

6.  Select the operating conditions under which the change will be assessed (e.g., peak hours, weekdays, 
all times).

7.  Assemble TR-PDFs for the route for the before-and-after date ranges and for the system operating 
conditions of interest. 

8.  Determine the number of hours that the travel rate is unreliable (per unit time) for the before-and-
after conditions.

9.  Determine the change in the number of hours of unreliable travel time (per unit time). 

Inputs TR-PDFs for the route and across time for the date ranges of interest and other specifications desired. 

Result An assessment of the extent to which the number of hours of unreliable operation has changed. 

TABLE D.19. CHANGES IN HOURS OF UNRELIABILITY OVER TIME FOR A HYPOTHETICAL ROUTE

Condition Year

Normal Demand Weather
Special 
Events Incidents

TotalSV Hours SV Hours SV Hours SV Hours SV Hours

Uncongested X 11 0 13 0 61 0 21 0 54 0 0

Y 15 0 47 0 68 0 29 0 139 5 5

Z 7 0 60 0 46 0 111 11 172 24 35

Moderate X 56 0 169 43 399 28 601 29 684 30 129

Y 73 0 244 10 257 39 0 0 190 11 59

Z 0 0 0 0 0 0 0 0 0 0 0

High X 261 1,064 1,789 86 1,924 21 1,424 20 1,385 80 1,271

Y 241 1,160 2,415 55 3,751 14 3,113 14 3,032 49 1,292

Z 205 1,065 1,415 39 2,563 15 1,399 9 1,769 39 1,167
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Notice that almost all of the hours of unreliable operation are during the high-con-
gestion, normal regime. Moreover, those hours are largely unchanged across the years. 
However, the hours spent in the other unreliable regimes decline. The only exception 
is the uncongested, incidents regime, in which the number of hours increases from zero 
to five and then to 24. In all other regimes, the total declines. For example, the hours 
drop from 86 to 55 and then to 39 for the high-congestion, demand regime; and for 
the high-congestion, incidents regime, from 80 to 49 and then to 39. Clearly, the facil-
ity’s reliability performance has improved.

Assess the Sources of Unreliability for a Route (AP4)
In this use case, an agency planner wants to determine what factors affect the reli-
ability of a route. She or he wants to investigate this to prioritize long-term system 
improvements. For example, if incidents are creating high and variable travel times 
along a route, the planner might want to stress safety improvements, such as deploy-
ing freeway service patrols at certain corridor locations to clear disabled vehicles more 
quickly. Table D.20 presents the key question, steps, inputs, and the result for this use 
case.

The three routes in San Diego employed earlier could be employed to illustrate this 
use case. However, a new example will be used.

Step 1 is to select the route of interest. Westbound I-8 in San Diego has been cho-
sen. As shown in Figure D.9, the section being used for analysis lies between La Mesa 
on the eastern end of the study area and Morena on its western end, or more specifi-
cally from Baltimore Drive to the interchange with I-5. The data being used to conduct 
the analysis are observations of average weekday travel times.

Step 2 is to select the data range over which to review the data, as well as the days 
of the week and times of day to include in the analysis. In this instance the date range 
is November 3, 2008, until February 27, 2009, for weekdays and all hours.

TABLE D.20. ASSESS THE SOURCES OF UNRELIABILITY FOR A ROUTE (AP4) 
User Agency planner

Question What are the sources of unreliability for a route?

Steps

1.  Select the route of interest.

2.  Select the date range over which to view the data, as well as the days of the week and times of day 
to include in the analysis.

3.  Label each observation in terms of the regime to which it belongs: its nominal loading condition 
(congestion level) and nonrecurring event (including none). 

4.  Create TR-PDFs so that the impacts of various factors can be assessed. 

5.  Analyze the changes in reliability caused by these factors so that the differences in impact severity 
can be assessed. 

Inputs TT-PDFs for the route for the date range, and so forth, for which the data are desired. 

Result An assessment of the impacts that various factors have on travel time reliability. 
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Step 3 involves labeling each of the data points based on the regime to which it 
belongs: combinations of nominal loading condition (demand-to-capacity ratio) and 
nonrecurring event (including none). The procedure used is identical to that described 
for Use Case AE1. Plots of the data versus time of day and VMT per hour were pre-
pared, and outliers were identified. Explanations were sought for the outliers, and the 
remaining data points (in the none category in terms of nonrecurring events) were 
analyzed to establish categories of operation in terms of system loading (congestion). 

The results are shown in Figures D.10 and D.11. Figure D.10 shows plots of the 
data against time of day and VMT per hour. Figure D.11 shows the SV trends. 

The SV plot in Figure D.11 shows that the route has fairly reliable travel times 
except during the a.m. peak (about 7:00 to 10:00 a.m.) and during the p.m. peak 
(about 4:30 to 8:00 p.m.), but to a much lesser extent. The average travel rate follows 
a similar trend. Figure D.12 shows the CDFs by regime. The CDFs with the most vari-
ation in travel rates are (from right to left) high congestion, weather; high congestion, 
incidents; moderate congestion, special events; and moderate congestion, incidents. 

The next three (right to left) are low congestion, weather; moderate congestion, 
weather; and high congestion, normal. The CDFs for the remaining regimes are all 
nearly identical. It is important to note the number of instances in which weather is a 
significant, nonrecurring factor.

Table D.21 shows the average SV values and the number of 5-minute time periods 
by regime, and Table D.22 shows the number of hours for those regimes in which the 
SVs exceed 100. 

Figure D.9. I-8 study area, San Diego.
Map data © 2012 Google.
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The three routes in San Diego employed earlier could be employed to illustrate this use 

case. However, a new example will be used. 

Step 1 is to select the route of interest. Westbound I-8 in San Diego has been chosen. As 

shown in Figure D.9, the section being used for analysis lies between La Mesa on the eastern end 

of the study area and Morena on its western end, or more specifically from Baltimore Drive to 

the interchange with I-5. The data being used to conduct the analysis are observations of average 

weekday travel times. 

 

[Insert Figure D.9] 

 

[caption] 

Figure D.9. I-8 study area, San Diego. 

[source] 

Source: © 2012 Google. 
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Figure D.10. Plots of average travel time against time of day and VMT per hour, I-8 westbound, 

San Diego. 

 

[Insert Figure D.11] 

[caption] 

Figure D.10. Plots of average travel time against time of day and VMT per hour, I-8 westbound, 
San Diego.
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Figure D.11. Average semivariance (SV) trends, I-8 westbound, San Diego. 

 

The SV plot in Figure D.11 shows that the route has fairly reliable travel times except 

during the a.m. peak (about 7:00 to 10:00 a.m.) and during the p.m. peak (about 4:30 to 8:00 

p.m.), but to a much lesser extent. The average travel rate follows a similar trend. Figure D.12 

shows the CDFs by regime. The CDFs with the most variation in travel rates are (from right to 

left) high congestion, weather; high congestion, incidents; moderate congestion, special events; 

and moderate congestion, incidents.  

 

[Insert Figure D.12] 

[caption] 

Figure D.11. Average semivariance (SV) trends, I-8 westbound, San Diego.

Figure D.12. CDFs by regime for the average travel rate, I-8 westbound, San Diego.
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Figure D.12. CDFs by regime for the average travel rate, I-8 westbound, San Diego. 

 

The next three (right to left) are low congestion, weather; moderate congestion, weather; 

and high congestion, normal. The CDFs for the remaining regimes are all nearly identical. It is 

important to note the number of instances in which weather is a significant, nonrecurring factor. 

Table D.21 shows the average SV values and the number of 5-minute time periods by 

regime, and Table D.22 shows the number of hours for those regimes in which the SVs exceed 

100.  

 

[COMPOSITION: Please align decimal places in table.] 

Table D.21. Average Semivariances and Number of 5-Minute Time Periods by Regime  

Route Condition Normal Demand Weather Special 

Events 

Incidents 

SV n SV n SV n SV n SV n 
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Several trends are clear from Tables D.21 and D.22:

•	 Although many 5-minute time periods are spent in the normal condition, the SV is 
never particularly large, reaching only 45 in the high-congestion, normal regime;

•	 The regime with the highest SV is high congestion, weather, followed by high conges-
tion, incidents; moderate congestion, special events; moderate congestion, incidents; 
and low congestion, weather. The SVs for all other regimes are relatively small;

•	 There are 99 (of a total of 1,872) hours of operation for regimes when the SV 
exceeds 100 (5% of the total hours); and

•	 The regime with the most hours is low congestion, weather, with 51 hours. It 
seems clear that focusing on enhancing facility reliability during inclement weather 
would be a logical action to take. 

Determine When a Route Is Unreliable (AP5)
In this use case, the agency planner wants to see when a route’s travel time reliability is 
unacceptable. The planner can use this analysis to determine if travel time variability 
is an all-day problem, or if it is confined to specific time periods. She or he can use this 
insight to decide where and when to implement corrective measures like ramp meter-
ing to help mitigate congestion-induced variability. The analysis can also help plan-
ners determine where and when high-occupancy vehicle (HOV) or high-occupancy toll 
(HOT) lanes could be an alternative to provide more consistent travel times for car-
pools or paying drivers. Planners might also use this analysis to see what can be done 
in rural areas to mitigate the impacts of beach traffic in the summer or recreational 
skiing traffic in the winter. Table D.23 presents the key question, steps, inputs, and the 
result for this use case.

TABLE D.21. AVERAGE SEMIVARIANCES AND NUMBER OF 5-MINUTE TIME PERIODS BY REGIME 

Route Condition

Normal Demand Weather Special Events Incidents

SV n SV n SV n SV n SV n

I-8 WB Uncongested 5 1,973 16 29 27 89 0 0 17 15

Low 9 12,840 21 276 101 610 20 16 24 220

Moderate 11 2,633 35 110 80 147 473 37 337 115

High 45 2,916 50 17 1,180 176 0 0 805 245
Note: WB = westbound.

TABLE D.22. AVERAGE SEMIVARIANCES AND HOURS OF UNRELIABLE OPERATION BY REGIME 

Route Condition

Normal Demand Weather Special Events Incidents

SV Hours SV Hours SV Hours SV Hours SV Hours

I-8 WB Uncongested 5 0 16 0 27 0 0 0 17 0

Low 9 0 21 0 101 51 20 0 24 0

Moderate 11 0 35 0 80 0 473 3 337 10

High 45 0 50 0 1,180 15 0 0 805 20
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This use case can be addressed using any one of the routes examined before. The 
metric can again be the SV, and the time frames can be those for which data were avail-
able: all of 2011 in the case of I-5, SR-15, and SR-163; and November 3, 2008, until 
February 27, 2009, in the case of I-8.

The SV data suggest that

•	 I-5 is unreliable only during the p.m. peak.

•	 SR-15 is somewhat unreliable during midday and significantly unreliable during 
the p.m. peak.

•	 SR-163 is more unreliable during the midday and equally unreliable during the 
p.m. peak.

•	 I-8 is unreliable during the a.m. peak and to a lesser extent during the p.m. peak 
and into the early evening.

The reasons for the unreliability are predominantly as follows:

•	 High congestion during the p.m. peak in the case of I-5, SR-15, and SR-163; and 
the a.m. peak in the case of I-8;

•	 Weather, which is a significant source of unreliability for all four routes, especially 
during regimes involving high congestion, but for other regimes, as well;

•	 Incidents, although they predominantly have an impact during regimes involving 
high congestion; and

•	 Special events, especially during the early evening on I-8.

Tables D.24 and D.25 provide hour and percentage breakdowns, respectively, of 
the times (regimes) when each facility’s average SV exceeds 100.

TABLE D.23. DETERMINE WHEN A ROUTE IS UNRELIABLE (AP5)
User Agency planner

Question When does a route have unreliable travel times?

Steps

1.  Select the route for which the reliability assessment is desired.

2.  Select a metric to assess reliability and a value to be used to distinguish between reliable and 
unreliable operation.

3.  Determine the time frame for the analysis (e.g., a year, a quarter, a season, only weekdays; peak 
hours, weekdays, all times).

4.  Assemble TR-PDFs for the route for the time period and system operating conditions of interest.

5.  Determine the times when the route has unreliable travel times.

6.  Search for reasons why the route might have had unreliable travel times under those conditions 
(e.g., weather, incidents, work zones).

7.  Create a list of those reasons and figures that show the percentage of time during which those 
conditions exist. 

Inputs TR-PDFs for the route and across time for the date ranges of interest and other specifications desired. 

Result A list of those reasons and figures that show the percentage of time during which those conditions exist.
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Notice that the trends are quite different for I-8 versus the other three facilities. I-8 
has all of its hours of unreliable operation during nonrecurring events (weather, spe-
cial events, and incidents), and none during normal operation. In contrast, the other 
three routes have more than 76% of their unreliable operation during high-congestion, 
 normal operation. Moreover, I-8 has no percentages attributable to demand condi-
tions, but the other three do. 

TABLE D.24. HOURS OF UNRELIABLE OPERATION BY REGIME AND FACILITY 

Route Condition

Normal Demand Weather Special Events Incidents Total 
HoursSV Hours SV Hours SV Hours SV Hours SV Hours

I-5 Uncongested 7 0 60 0 46 0 111 11 172 24 35

High 205 1,065 1,415 39 2,563 15 1,399 9 1,769 39 1,167

SR-15 Uncongested 15 0 47 0 68 0 29 0 139 5 5

Low 27 0 118 9 106 16 0 0 97 0 25

Moderate 46 0 127 1 151 23 0 0 93 0 24

High 241 1,160 2,415 55 3,751 14 3,113 14 3,032 49 1,292

SR-163 Uncongested 11 0 13 0 61 0 21 0 54 0 0

Moderate 56 0 169 43 399 28 601 29 684 30 129

High 261 1,064 1,789 86 1,924 21 1,424 20 1,385 80 1,271

I-8 
Westbound

Uncongested 5 0 16 0 27 5 0 0 17 0 0

Low 9 0 21 0 101 51 20 0 24 0 51

Moderate 11 0 35 0 80 0 473 3 337 10 13

High 45 0 50 0 1,180 15 0 0 805 20 35

TABLE D.25. PERCENTAGE OF UNRELIABLE OPERATION BY REGIME AND FACILITY 

Route Condition

Normal Demand Weather Special Events Incidents Total 
(%)SV % SV % SV % SV % SV %

I-5 Uncongested 7 0 60 0 46 0 111 1 172 2 3

High 205 89 1,415 3 2,563 1 1,399 1 1,769 3 97

SR-15 Uncongested 15 0 47 0 68 0 29 0 139 0 0

Low 27 0 118 1 106 1 0 0 97 0 2

Moderate 46 0 127 0 151 2 0 0 93 0 2

High 241 86 2,415 4 3,751 1 3,113 1 3,032 4 96

SR-163 Uncongested 11 0 13 0 61 0 21 0 54 0 0

Moderate 56 0 169 3 399 2 601 2 684 2 9

High 261 76 1,789 6 1,924 2 1,424 1 1,385 6 91

I-8 
Westbound

Uncongested 5 0 16 0 27 0 0 0 17 0 0

Low 9 0 21 0 101 52 20 0 24 0 52

Moderate 11 0 35 0 80 0 473 3 337 10 13

High 45 0 50 0 1,180 15 0 0 805 21 36
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Assist Rural Freight Operations Decisions (AP6)
In this use case, an agency planner wants to help out with rural freight operations. He 
or she wants to understand where and when rural freight delivery times are unreliable. 
The planner would need access to truck-related travel times, which are different from 
cars and other vehicles. Assuming that such data are available, this type of analysis 
would help the planner make decisions about how to help rural freight operations, 
such as special climbing lanes, snow removal, and highway geometry, especially in 
 areas with little or no real-time traffic data. Table D.26 presents the key question, 
steps, inputs, and the result for this use case.

The Bluetooth data from US-50 between Placerville and South Lake Tahoe, Cali-
fornia, provide an excellent basis for examining this use case. Travel times along US-50 
were monitored by CalTrans using a set of Bluetooth detectors. The area is rural; no 
system detectors exist. 

Figure D.13 shows approximately where four detectors were placed. For the pur-
poses of this analysis, the Placerville Bluetooth sensor is the pushpin furthest to the left 
(west); the South Lake Tahoe sensor is the one furthest to the right (east). The distance 
between the sensors is about 50 miles; the highway is four lanes wide (two lanes in 
each direction) and undivided. The travel time under good weather conditions is about 
50 minutes. 

From January 28, 2011, until April 21, 2011, 29,533 observations of trip times 
were observed on 82 days (about 360 observations per day). All of the observations 
are displayed in Figure D.14. One can see that the observations are a combination of 
trip times and travel times, and some of the observations range up to 400 minutes (the 
time difference limit used for matching the Bluetooth pings). 

TABLE D.26. ASSIST RURAL FREIGHT OPERATIONS DECISIONS (AP6)
User Agency planner

Question Where and when are rural freight travel times unreliable?

Steps

1.  Select the routes and areas of interest. 

2.  Select the time periods and network operating conditions of interest (could be all). 

3.  Assemble TR-PDFs for freight trips for the routes and areas of interest and the time periods and 
network operating conditions of interest. 

4.  Search for reasons why the routes and areas might have had variations in the travel rates under 
those conditions (e.g., weather, incidents, work zones). 

5.  Create a list of the reasons why the travel rates might be more variable and a pie chart showing the 
percentage of time during which those conditions exist. 

Inputs
TR-PDFs for the routes and areas of interest and across time and for the system operating conditions of 
interest. 

Result
A list of the reasons why the travel rates might be more variable and a pie chart showing the 
percentage of time during which those conditions exist.
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Figure D.13. Placerville to South Lake Tahoe.
Map data © 2012 Google.

Figure D.14. Observations of trip times, Placerville to South Lake Tahoe.
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Figure D.13 shows approximately where four detectors were placed. For the purposes of 

this analysis, the Placerville Bluetooth sensor is the pushpin furthest to the left (west); the South 

Lake Tahoe sensor is the one furthest to the right (east). The distance between the sensors is 

about 50 miles; the highway is four lanes wide (two lanes in each direction) and undivided. The 

travel time under good weather conditions is about 50 minutes.  

 

[Insert Figure D.13] 

 [caption] 

 

Figure D.13. Placerville to South Lake Tahoe. 

[source] 

Source: © 2012 Google. 

 

 

From January 28, 2011, until April 21, 2011, 29,533 observations of trip times were 

observed on 82 days (about 360 observations per day). All of the observations are displayed in 

Figure D.14. One can see that the observations are a combination of trip times and travel times, 
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and some of the observations range up to 400 minutes (the time difference limit used for 

matching the Bluetooth pings).  

 

[Insert Figure D.14] 

[caption] 

 

 

Figure D.14. Observations of trip times, Placerville to South Lake Tahoe. 

 

The observations, filtered and plotted against date and time, are shown in Figure D.15. 

Clearly, there were some days when the travel times were very large, ranging up to 250 minutes 

during a heavy snow storm. On days when conditions were good, the times ranged from 50 to 75 

minutes. 

 

[Insert Figure D.15] 

The observations, filtered and plotted against date and time, are shown in 
Figure D.15. Clearly, there were some days when the travel times were very large, 
ranging up to 250 minutes during a heavy snowstorm. On days when conditions were 
good, the times ranged from 50 to 75 minutes.
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To address the use case, Step 1 is to select the route and area of interest. In this 
instance, it is US-50 from Placerville to South Lake Tahoe. Step 2 is to select the time 
period and network operating conditions of interest. In this instance, they are Janu-
ary 28, 2011, until April 21, 2011, or the duration of time during which the detectors 
were installed, and all conditions. Step 3 is to assemble TR-PDFs for freight trips. Since 
no vehicle classification data were associated with the Bluetooth observations, it will 
be assumed that all the observations are for freight vehicles (clearly, this assumption is 
not true). Step 4 is to search for reasons why there were variations in the travel rates. 
For this purpose, two data sources were employed: the incident data contained within 
PeMS and weather data. The most useful weather information related to precipitation, 
fog, and wind gusts. It was perceived that these three would have the most effect on 
travel conditions. All incidents within the monitored section were deemed to be note-
worthy; none were omitted. Care was taken to associate the incidents, given their loca-
tions, with those trips most likely to be affected. Trips were presumed to be affected if 
they would have been at about the location of the incident at the time when it occurred 
given the time at which they passed by the Placerville sensor (going east) or the South 
Lake Tahoe sensor (going west). A speed of 60 mph was assumed to estimate the travel 
time to the incident location.

A disappointing aspect of the incident data was that some of the durations appeared 
to be spurious. They were often zero minutes. Consideration of the nonzero values 
suggested that 30 minutes would be a sensible default. That value was used in lieu of 
the recorded information if the recorded value was smaller. In summary, weather- and 
incident-related nonrecurring event information was added to each record. 

Figure D.15. Filtered observations of trip times, Placerville to South Lake Tahoe.

73 
2014.04.23 15 L02 Guide Appendix D_Final for composition.docx 

[caption] 

 

Figure D.15. Filtered observations of trip times, Placerville to South Lake Tahoe. 

 

To address the use case, Step 1 is to select the route and area of interest. In this instance, 

it is US-50 from Placerville to South Lake Tahoe. Step 2 is to select the time period and network 

operating conditions of interest. In this instance, they are January 28, 2011, until April 21, 2011, 

or the duration of time during which the detectors were installed, and all conditions. Step 3 is to 

assemble TR-PDFs for freight trips. Since no vehicle classification data were associated with the 

Bluetooth observations, it will be assumed that all the observations are for freight vehicles 

(clearly, this assumption is not true). Step 4 is to search for reasons why there were variations in 

the travel rates. For this purpose, two data sources were employed: the incident data contained 

within PeMS and weather data. The most useful weather information related to precipitation, fog, 

and wind gusts. It was perceived that these three would have the most effect on travel conditions. 

All incidents within the monitored section were deemed to be noteworthy; none were omitted. 
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Table D.27 presents a summary of the travel times for each condition. One can 
see that the three most adverse conditions in the absence of incidents are heavy snow, 
snow and fog, and freezing fog. The worst is heavy snow, for which the average travel 
time is 125 minutes instead of 61 minutes under normal conditions. Incidents raise the 
average to 133 minutes. Highlighted in gray are the conditions with the largest values 
for the four trip time metrics.

Figure D.16 presents the CDFs for the various conditions listed in Table D.27. As 
the labeling shows, the distributions farthest to the right are incidents, snow; freezing 
fog; incidents, freezing fog; incidents, heavy snow; incidents, snow; incidents, snow 
and fog; heavy snow; and snow and fog. Farthest to the left are a set of density func-
tions lying to the left of the normal label: incidents, gusts; rain; gusts; light rain; inci-
dents, light rain; normal; and incidents. 

Based on the data in Table D.27 and Figure D.16, the guidance one might give to 
freight operators would be that (a) under normal conditions, the travel time should be 
about 61 minutes; (b) gusty wind and rain do not seem to have a significant effect, but 
light snow adds about 10 to 20 minutes, as does limited visibility; and (c) heavy snow, 
snow and fog, and fog with freezing conditions add another 40 to 50 minutes and can 

TABLE D.27. TRIP TIME IMPACTS FROM ADVERSE CONDITIONS

Condition
No. of 
Observations

Trip Time (min)

Minimum Average Maximum
Standard 
Deviation

Normal 16,683 47.5 61.3 256.7 9.9

Gusts 5,286 47.7 60.2 176.7 9.7

Rain 908 48.1 64.3 93.8 7.9

Light snow 2,066 50.9 83.7 203.4 24.8

Limited visibility 25 58.6 85.7 128.4 23.1

Snow 136 56.3 97.3 143.2 16.5

Freezing fog 27 54.1 112.4 153.2 26.6

Snow and fog 276 63.5 125.7 237.2 39.9

Heavy snow 298 59.9 125.5 200.0 27.7

Incidents alone 191 52.0 81.6 136.8 25.7

Incidents with rain 18 53.3 56.1 65.6 3.0

Incidents with gusts 107 48.5 62.3 136.2 16.3

Incidents with light snow 78 58.8 80.9 125.1 16.5

Incidents with snow 105 64.2 106.0 153.8 18.5

Incidents in freezing fog 11 93.4 113.5 141.2 16.0

Incidents with snow and fog 49 72.4 123.6 179.1 27.7

Incidents with heavy snow 89 106.3 133.3 173.6 14.6

Note: Shading indicates conditions with the largest values for the four trip time metrics.
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Figure D.16. CDFs for trip times during adverse conditions.

make the trip as long as 2 hours. Incidents have an impact, but often not a substantial 
one. The exception is incidents that occur under normal conditions, which can add 20 
or more minutes to the travel time. 

HIGHWAY SYSTEM OPERATORS AND USERS

This section focuses on questions that might be asked by people who both manage 
(supply side) and use (demand side) the highway network. Each use case is defined fol-
lowed by a description of the context in which it is applied and the results obtained. 
The order is consistent with the use case template presented in Table D.1.

Roadway System Managers
Roadway system managers need to make decisions about how to operate the system. 
They are directly responsible for maintaining and improving reliability. These people 
often work for transportation management centers, metropolitan agencies, and state 
DOTs. Reliability information helps them better manage the network’s operation. For 
example, a roadway system manager might use reliability information to determine 
what actions to take when conditions are awry and set goals for reliability improve-
ments. Such people might also use reliability information to determine how to respond 
to incidents and other events. 

View Historical Reliability Impacts of Adverse Conditions (MM1)
In this use case, a system manager wants to know how adverse conditions affect travel 
time reliability. Knowing the impacts of conditions such as special events, bad weather, 
incidents, and lane closures can help him or her manage the system better. For ex-
ample, such knowledge helps provide better real-time information to the public by 

76 
2014.04.23 15 L02 Guide Appendix D_Final for composition.docx 

freezing fog; incidents, heavy snow; incidents, snow; incidents, snow and fog; heavy snow; and 

snow and fog. Farthest to the left are a set of density functions lying to the left of the normal 

label: incidents, gusts; rain; gusts; light rain; incidents, light rain; normal; and incidents.  

 

[Insert Figure D.16] 

[caption] 

 

Figure D.16. CDFs for trip times during adverse conditions. 

 

Based on the data in Table D.27 and Figure D.16, the guidance one might give to freight 

operators would be that (a) under normal conditions, the travel time should be about 61 minutes; 

(b) gusty wind and rain do not seem to have a significant effect, but light snow adds about 10 to 

20 minutes, as does limited visibility; and (c) heavy snow, snow and fog, and fog with freezing 

conditions add another 40 to 50 minutes and can make the trip as long as 2 hours. Incidents have 

an impact, but often not a substantial one. The exception is incidents that occur under normal 

conditions, which can add 20 or more minutes to the travel time.  
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timely updating variable message signs with expected delay information. Knowing the 
impacts also helps the operator provide better pretrip information, such as anticipated 
speeds and delay times, and encourage people to plan ahead or take alternate routes 
or modes. Table D.28 presents the key question, steps, inputs, and the result for this 
use case.

Answering this question is complicated. It gets at the heart of the difference 
between travel time reliability viewed from the perspective of an operator versus that 
of a user. To see the difference, one needs to examine both system detector data and 
individual vehicle data. Fortunately, both were collected simultaneously in the Lake 
Tahoe case study for I-5 in Sacramento, and those data are used here. 

Step 1 involves selecting the network area of interest. In this case it will be I-5 in 
Sacramento, just south of the junction with US-50. Figure D.17 shows the location of 
the study area. The four markers indicate the locations where Bluetooth readers were 
set up to record vehicles moving northbound and southbound. The use case focuses on 
travel times between the first and last reader.

Step 2 involves selecting the adverse condition of interest. Rain is a good choice. It 
has a significant impact on the travel time, as shown below.

Step 3 focuses on assembling the data for the location and condition of interest. 
In this instance, the time frame is January 24, 2011, until March 16, 2011, the dates 
during which the Bluetooth data were collected. 

Four data sets are used: Bluetooth data, PeMS detector data, PeMS incident data, 
and weather data. These four data sets are combined to create a unified database in 
which each Bluetooth observation can be cross referenced to the weather conditions 
and incidents. The same is true for the PeMS 5-minute travel times. 

Step 4 involves determining the impacts of the adverse condition; in this case, rain. 
It makes sense to begin exploring the impacts with a broad-brush perspective. 

Figure D.18 shows the daily trends in the 5-minute system detector–based travel 
times for the southbound direction. Clearly, weather has an adverse impact, as do inci-
dents during adverse weather conditions. In addition, there is an afternoon peak, but 
its impact on the travel times is not significant; it boosts the times from 4 to 5 minutes 
up to about 7 minutes. Figure D.19 shows the CDFs for the 5-minute travel times 

TABLE D.28. VIEW HISTORICAL RELIABILITY IMPACTS OF ADVERSE CONDITIONS (MM1)
User Roadway system manager

Question What are the historical reliability impacts of different adverse conditions?

Steps

1.  Select the network area of interest.

2.  Select the adverse conditions of interest.

3.  Assemble a historical database of normal and adverse conditions for segments in the study area 
that have been adversely affected.

4.  Determine the relative impacts of the adverse conditions.

Inputs Historical TT-PDFs for the segments in the study area under various normal and adverse conditions.

Result A table that shows the range of reliability impacts that has arisen due to the various adverse conditions. 
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Figure D.17. Interstate 5 in Sacramento.
Map data © 2012 Google.
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Fortunately, both were collected simultaneously in the Lake Tahoe case study for I-5 in 

Sacramento, and those data are used here.  

Step 1 involves selecting the network area of interest. In this case it will be I-5 in 

Sacramento, just south of the junction with US-50. Figure D.17 shows the location of the study 

area. The four markers indicate the locations where Bluetooth readers were set up to record 

vehicles moving northbound and southbound. The use case focuses on travel times between the 

first and last reader. 

 

[Insert Figure D.17] 

 [caption] 

 

Figure D.17. Interstate 5 in Sacramento. 
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It is apparent that weather significantly affects the travel times when the congestion is 

high, but not otherwise. Hence, one answer to the question is that I-5 becomes unreliable when 

weather is the adverse condition.  

 

[Insert Figure D.18] 

[caption] 

 

Figure D.18. Daily trends in 5-minute average travel times, I-5 southbound. 

 

[Insert Figure D.19] 

[caption] 

Figure D.18. Daily trends in 5-minute average travel times, I-5 southbound.
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in the southbound direction under four regimes: high congestion, normal; high con-
gestion, weather; uncongested, normal; and uncongested, weather. Not enough data 
points exist for weather combined with incidents to produce meaningful CDFs.

It is apparent that weather significantly affects the travel times when the conges-
tion is high, but not otherwise. Hence, one answer to the question is that I-5 becomes 
unreliable when weather is the adverse condition. 

Even though the question has been answered, the individual vehicle travel times 
lend a slightly different perspective. In this case, the question is: By how much do the 
individual vehicle travel times vary when the conditions are adverse?

To see what the impacts are, it is useful to begin with a high-level examination of 
the data. Figure D.20 shows daily weekday trends in the travel times experienced by 
individual vehicles on I-5 southbound. Plotted are data points for 119,528 weekday 
trips (of 156,855 observations) across the 3-month time period. These travel time 
trends can be directly compared with Figure D.18, which displayed the 5-minute aver-
age travel times based on the system detectors. 

It is clear that when the freeway is uncongested, the travel times range from just 
under 5 minutes (about 4.2 minutes) to about 7 minutes, with some times reaching up 
to 10 minutes (these might be outliers). However, during the peak (high congestion), 
even though there are days when vehicles still experience travel times of 5 minutes, 
there are days when the travel times reach up to 10 minutes. There are a few days 
when nonrecurring events cause travel times up to 35 minutes.

But are these data scattered on a given day, or are there trends? Figure D.21 (top 
graph) shows the 10,000 travel times observed between February 16, 2011, at 1:14 
a.m. and February 21, 2011, at 4:33 p.m. A short, abrupt transient can be seen fol-
lowed by a much longer, less dramatic one. Several other smaller transients are also 

Figure D.19. CDFs of 5-minute average travel rates for four regimes, I-5 southbound.
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Figure D.19. CDFs of 5-minute average travel rates for four regimes, I-5 southbound. 

 

Even though the question has been answered, the individual vehicle travel times lend a 

slightly different perspective. In this case, the question is: By how much do the individual 

vehicle travel times vary when the conditions are adverse? 

To see what the impacts are, it is useful to begin with a high-level examination of the 

data. Figure D.20 shows daily weekday trends in the travel times experienced by individual 

vehicles on I-5 southbound. Plotted are data points for 119,528 weekday trips (of 156,855 

observations) across the 3-month time period. These travel time trends can be directly compared 

with Figure D.18, which displayed the 5-minute average travel times based on the system 

detectors.  

 

[Insert Figure D.20] 

[caption] 
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Figure D.20. Daily trends in individual vehicle travel times, I-5 southbound.
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Figure D.20. Daily trends in individual vehicle travel times, I-5 southbound. 

 

It is clear that when the freeway is uncongested, the travel times range from just under 5 

minutes (about 4.2 minutes) to about 7 minutes, with some times reaching up to 10 minutes 

(these might be outliers). However, during the peak (high congestion), even though there are 

days when vehicles still experience travel times of 5 minutes, there are days when the travel 

times reach up to 10 minutes. There are a few days when nonrecurring events cause travel times 

up to 35 minutes. 

But are these data scattered on a given day, or are there trends? Figure D.21 (top graph) 

shows the 10,000 travel times observed between February 16, 2011, at 1:14 a.m. and February 

21, 2011, at 4:33 p.m. A short, abrupt transient can be seen followed by a much longer, less 

dramatic one. Several other smaller transients are also evident. The major transient was due to 

rain on February 18, 2011, and the short blip was due to an incident that same day.  

Figure D.21 (bottom graph) zooms in on the roughly 1,500 observations from February 

18, 2011, during two major events. Although there is still some overplotting, the dots from 

evident. The major transient was due to rain on February 18, 2011, and the short blip 
was due to an incident that same day. 

Figure D.21 (bottom graph) zooms in on the roughly 1,500 observations from Feb-
ruary 18, 2011, during two major events. Although there is still some overplotting, 
the dots from individual trip times can be seen. Midmorning it began to rain (at about 
Observation 46,000). Around 11:00 a.m. there was an incident (at about Observa-
tion 46,110). The rain had no effect on the travel times. At about 1:30 p.m. there was 
a second incident (at about Observation 46,500), which also had no impact on the 
travel times. Then, at about 2:40 p.m., there was a third incident (at about Observa-
tion 46,700). Although at first it had a small impact, at about 3:00 p.m. it had a major 
impact. The travel times rose dramatically to about 35 minutes, but by 4:00 p.m. they 
had dropped to about 9 minutes. The travel times began climbing again (at about Obser-
vation 47,000) and peaked at about 15 minutes. While this was under way, at about 
5:40 p.m. there was another incident, but it did not have a discernible impact. Hence, the 
long transient seems to have been due to the rain. By 6:45 p.m., with the peak over, the 
travel times were back down to 5 to 6 minutes (about Observation 47,700). 

Returning to the high-level perspective, one can ask whether this narrow banding 
in travel times is always present. Figure D.22 provides some insight. Plotted in the 
top half is the difference between the 5th and 75th percentile travel times versus the 
5th percentile travel time for half-overlapping sequences of 50 Bluetooth observations 
across the three months. Although the overplotting makes it difficult to see how many 
data points there are for each combination, one can see that the spread between the 
75th and the 5th percentile travel times is much larger when the 5th percentile travel 
time is low; in other words, when the freeway is congested, the spread in travel times 
is much smaller. 
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individual trip times can be seen. Midmorning it began to rain (at about Observation 46,000). 

Around 11:00 a.m. there was an incident (at about Observation 46,110). The rain had no effect 

on the travel times. At about 1:30 p.m. there was a second incident (at about Observation 

46,500), which also had no impact on the travel times. Then, at about 2:40 p.m., there was a third 

incident (at about Observation 46,700). Although at first it had a small impact, at about 3:00 p.m. 

it had a major impact. The travel times rose dramatically to about 35 minutes, but by 4:00 p.m. 

they had dropped to about 9 minutes. The travel times began climbing again (at about 

Observation 47,000) and peaked at about 15 minutes. While this was underway, at about 5:40 

p.m. there was another incident, but it did not have a discernible impact. Hence, the long 

transient seems to have been due to the rain. By 6:45 p.m., with the peak over, the travel times 

were back down to 5 to 6 minutes (about Observation 47,700).  

 

[Insert Figure D.21] 
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Figure D.21. Daily trends in individual vehicle travel times, I-5 southbound. 

 

Returning to the high-level perspective, one can ask whether this narrow banding in 

travel times is always present. Figure D.22 provides some insight. Plotted in the top half is the 

difference between the 5th and 75th percentile travel times versus the 5th percentile travel time 

for half-overlapping sequences of 50 Bluetooth observations across the three months. Although 

the overplotting makes it difficult to see how many data points there are for each combination, 

one can see that the spread between the 75th and the 5th percentile travel times is much larger 

when the 5th percentile travel time is low; in other words, when the freeway is congested, the 

spread in travel times is much smaller.  
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Figure D.21. Daily trends in individual vehicle travel times, I-5 southbound.
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Figure D.22. Spreads in individual vehicle travel times.
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Figure D.22. Spreads in individual vehicle travel times. 

 

Figure D.22 provides an example of how the 5th and 75th percentile values vary. There is 

some evidence that the spread between the 5th and 75th percentile travel times decreases as the 

5th percentile increases.  
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Figure D.22 provides an example of how the 5th and 75th percentile values vary. 
There is some evidence that the spread between the 5th and 75th percentile travel 
times decreases as the 5th percentile increases. 

The implication of Figure D.22 is that as the facility becomes more congested 
and the travel times increase, the variation in the travel times decreases. That is, the 
congestion makes it difficult for the vehicles to travel at widely varying speeds. Hence, 
when the travel time is larger, the consistency is greater. This observation means that 
the issues in travel time reliability are more complex than just the system detector 
data might suggest. Although the system is clearly unreliable during high congestion 
because it cannot provide the same travel time day to day for the same flow (conges-
tion) condition, the travel time it does provide in each situation is very similar for all 
the vehicles involved (i.e., it is difficult for vehicles to have widely varying travel times), 
and the consistency in the travel times is high.

Hence, what people may actually be complaining about when they focus on reli-
ability is their inability to achieve desired travel times when the system is congested 
(i.e., from one day to another, or one peak load instance to another, or one situation 
to another). They cannot achieve the travel time they want, and the travel times they 
experience under those conditions are widely variable. This situation is not the incon-
sistency in travel times among drivers at a given point in time. Rather, it is the inability 
of the system to provide the same travel time under the same operating conditions, or 
the same travel time when traffic is congested every time it is congested. Conversely, 
users regard the system as being reliable when it is consistent in providing the same 
travel time from one trip to the next, as it can when it is uncongested. This occurs in 
spite of the fact that under that condition (uncongested) the variance in individual 
vehicle travel times is high, because people can achieve the travel times they want. 

Thus, the reliability of the system is perceived to be high when the variation in the 
individual vehicle travel times is also high, and reliability is perceived to be low when 
the variance in individual vehicle travel times is low. Figure D.22 helps to show this. 
The message is this: people perceive reliability is high when the system lets them travel 
at their desired travel speeds (and achieve their desired travel times); but this is the con-
dition when the variance in individual vehicle travel times is high. When the variance is 
high, such as when the system is lightly loaded, the system is able to deliver consistent 
performance from one condition occurrence to another and from one day to another, 
even though the variance is high, and when nonrecurring events arise. 

That the travel time the system can deliver varies from one condition realization 
to another can be seen in Figure D.23. In spite of the fact that Figure D.22 shows that 
individual vehicle travel times are consistent within a given situation, the travel times 
are different across realizations of that situation. Hence, in spite of the consistency for 
a given situation, the CDFs of the individual vehicle travel times, combined across situ-
ations, provide the same trend in travel times as those reported in Figure D.19. 

In summary, from an individual vehicle travel time perspective, the answer to the 
original use case question is that the impact of adverse conditions (in this case, rain) is 
as follows: (a) under such conditions the system cannot deliver a reliable travel time; 
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Figure D.23. CDFs for individual vehicle travel times in several regimes.
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this: people perceive reliability is high when the system lets them travel at their desired travel 

speeds (and achieve their desired travel times); but this is the condition when the variance in 

individual vehicle travel times is high. When the variance is high, such as when the system is 

lightly loaded, the system is able to deliver consistent performance from one condition 

occurrence to another and from one day to another, even though the variance is high, and when 

nonrecurring events arise.  

That the travel time the system can deliver varies from one condition realization to 

another can be seen in Figure D.23. In spite of the fact that Figure D.22 shows that individual 

vehicle travel times are consistent within a given situation, the travel times are different across 

realizations of that situation. Hence, in spite of the consistency for a given situation, the CDFs of 

the individual vehicle travel times, combined across situations, provide the same trend in travel 

times as those reported in Figure D.19.  
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Figure D.23. CDFs for individual vehicle travel times in several regimes. 

(b) the time it can deliver is different from the time the traveler wants; and (c) the travel 
time it delivers is different from one occurrence of the condition to another. 

Be Alerted When the System Is Struggling with Reliability (MM2)
The user wants to know when the travel times on a facility have become unreliable or 
are about to do so. Consistent with the discussions in MM1, this alert tells the user 
the system is entering a condition in which travelers cannot achieve the travel times 
they want because the congestion is too high (travel is constrained), or the system’s 
ability to provide consistent travel times has become low, or both. A roadway system 
manager might use information as the basis for sending out alerts to variable message 
signs or route guidance devices. Table D.29 presents the key question, steps, inputs, 
and the result for this use case.

TABLE D.29. BE ALERTED WHEN THE SYSTEM IS STRUGGLING WITH RELIABILITY (MM2)
User Roadway system manager

Question Has a route or system become unreliable?

Steps

1.  Select the segments or routes being monitored.

2.  Select the conditions for which notification is desired.

3.  Design the test that will be used to identify the condition selected.

4.  Monitor the TT-PDFs (or TR-PDFs) to see if an unreliable condition has arisen.

Inputs
Real-time information about the status of the segment or route plus historical TT-PDFs for the segments 
and routes under surveillance. In addition, real-time information about the network conditions as 
explanatory variables.

Result
An alert message that displays the facility and location where the travel time reliability is adverse and TT-
CDFs that compare the current segment or route travel time against the ones that would be expected.

Note: TT-CDF = travel time cumulative density function.
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This use case is similar to incident detection or identification of times when the 
system’s behavior has become unstable. As in Use Case MM1 and elsewhere, under 
heavy congestion or under adverse nonrecurring conditions (i.e., when the system is 
under stress), individual vehicle travel times become less variable (i.e., more consistent) 
because congestion keeps people from being able to travel at the speeds they want. 
Moreover, the system struggles to provide the same travel times each time these condi-
tions occur. It seems the system cannot control the manner in which vehicles interact 
or the effects on system capacity from the nonrecurring event. 

The steps in the use case are as follows. Step 1 is to select the segments or routes to 
be monitored. I-5 southbound in Sacramento will be employed. Step 2 involves select-
ing the conditions for which notification is desired. The choice will be any condition 
in which the facility has difficulty letting users travel at their desired speeds. Step 3 
involves designing the test that will be used. Step 4 is to monitor the TT-PDFs (or 
TR-PDFs) to see if reliability is suffering. The data collected will be used ex post facto 
to see when reliability was affected. 

Based on data for individual vehicle travel times, it appears that the lower- percentile 
travel times (the higher speeds) are affected earliest and most (i.e., the higher- percentile 
speeds decrease the most). Without question, the other percentile travel times also 
change, but not as dramatically, at least not initially. That is, the lower-percentile travel 
times provide the earliest sign that the system is entering an unreliable condition. As the 
system becomes more heavily loaded from either congestion or a nonrecurring event, it 
loses the ability to permit drivers to achieve the lowest travel times. It cannot let those 
vehicles thread their way through the traffic stream. Either the traffic density is too high, 
or the nonrecurring event has interfered with that ability (e.g., as a result of queuing). 

The clearest evidence of this can be seen in time traces. Figure D.24 shows the 
percentiles of individual vehicle travel times for I-5 southbound in Sacramento on 
March 1, 2011, the same data set used previously. One can see that as incidents occur 
or the system becomes more heavily loaded, the 5th percentile travel time increases.

The first event occurs at about 11:00 a.m., when the travel times abruptly rise 
and then return to normal. This was an incident. The second event starts at about 
3:00 p.m., when the travel times begin to increase in advance of the p.m. peak. In the 
first 11:00 a.m. instance, notice that all the percentile travel times increase, without 
any advance warning that they were going to; however, in the 3:00 p.m. instance, 
the 5th percentile travel time begins to increase (and the standard deviation begins to 
decrease) well in advance of the changes in the other percentile travel times.

The message seems clear. In the case of recurring congestion, the low-percentile 
travel times (e.g., 5th percentile) and the standard deviation both provide leading indi-
cations that a period of congested operation is approaching. The travel times (from 
day to day) are about to become unreliable in the sense that people will not be able to 
achieve their desired travel times, and the travel time they experience from one instance 
to the next will not be the same. However, when an unexpected nonrecurring event 
such as an incident affects the system’s operation, it does so abruptly, without leading 
indications (from the 5th percentile travel time or the standard deviation) that condi-
tions are about to change. In addition, in the latter case, when the event (especially an 
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Figure D.24. Trends in travel time percentiles and their standard deviations.

incident) creates a bottleneck that affects all drivers, then the travel times not only all 
increase, but they become very consistent. When the event affects only some lanes, and 
thus only some drivers, the travel times increase, but there remains a significant varia-
tion in the travel times achieved. People in the less-affected lanes are able to achieve 
significantly shorter travel times than those in the more-affected lanes. Finally, one 
thing remains true in all conditions: the lower-percentile (e.g., 5th percentile) travel 
times are always affected, either in advance of the full-fledged condition (e.g., when 
congested operation occurs) or immediately upon its onset (e.g., with a nonrecurring 
event during otherwise uncongested operation). 

The implication of these observations is that a test that identifies these periods of 
unreliable operation can be predicated on the lower-percentile travel times. One test 
will probably not fit all conditions—most likely such tests need to be tuned to the 
facilities being observed—but a test based on the lower-percentile travel times is likely 
to always work. Tests based on reductions in the standard deviation will also work for 
the recurring event conditions; such tests appear to provide an even earlier warning 
that conditions are in the process of changing. 

The results of applying one test are shown in the bottom of Figure D.24. The test 
involves checking three conditions: the average of the 5th percentile travel time in four 
successive observations rises above 4.7 minutes; the 5th percentile rises above 5 minutes 
in the current observation; or the 75th percentile travel time rises above 6 minutes. The 
latter test seems to catch instances in which some, but not all, of the lanes are affected 
by an incident.
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Compare a Recent Adverse Condition with Prior Ones (MM3)
In this use case, the roadway manager wants to see if the agency did a better job of 
handling a recent adverse condition than it has in the past with similar adverse condi-
tions. The objective is to compare the reliability of the system in the recent event with 
similar events in the past. Perhaps the agency’s response was different. This helps the 
agency decide whether the actions taken were sufficient, or if more could be done to 
reduce the traffic impacts. In rural areas, this information can help operators provide 
more accurate pretrip information in inclement conditions. Table D.30 presents the 
key question, steps, inputs, and the result for this use case.

Although data were not available for before-and-after situations in which agency 
actions were involved, it is still possible to address this use case by examining some of 
the Bluetooth data collected. Those data allow a comparison of system performance 
under different occurrences of the same or similar adverse conditions. 

For the purposes of MM3, the data set for trips from South Lake Tahoe to 
 Placerville, the same data set that was used in Use Case AP6, is useful. As Figure D.15 
indicates, the travel time increased on this route several times in response to bad 
weather conditions. These conditions can be compared and contrasted to see similari-
ties and differences. 

As Figure D.16 indicates, heavy snow has a dramatic effect on the distribution of 
travel times. The snows that occurred during the observation period increased the mini-
mum travel time from 50 to 70 minutes, the median travel time from 55 to 140 minutes, 
and the 90th percentile travel time from 70 to 210 minutes. 

There were six heavy snowstorms during the period of observation: one on Janu-
ary 29; a second on February 15, a third on February 24, and three more on March 18, 
19, and 24. The impacts of these storms were felt across the following times:

TABLE D.30. COMPARE A RECENT ADVERSE CONDITION WITH PRIOR ONES (MM3)
User Roadway system manager

Question
How do the reliability impacts from a recent adverse condition compare with prior, similar adverse 
conditions?

Steps

1.  Select the network area of interest.

2.  Identify the recent adverse condition of interest.

3.  Assemble a database of historical normal and adverse conditions for segments in the study area 
that have been adversely affected.

4.  Compare the impacts of the recent event with the impacts of prior occurrences.

Inputs
Historical TT-PDFs for the arterial segments in the study area for the recent condition and similar prior 
adverse conditions, as well as normal ones.

Result
One or more figures comparing the TT-CDFs for the recent adverse condition with other similar events 
in the past and the normal conditions.
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•	 January 29 at 9:30 p.m. to January 30 at 9:00 p.m.;

•	 February 15 at 6:00 p.m. to February 18 at 6:00 p.m.;

•	 February 24 at noon to February 27 at midnight;

•	 March 18 at noon to March 19 at 3:00 p.m.;

•	 March 19 at 3:00 p.m. to March 22 at 6:00 p.m.; and

•	 March 24 at midnight to March 25 at 3:00 p.m.

Figure D.25 presents the TT-CDFs for the six storms. As can be seen, the March 
19 event produced the most significant effect on the travel times: the 90th percentile 
reached 160 minutes. By comparison, for the other heavy snows, the 90th percen-
tile reached 140 minutes on March 18 and between 110 and 120 minutes for the other 
four storms. These values are all in contrast with the 90th percentile value of 90 min-
utes for normal conditions.

These findings could be summarized by saying that heavy snow adds up to 50 
minutes for 90% of the trips, and only 10% of the trips manage to complete the trip 
with an additional 20 minutes or less (50 versus 70 minutes). 

Figure D.25. CDFs for individual vehicle travel times in several regimes.
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Figure D.25. CDFs for individual vehicle travel times in several regimes. 

 

These findings could be summarized by saying that heavy snow adds up to 50 minutes 

for 90% of the trips, and only 10% of the trips manage to complete the trip with an additional 20 

minutes or less (50 versus 70 minutes).  

 

<H3>Gauge the Impacts of New Arterial Management Strategies (MM4) 

The user wants to gauge the effectiveness of new arterial management strategies in terms of 

travel times and travel time variability. The analysis compares before-and-after conditions. This 

supports the analysis of changes like signal timing updates, new access management policies, 
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Gauge the Impacts of New Arterial Management Strategies (MM4)
The user wants to gauge the effectiveness of new arterial management strategies in 
terms of travel times and travel time variability. The analysis compares before-and-
after conditions. This supports the analysis of changes like signal timing updates, new 
access management policies, and geometric modifications. Table D.31 presents the key 
question, steps, inputs, and the result for this use case.

No data were collected during the case studies that could be used to address this 
use case. However, the analysis procedure is effectively identical to that used in Use 
Cases AE4 and AE5. The impacts of such changes could also be assessed using a simu-
lation model.

Gauge the Impacts of New Freeway Management Strategies (MM5)
The user wants to gauge the effectiveness of new freeway management strategies in 
terms of travel times and travel time variability. The analysis compares before-and-
after conditions. This supports the analysis of the impacts of strategies such as ramp-
metering rate changes, geometric modifications, speed limit updates, or HOV lanes. 
Table D.32 presents the key question, steps, inputs, and the result for this use case.

TABLE D.31. GAUGE THE IMPACTS OF NEW ARTERIAL MANAGEMENT STRATEGIES (MM4)
User Roadway system manager

Question Has a new arterial management strategy improved travel time reliability?

Steps

1.  Select the arterial segments of interest.

2.  Identify the before-and-after conditions. 

3.  Assemble a database of segment and route TT-PDFs for the before-and-after conditions. 

4.  Analyze the differences in the TT-PDFs.

Inputs
Historical TT-PDFs for arterial segments and routes in the study area for the before-and-after conditions, 
minimizing external factors like adverse conditions that might create differences due to other reasons.

Result
A figure comparing the TT-CDFs for the before-and-after conditions for the segments and routes of 
interest, with an overall assessment of the impact. 

TABLE D.32. GAUGE THE IMPACTS OF NEW FREEWAY MANAGEMENT STRATEGIES (MM5)
User Roadway system manager

Question Has a new freeway management strategy improved travel time reliability?

Steps

1.  Select the freeway segments of interest.

2.  Identify the before-and-after conditions. 

3.  Assemble a database of segment and route TT-PDFs for the before-and-after conditions. 

4.  Analyze the differences in the TT-PDFs.

Inputs
Historical TT-PDFs for freeway segments and routes in the study area for the before-and-after conditions, 
minimizing external factors like adverse conditions that might create differences due to other reasons.

Result
A figure comparing the TT-CDFs for the before-and-after conditions for the segments and routes of 
interest, with an overall assessment of the impact. 
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No data were collected during the case studies that could be used to address this 
use case. However, the analysis procedure is effectively identical to that used in Use 
Cases AE4 and AE5. The impacts of such changes could also be assessed using a simu-
lation model.

Determine Pricing Levels Using Reliability Data (MM6)
In this use case, the user wants to see what the pricing levels should be on HOT lanes. 
The hypothesis is that better and more reliable travel times have value, and people will 
pay for better service. The question is: How much will they pay? Table D.33 presents 
the key question, steps, inputs, and the result for this use case.

No data were obtained during the project that could be used to provide an exam-
ple of this use case. However, the procedure would be similar to that used in Use Cases 
AE4 and AE5, in which the focus was on changes in system performance over time. In 
this case, however, the emphasis would be on performance without and with the HOT 
lane instead of without and with the improvements made to the facility.

Drivers with Constrained Trips
The driver-related use cases fall into two categories: constrained and unconstrained. 
This section deals with the constrained trips. A trip is constrained if it has a specific 
time of arrival. Hence, early and late have definite meanings. Examples of constrained 
trips include trips for doctor’s appointments, scheduled deliveries, and scheduled bus 
stops. Unconstrained trips have no particular arrival time.

Some constrained trips are made frequently; others, infrequently. In the case of 
the frequent ones, the driver has a sense of how long the trip should take and how 
much the trip time should vary due to congestion and other factors. In the case of the 
infrequent ones, the driver may not have a sense of the travel time, but needs to be on 
time nevertheless. 

TABLE D.33. DETERMINE PRICING LEVELS USING RELIABILITY DATA (MM6)
User Roadway system manager

Question
What toll can be charged on HOT lanes given the comparative reliability of those lanes versus the 
mixed-use lanes?

Steps

1.  Identify the route and conditions under study.

2.  Assemble the TT-PDFs for the HOT lanes and the mixed-use lanes.

3.  Compare the TT-PDFs and determine the fee that can be charged given the differential TT-PDFs 
that exist for the various conditions.

4.  Implement the HOT lane fee structure.

Inputs
Historical TT-PDFs for the routes and conditions under study both in the HOT lanes and the mixed-use 
lanes. Econometric information about the prices people are willing to pay for lower travel times and 
better travel time reliability (two separate concepts).

Result A pricing guide for different conditions on the routes studied.
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Understand Departure Times and Routes for a Trip (MC1)
A driver wants to understand in advance the travel times and routing options for a trip 
that will be made frequently. This is something the driver might do if she or he has a 
new job or has selected a new day care center. The trip is not to be made right away, 
but it will be soon, and the driver wants to know how much time to allow and what 
route (or routes) to choose. The answer is obtained by analyzing historical data, in-
cluding all conditions under which the trip might have been made, including inclement 
weather, incidents, and so forth, because the user wants to know what to do depend-
ing on the network conditions that exist. Table D.34 presents the key question, steps, 
inputs, and the result for this use case.

Step 1 involves selecting the origin and destination. In this use case, the same 
origin and destination as in Figure D.1 are used, which draws on the three routes in 
San Diego.

Step 2 involves selecting the desired arrival time. In this specific case, most of the 
time, the trip is going to be made between 3:00 and 7:00 p.m. It is worth looking at 
some details on how individual travel times can be synthesized from 5-minute mean 
travel times; the subsequent paragraphs provide that description.

Most traffic management centers collect mean travel times every 5 minutes from 
system detectors. These inputs provide insight into the average operating conditions 
of the facility, but they do not provide sufficient information for understanding varia-
tions in individual driver travel times. Automated vehicle identification and automated 
vehicle location (AVL) are useful in answering questions pertaining to individual driver 
travel times, but these data sources are not very common. However, it is possible to 

TABLE D.34. UNDERSTAND DEPARTURE TIMES AND ROUTES FOR A TRIP (MC1)
User Driver

Question
What departure times are needed and what routes should be selected in order to arrive on time given 
past TT-PDFs for this trip?

Steps

1.  Select the origin and destination.

2.  Select the desired arrival time.

3.  Decide what being on time (probability of being late) means.

4.  Analyze the TT-PDFs to identify options for departure times and routes.

5.  Create a table that shows how much time to allow and what route to select depending on the 
network conditions that might exist. 

Inputs
Historical TT-PDFs for the routes and departure times that are logical based on the conditions that 
might exist.

Result
Table of routes and departure times to select depending on the conditions that exist. The table is 
created by analyzing the TT-PDFs for the various routes and network conditions. 
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synthesize individual vehicle travel times from 5-minute mean travel times obtained 
from loop detector data by using automatic vehicle identification data. In this case, 
Bluetooth data collected in Sacramento were used.

The data collection involved a 5-mile section on I-5 in Sacramento. The location is 
depicted in Figure D.17. Data were collected in the northbound and southbound direc-
tions for approximately three months (January to April) in 2010. Bluetooth readers 
were stationed at four locations as shown in Figure D.17. Every tag read in the data 
set has an encrypted media access control address, the tag reader ID at both origin 
and destination, and time stamps associated with them. There were around 150,000 
tag reads in each direction. About 110,000 tag reads remained after removing out-
liers. Since nonrecurring events like weather and incidents have a significant impact 
on travel times experienced by individual drivers, data were further classified based on 
nonrecurring event type (normal, weather, and incidents). 

The O–D pair data were first sorted on the basis of chronological order (i.e., begin-
ning with origin time). In the first pass, which was based on the 50 most recent trip 
rate observations, trip rates associated with each percentile and the mean trip rate 
associated with that set of observations were computed, and the ratio of each percen-
tile travel rate to that of mean travel rate was computed. The data were stored in bins 
based on mean travel rates. Last, ratios to the mean were computed for each percentile 
travel rate. 

These ratios were used in conjunction with the average travel rates from the sys-
tem detectors (in this case for the three routes in San Diego) to synthesize estimates 
of the travel rates (and then the travel times) for vehicles that would have represented 
each percentile (101 values) in the distribution for each 5-minute observation.

Step 3 involves deciding what being on time (probability of being late) means. In 
this specific use case the assumption is that the driver wants to know how wide the 
arrival time window is (in time) to encompass 90% of the arrivals. In other words, his 
or her on-time arrival window is 90%. 

Step 4 involves assembling the data and creating TT-CDFs for each operating 
condition for each route. The analysis presented here is a two-step process. First, syn-
thesized individual vehicle travel time data between 15:00 and 19:00 were used to gen-
erate TT-CDFs. These CDFs are for all percentile drivers. Figure D.26 presents CDF 
plots for each route for each regime. Under normal operating conditions, SR-163 and 
I-5 have almost identical 90th percentile travel times (22 minutes); SR-15 performs 
marginally better with a travel time of about 19 minutes. However, under incident, 
weather, and special events, SR-163 performs consistently better than the other two 
routes. It seems that travel times grow significantly higher in the cases of weather 
events. Table D.35 summarizes these results.
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Figure D.26. Travel time CDFs for three routes in San Diego.
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Figure D.26. Travel time CDFs fo r three routes in San Diego. 

 

Table D.35. 90th Percentile Travel Times for Each Route Under Various Conditions 

TT CDFs between 15:00–19:00 on CA-163

TT CDFs between 15:00–19:00 on I-5

TT CDFs between 15:00–19:00 on I-15
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TABLE D.35. 90TH PERCENTILE TRAVEL TIMES FOR EACH ROUTE UNDER VARIOUS 
CONDITIONS

Route

90th Percentile Travel Time (min)

Normal Demand Incidents Weather
Special 
Events

SR-163 21.48 29.65 31.42 34.82 32.07

I-5 21.55 28.48 32.68 39.98 32.28

SR-15 19.38 29.62 35.73 41.35 39.42

The analysis presented above does not take into account the risk receptiveness of 
individual drivers; that is, some drivers are more or less aggressive than others. For 
example, one can and should focus on specific classes of drivers (classified here by 
aggressiveness) to provide meaningful guidance. In this case, three categories were 
employed: more aggressive drivers, whose travel times are centered on 10th percentile 
travel times; median drivers, whose travel times are centered on 50th percentile travel 
times; and conservative drivers, whose travel times are centered on 90th percentile 
travel times. 

This leads to a second analysis for guidance based on driver type. Without loss 
of generality, the discussion here is based on the aggressive drivers (those with travel 
times centered on 10th percentile travel times). It is assumed that the distribution of 
travel times for any given driver type is normally distributed. For example, times for 
the aggressive driver class are normally distributed between the 5th and 15th percen-
tiles, with a mean equivalent to the 10th percentile travel time. Based on this frame-
work, travel times for 100 drivers were synthesized for each 5-minute travel time 
observation from the system detectors. 

Figure D.27 presents the same corridor conditions as shown in Figure D.26 but 
for the 10th percentile (aggressive) drivers. Although the choice of best routes has 
not changed for various nonrecurring conditions, as expected, the 90th percentile 
travel times are lower for these drivers. Under normal operating conditions, aggressive 
 drivers have travel times about 2 minutes shorter on all three routes. Under demand 
and incident conditions, they are about 4 to 5 minutes shorter. Although there was not 
a significant drop in travel times on SR-163 and I-5 under weather and special event 
conditions, aggressive drivers had a travel time on SR-15 about 7 minutes shorter com-
pared with the overall driver population. Table D.36 summarizes these results. 

Step 5 involves creating a table that shows what time to allow and what route to 
select depending on the network conditions that might exist. 
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Figure D.27. Travel time CDFs for aggressive drivers.
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Figure D.27. Travel time CDFs for aggressive drivers. 

 

TT CDFs between 15:00–19:00 on CA-163 (Agg drivers)

TT CDFs between 15:00–19:00 on I-5 (Agg drivers)

TT CDFs between 15:00–19:00 on I-15 (Agg drivers)
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TABLE D.36. 90TH PERCENTILE TRAVEL TIMES FOR AGGRESSIVE DRIVERS FOR EACH 
ROUTE UNDER VARIOUS CONDITIONS

Route

90th Percentile Travel Time (min)

Normal Demand Incidents Weather
Special 
Events

SR-163 19.05 25.57 26.83 31.00 28.52

I-5 19.23 25.03 27.43 34.90 29.05

SR-15 17.25 25.40 30.85 34.05 32.57

Determine a Departure Time and Route Just Before a Trip (MC2)
In this use case, the driver wants to know when to leave and what route to take shortly 
before making a trip in order to arrive on time. The driver needs to have predictions 
of what the travel times are likely to be on the routes he or she is most likely to select. 
Table D.37 presents the key question, steps, inputs, and the result for this use case.

Step 1 involves selecting the origin and destination. In this use case, the ones shown 
in Figure D.1 are again selected. 

Step 2 involves selecting the desired arrival time. In this specific case, the driver 
wants to make the trip between 3:00 and 7:00 p.m., wants to know when to leave, and 
wants to know the likelihood of arriving at the destination on time with 90% certainty 
(in other words, with a 90% probability of on-time arrival). 

Step 3 involves assembling the data and creating TT-CDFs for the normal operat-
ing condition for each route. The driver wants to know the best route and best time 
to make the trip. The analysis presented here attempts to provide this information in 
the following way: the 4-hour time window of interest is divided into eight half-hour 
windows (3:00 to 3:30 p.m., 3:30 to 4:00 p.m., and so forth). For the purpose of this 
illustration, the expected arrival time of the driver is the end of each half-hour period 
(3:30 p.m., 4:00 p.m., and so forth). In preparation for Step 4, the question can be 

TABLE D.37. DETERMINE A DEPARTURE TIME AND ROUTE JUST BEFORE A TRIP (MC2)
User Driver

Question
Just before making a trip, when should the driver leave and what route should he or she take to arrive 
at a destination on time? 

Steps

1.  Select the origin and destination.

2.  Decide what being on time (probability of being late) means.

3.  Obtain predictions of the TT-PDFs for routes that might be selected.

4.  Determine the options for departure times and routes.

5.  Select the departure time and route that minimizes the travel time but assures an on-time arrival. 

Inputs
Forecasts of TT-PDFs by departure time for the routes that might be chosen given the current and 
anticipated network conditions.

Result
Overlapping plots of the TT-CDFs for the various routes so that the distributions of their travel times 
can be compared, and the one with the shortest travel time at a particular probability can be selected.
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reformulated as follows: Which among the eight expected arrival times of interest will 
minimize the driver’s travel time, and on which route? 

Two analyses are presented for answering this question. The first uses synthesized 
individual vehicle travel time data between 3:00 and 7:00 p.m. and generates TT-CDFs 
for eight half-hours of interest. These CDFs provide guidance about when the driver 
should leave in order to arrive within a specific half-hour of interest. These CDFs are 
for all percentile drivers. Figure D.28 presents CDF plots for each route for the normal 
operating condition. The TT-CDFs for the first and eighth half-hour time windows for 
SR-163 are at the left, suggesting that those time windows have reliable travel times. 
Travel times from the second to the sixth half-hour windows get increasingly worse; 
operating conditions seem to improve in the seventh half-hour period, and the facility 
seems to resume normal operating conditions during the eighth half-hour period. The 
situation is similar for both I-5 and SR-15, although the I-5 TT-CDF for the seventh 
half-hour period is significantly different. 

Step 5 involves creating a table that shows how much time to allow and what route 
to select depending on the network conditions that might exist. Table D.38 shows the 
90th percentile travel times for various operating conditions for these three routes. The 
90th percentile travel time is minimum (18.43 minutes) for the first half-hour window 
of interest (3:00 to 3:30 p.m.). Travel time for the second to sixth half-hours of inter-
est (3:30 to 4:00 p.m. through 5:30 to 6:00 p.m.) has a positive slope, meaning it was 
constantly increasing from one time window to the next. The 90th percentile travel 
time was 19.62 minutes for the second half-hour window and 23.82 minutes for the 
sixth half-hour window. Operating conditions seem to improve, as travel time for the 
seventh half-hour window (6:00 to 6:30 p.m.) was less than that of the sixth. The story 
is similar for both I-5 and SR-15. According to Table D.38, the best time to leave is 
3:00 to 3:30 p.m., and the best route is SR-15. 
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Figure D.28. Half-hour TT-CDFs for three routes in San Diego under the normal condition.
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Figure D.28. Half-hour TT-CDFs for three routes in San Diego under the normal condition. 
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The analysis above considers all drivers. A second analysis was conducted to see 
what the distribution of travel times would be for aggressive (10th percentile) drivers. 
Figure D.29 presents CDF plots for each route for aggressive drivers for the normal 
operating condition. Although the trends in travel times in these plots at first seem sim-
ilar to those presented in Figure D.28, they are different. Shorter travel times are rea-
sonably expected of the aggressive driver population. The SR-15 TT-CDFs for most of 
the half-hour time periods are at the left, suggesting that most of the aggressive driver 
population has a tight distribution of travel times; there is more variation in travel 
times on I-5, and SR-163 shows the most variation. The 90th percentile travel time 
in any half-hour time period is about 2 to 3 minutes shorter than that for the overall 
driver population. Table D.39 summarizes values of 90th percentile travel times for 
these three routes for aggressive drivers. 

TABLE D.38. 90TH PERCENTILE DEPARTURE TIMES AND TRAVEL TIMES CORRESPONDING TO DIFFERENT ARRIVAL 
TIMES FOR THREE ROUTES

Route

Travel and 
Departure 
Times

Expected Arrival Time

3:30 
p.m.

4:00 
p.m.

4:30 
p.m.

5:00 
p.m.

5:30 
p.m.

6:00 
p.m.

6:30 
p.m.

7:00 
p.m.

SR-163 Travel time 
(min)

18.43 19.62 20.85 21.50 21.85 23.82 23.37 19.35

Departure 
time

3:11 p.m. 3:40 p.m. 4:09 p.m. 4:38 p.m. 5:08 p.m. 5:36 p.m. 6:06 p.m. 6:40 p.m.

I-5 Travel time 
(min)

17.58 18.68 20.25 21.90 22.78 24.43 21.87 18.28

Departure 
time

3:12 p.m. 3:41 p.m. 4:09 p.m. 4:38 p.m. 5:07 p.m. 5:35 p.m. 6:08 p.m. 6:41 p.m.

SR-15 Travel time 
(min)

16.45 17.18 18.70 19.98 19.88 22.10 20.75 17.10

Departure 
time

3:13 p.m. 3:42 p.m. 4:11 p.m. 4:40 p.m. 5:10 p.m. 5:37 p.m. 6:09 p.m. 6:42 p.m.
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Figure D.29. Half-hour TT-CDFs for aggressive drivers for three routes in San Diego under the 
normal condition.
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Understand the Extra Time Needed for a Trip (MC3)
This is a variant on the prior two use cases. The question is this: How much extra time 
is needed to make an on-time arrival? Implicitly, this use case assumes that the driver 
has a sense of how long the trip should take. In the example presented here, it is as-
sumed that the driver has queried a static path-choice application that does not pay at-
tention to time-of-day or real-time conditions, and he or she wants to know how much 
extra time is needed for the time of departure given the actual, current conditions. 
Table D.40 presents the key question, steps, inputs, and the result for this use case.

TABLE D.39. 90TH PERCENTILE DEPARTURE TIMES AND TRAVEL TIMES CORRESPONDING TO DIFFERENT ARRIVAL 
TIMES FOR AGGRESSIVE DRIVERS

Route

Travel and 
Departure 
Times

Expected Arrival Time

3:30 
p.m.

4:00 
p.m.

4:30 
p.m.

5:00 
p.m.

5:30 
p.m.

6:00 
p.m.

6:30 
p.m.

7:00 
p.m.

SR-163 Travel time 
(min)

16.30 17.52 18.55 18.97 19.18 21.18 20.38 16.77

Departure 
time

3:13 p.m. 3:42 p.m. 4:11 p.m. 4:41 p.m. 5:10 p.m. 5:38 p.m. 6:09 p.m. 6:43 p.m.

I-5 Travel time 
(min)

14.80 16.53 18.18 19.43 20.23 21.72 18.95 16.03

Departure 
time

3:15 p.m. 3:43 p.m. 4:11 p.m. 4:40 p.m. 5:09 p.m. 5:38 p.m. 6:11 p.m. 6:43 p.m.

SR-15 Travel time 
(min)

14.25 15.05 16.55 17.92 17.82 19.67 18.02 14.92

Departure 
time

3:15 p.m. 3:44 p.m. 4:13 p.m. 4:42 p.m. 5:12 p.m. 5:40 p.m. 6:11 p.m. 6:45 p.m.

TABLE D.40. UNDERSTAND THE EXTRA TIME NEEDED FOR A TRIP (MC3)
User Driver

Question How much extra time needs to be allowed for a trip in order to arrive on time?

Steps

1.  Select the origin and destination.

2.  Identify when the trip will be made and the arrival time of interest.

3.  Decide what being on time (probability of being late) means.

4.  Determine the options for departure times and routes.

5.  Develop the distribution of extra time needed for the trip.

Inputs
Historical, individual vehicle TT-PDFs for the routes and departure times that might be chosen based on 
network conditions.

Result
Overlapping plots of the TT-CDFs for the various routes and departure times (including the distribution 
corresponding to the assumed travel time) so that the distributions of their travel times can be 
compared, and the extra travel time needed for the various options can be understood. 
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Step 1 involves selecting the origin and destination. In this use case, the ones shown 
in Figure D.1 are selected.

Step 2 involves selecting the desired arrival time. In this example, the driver wants 
to make the trip between 5:00 to 5:30 p.m., and he or she wants to know when to 
leave and the likelihood of arriving at the desired destination no later than 5:30 p.m.

Step 3 involves deciding what being on time (probability of being late) means. In 
this specific use case the driver wants to know the likelihood of arriving at the destina-
tion on time with 90% certainty, in other words, with a 90% probability of on-time 
arrival. 

Step 4 involves assembling the data, and Step 5 involves creating a distribution 
of extra time for the normal operating conditions for each route. The driver has a 
general idea of the trip’s duration under normal conditions, but wants to have a sense 
of the extra time that might be required under other conditions. For the purposes of 
representing this scenario, two half-hour time periods (3:00 to 3:30 p.m. and 5:00 
to 5:30 p.m.) for normal operating conditions were chosen. Travel time distribution 
in the first half-hour period (3:00 to 3:30 p.m.) represents the driver’s perception of 
how long the trip would take under normal conditions; travel time distribution in 
the second half-hour period (5:00 to 5:30 p.m.) represents actual travel times on that 
route under current conditions. The TT-CDFs for the normal and current conditions 
are obviously different, but they can be used to compute the distribution of the extra 
time needed. One way to compute this distribution is to sample TT-CDFs, calculate 
the algebraic difference in travel times, and look at the distribution of differences in 
travel times. In this use case, TT-CDFs were sampled 10,000 times, and a CDF was 
created based on these differences in travel times. Figure D.30 presents the distribution 
of extra time needed for the three routes. If the driver is making a trip on SR-163, he 
or she needs to add a cushion time of about 6.5 minutes to ensure on-time arrival 90% 
of times; that value is about 6 minutes for both SR-15 and I-5. Figure D.31 presents 
these plots again for the aggressive driver population.
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Decide How to Compensate for an Adverse Condition (MC4)
A driver wants to know how much extra time to allow so that he or she arrives at an 
event on time given that the event will create congestion, or wants to be aware of the 
changes to the travel time because of an incident, bad weather, special event, or lane 
closure for a trip she or he plans to take. This information helps the driver plan for 
a nonrecurrent scenario and determine how much extra time to allow when such an 
event occurs. Table D.41 presents the key question, steps, inputs, and the result for 
this use case.

Figure D.31. Distribution of extra time needed for aggressive drivers.
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Step 1 involves selecting the origin and destination. In this use case, the ones shown 
in Figure D.1 are selected.

Step 2 involves selecting the desired arrival time. In this specific case, the driver 
wants to make the trip between 5:00 and 5:30 p.m., and he or she wants to know when 
to leave and the likelihood of arriving at the destination by no later than 5:30 p.m. 

Step 3 involves deciding what being on time (probability of being late) means. In 
this specific use case the driver wants to know the likelihood of arriving at the destina-
tion on time with 90% certainty, in other words, with a 90% probability of on-time 
arrival. 

Steps 4 through 8 involve assembling the data and creating a distribution of extra 
time for each operating condition for each route. The procedure used for generating 
extra time distributions is the same as that used in Use Case MC3. Figure D.32 rep-
resents CDF plots for extra time needed for these three routes for each regime. As the 
figure shows, for SR-163 and I-5 weather has the worst effect on the distribution of 
extra time needed. Incidents, special events, and demand (in that order) have the next 
most significant impact in extra time distribution on those two routes. For SR-15, 
special events have the worst effect on extra time distribution; after special events, 
weather and incidents (in that order) have significant impacts on the extra time distri-
bution. Table D.42 summarizes these results for the three routes, and Figure D.33 and 
Table D.43 present these results for aggressive drivers.

TABLE D.41. DECIDE HOW TO COMPENSATE FOR AN ADVERSE CONDITION (MC4)
User Driver

Question
For the route the driver plans to use, how much time should be allowed to compensate for the 
congestion that will be caused by an adverse condition? 

Steps

1.  Select the origin, destination, and route.

2.  Decide what being on time (probability of being late) means.

3.  Determine what travel time is expected.

4.   Select the condition that will exist just before an adverse condition occurs (e.g., peak congestion).

5.  Select the adverse condition (e.g., incident, bad weather, special event).

6.  Examine historical TT-PDFs for the adverse condition.

7.  Compare these TT-PDFs with the one for the condition on which the expected travel time is based. 

8.  Identify the distribution of extra travel time needed to compensate for the adverse condition.

Inputs
Historical TT-PDFs for the route and adverse condition and TT-PDFs for the condition on which the 
expected travel time is predicated. 

Result
A PDF for the extra time that should be allowed to ensure that the driver can arrive on time given the 
adverse condition.
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Figure D.32. CDF of distribution of extra time needed for three routes. 

 

Table D.42. 90th Percentile Values of Extra Time Needed for Three Routes 

Figure D.32. CDF representing distribution of extra time needed for three routes.
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Figure D.33. CDF of distribution of extra time needed for aggressive drivers for three routes. 

 

[COMPOSITION: Please align decimal places in table.] 

Figure D.33. CDF representing distribution of extra time needed for aggressive drivers for 
three routes.
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TABLE D.42. 90TH PERCENTILE VALUES OF EXTRA TIME NEEDED FOR THREE ROUTES

Route

90th Percentile Extra Travel Time Needed (min)

Normal Demand Incidents Weather
Special 
Events

SR-163 6.42 10.32 10.92 17.49 15.72

I-5 7.72 10.80 16.15 24.29 12.50

SR-15 5.90 NA 17.70 20.54 23.32
Note: NA = not available.

TABLE D.43. 90TH PERCENTILE VALUES OF EXTRA TIME NEEDED FOR AGGRESSIVE DRIV-
ERS FOR THREE ROUTES

Route

90th Percentile Extra Travel Time Needed (min)

Normal Demand Incidents Weather
Special 
Events

SR-163 5.10 8.40 9.03 15.44 13.46

I-5 6.43 8.71 13.00 19.12 9.30

SR-15 4.83 NA 13.67 16.40 17.23
Note: NA = not available.

Decide En Route Whether to Change Routes (MC5)
A driver en route wants to determine whether an alternate route would increase the 
likelihood of an on-time arrival. At major splits in the roadway, travelers want in-
formation that will help them decide whether to stay on their planned route or de-
tour to an alternate route. Travelers can receive this information from traditional data 
dissemination technologies (e.g., variable message signs) or from emergent in-vehicle 
technologies (e.g., route guidance systems). Although this information is currently dis-
tributed in the form of average travel times, it could be improved if augmented with 
reliability information. Table D.44 presents the key question, steps, inputs, and the 
result for this use case.

TABLE D.44. DECIDE EN ROUTE WHETHER TO CHANGE ROUTES (MC5)
User Driver

Question Should an alternate route be chosen while en route to increase the likelihood of being on time?

Steps

1.  Reaffirm the desired arrival time and definition of being on time.

2.  Examine TT-PDFs for routes that could be chosen based on the driver’s current location.

3.  See if the PDF for one of those routes would provide a better on-time arrival than the route 
currently being followed.

4.  If so, change routes. If not, continue using the current route. 

Inputs
Forecasts of TT-PDFs for alternate routes from the current location to the destination for the current 
time and the driver’s current location.

Result TT-CDFs for the current route and the alternate routes and a choice of the route that is best.
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For the purposes of illustrating this use case, picture the following scenario. In 
Step 1 assume the driver is traveling on the freeway and at around 5:00 p.m., the driver 
reaches the junction where the three routes (SR-163, I-5, and SR-15) in San Diego meet. 
The traveler has to make a route choice decision as the operational regime has changed. 
To further expand this thought, consider the following two scenarios. In  Scenario 1, the 
driver started the trip on a day with normal operating conditions; however, at around 
5:00 p.m. there has been an incident, thus changing the operating conditions. Now, 
he or she consults a route guidance system for choosing the best alternate route. In 
 Scenario 2, the traveler started the trip under inclement weather conditions. So, obvi-
ously he or she would expect travel times to be longer than what they would have been 
under normal operating conditions. However, at around 5:00 p.m. (the time around 
which he or she reaches the junction) there is an incident, and therefore the expected 
travel time is different from when he or she originally started the trip. So, guidance is 
sought from the route guidance system for choosing the best alternate route. 

Step 2 involves assembling the data and creating TT-CDFs for the two scenarios 
presented above. In Scenario 1, the two possible nonrecurring events types are  normal 
and incident; in Scenario 2, they are weather and incident. If the driver started the trip 
on a normal-condition day, then the probability of a weather event is zero; if the 
driver started the trip on a day with inclement weather conditions, then the prob-
ability of a normal nonrecurring event is zero. Furthermore, possible nonrecurring 
event types in both scenarios are assumed to be independent: that is, the occurrence 
or non occurrence of one does not affect the occurrence or nonoccurrence of the other. 
Since the driver wants to make a path-choice decision at around 5:00 p.m., historical 
data between 3:30 and 6:30 p.m. were used to generate these CDFs. Using these data, 
the probability of occurrence of these two events was computed, and a mean TR-CDF 
for each nonrecurring type was generated. Monte Carlo simulation was used for sam-
pling the CDFs. The number of Monte Carlo runs performed was such that 500 data 
points were ensured for the least-frequent event. Two random variables between zero 
and one were generated from a uniform distribution. The first variable was used to 
determine the event type, and the second was used to sample mean travel time for the 
corresponding nonrecurring event. One hundred individual travel times were synthe-
sized for each driver class (aggressive, median, and conservative). Using these data, 
TT-CDFs were created for the three routes. 

Figure D.34 represents TT-CDFs for three driver classes for the three routes when 
operating conditions change from normal to normal with incidents. It can be inferred 
that SR-15 is the best alternate route to choose for all driver classes. The 90th percen-
tile travel time for the aggressive driver class on SR-15 is about 18 minutes, but on 
both SR-163 and I-5 it is about 20 minutes. For the median driver class, it is about 
20 minutes on SR-15 and about 22 minutes on both SR-163 and I-5. Finally, for the 
conservative driver class, the 90th percentile travel time is about 22 minutes on SR-15 
and about 24 to 25 minutes on SR-163 and I-5. These results are summarized in 
Table D.45.
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Figure D.34. CDF representing distribution of travel times when operating conditions change 

from normal to normal with incident for various driver classes for three routes. 

 

TT CDFs for aggressive drivers on three routes
(Normal+Incidents)

TT CDFs for median drivers on three routes
(Normal+Incidents)

TT CDFs for conservative drivers on three routes
(Normal+Incidents)

Figure D.34. CDF representing distribution of travel times when operating conditions 
change from normal to normal with incident for various driver classes for three routes.
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TABLE D.45. 90TH PERCENTILE TRAVEL TIME VALUES FOR NORMAL WITH INCIDENT 
OPERATING CONDITIONS FOR VARIOUS DRIVER CLASSES FOR THREE ROUTES

Driver Type

90th Percentile Travel Time Normal with Incident (min)

SR-163 I-5 SR-15

Aggressive 19.50 19.87 18.05

Median 21.45 21.83 19.80

Conservative 24.52 24.78 22.57

Figure D.35 represents TT-CDFs for various driver classes for three routes when 
operating conditions change from weather to weather and incidents. It can be inferred 
that SR-163 is the best alternate route for all driver classes. The 90th percentile travel 
time for the aggressive driver class on SR-163 is about 31 minutes, but on both SR-15 
and I-5 it is about 36 to 37 minutes; for the median driver class it is about 34 minutes 
on SR-163 and about 40 minutes on both SR-15 and I-5; finally, for the conservative 
driver class it is about 39 minutes on SR-163 and about 44 to 45 minutes on SR-15 
and I-5. These results are summarized in Table D.46.

It can be inferred from these TT-CDFs that the impact of an incident on travel 
times is significantly higher on days with inclement weather than on normal days.
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Figure D.35. CDF representing distribution of travel times when operating conditions change 

from weather to weather with incident for various driver classes for three routes. 

 

TT CDFs for aggressive drivers on three routes
(Weather+Incidents)

TT CDFs for median drivers on three routes
(Weather+Incidents)

TT CDFs for conservative drivers on three routes
(Weather+Incidents)

Figure D.35. CDF representing distribution of travel times when operating conditions 
change from weather to weather with incident for various driver classes for three routes.
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TABLE D.46. 90TH PERCENTILE TRAVEL TIMES WHEN OPERATING CONDITIONS CHANGE 
FROM WEATHER TO WEATHER WITH INCIDENT FOR VARIOUS DRIVER CLASSES FOR THREE 
ROUTES

Driver Type

90th Percentile Travel Time Combined  
Weather and Incident (min)

SR-163 I-5 SR-15

Aggressive 31.18 36.18 36.68

Median 34.08 39.83 40.27

Conservative 38.88 44.98 45.45

Drivers with Unconstrained Trips
Unconstrained trips have no particular arrival time against which a measure of sched-
ule delay can be calculated. Consistency becomes the focus. Examples of unconstrained 
trips include shopping trips and visits to zoos and museums. The main question posed 
is: When should the trip departure time occur so that the trip has the most reliable 
travel time?

Determine the Best Time of Day to Make Trip (MU1)
In this use case, the driver has a range of times when the trip could be made and 
wants to know what time is best: that is, what departure time has the most reliable 
travel time? Table D.47 presents the key question, steps, inputs, and the result for this 
use case.

TABLE D.47. DETERMINE THE BEST TIME OF DAY TO MAKE TRIP (MU1)
User Driver

Question When should a trip be made so that it has the most reliable travel time?

Steps

1.  Select the origin and destination.

2.  Decide what is meant by a reliable trip time (e.g., probability of being late).

3.  Assemble TT-PDFs for the times and conditions when the trip might be made (e.g., during the 
midday on days without adverse conditions).

4.  Find the departure time and route that provides the most reliable travel time.

Inputs
Historical TT-PDFs for the departure times that might be selected and plausible routes given those 
departure times.

Result
A set of TT-CDFs for the various departure times and routes that could be chosen and a diagram that 
identifies the best of these (i.e., the best time to make the trip and the best route to use). 
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Step 1 involves selecting the origin and destination. In this use case, the ones shown 
in Figure D.1 are selected.

Step 2 involves selecting the desired arrival time. In this specific case, the driver 
wants to make the trip between 3:00 and 7:00 p.m., and he or she wants to know 
when to leave and the likelihood of arriving at the destination on time with 90% cer-
tainty (i.e., a 90% probability of an on-time arrival). 

Step 3 involves assembling the data and creating TT-CDFs for a given operating 
condition for each route. In this use case two nonrecurring event conditions were con-
sidered: normal and weather. It was further assumed that the driver is in the aggres-
sive driver class. The driver wants to make the trip between 3:00 and 7:00 p.m. and 
wants to know the best route and best time to make the trip. The methodology used in 
developing TT-CDFs here is similar to the one used in Use Case MC2, and details of 
the methodology are omitted.

Figure D.36 presents TT-CDF plots for each route for the normal operating condi-
tion. The SR-15 TT-CDFs for most of the half-hour time periods are at the left, sug-
gesting a tight distribution of travel times; variation in travel times is more obvious 
for I-5, and most obvious for SR-163. TT-CDFs for the first and eighth half-hour time 
windows are at the left, suggesting that those time widows have reliable travel times. 
Travel times from the second to the sixth half-hour windows get increasingly worse; 
operating conditions seem to improve in the seventh half-hour period, and the facil-
ity seems to resume normal operating conditions during the eighth half-hour period. 
Under normal operating conditions the best time for making the trip is between 3:00 
and 3:30 p.m., and the best route to choose is SR-15. Table D.48 summarizes values 
of the 90th percentile travel times for the three routes. 
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Figure D.36. Half-hour TT-CDFs for three routes in San Diego under the normal condition, for 
aggressive drivers.
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Figure D.36. Half-hour TT-CDFs for three routes in San Diego under the normal condition. 

 



578

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Figure D.37 presents TT-CDF plots for each route under inclement weather con-
ditions. It can be inferred that travel times on SR-163 are highly unreliable under 
bad weather, and that it is best to avoid this route under these conditions. Although 
90th percentile travel times under normal operating conditions got increasingly worse 
between the second and sixth half-hour periods, the story is different under weather 
conditions. The 90th percentile travel times were increasingly longer between the sec-
ond and fifth half-hour periods; the value was reduced for the sixth half-hour period, 
and it was worst for the seventh half-hour period (about 34 minutes). It can be inferred 
that TT-CDF trends for both I-5 and SR-15 are also highly unreliable, with the excep-
tion of the first half-hour period (3:00 to 3:30 p.m.) on SR-15. Under inclement 
weather conditions the best time for making the trip is between 3:00 and 3:30 p.m., 
and the best route to choose is SR-15. Table D.49 summarizes values of 90th percentile 
travel times for these three routes. 

TABLE D.48. 90TH PERCENTILE DEPARTURE TIMES AND TRAVEL TIMES CORRESPONDING TO DIFFERENT ARRIVAL 
TIMES UNDER NORMAL CONDITIONS FOR THREE ROUTES

Route

Travel and 
Departure 
Times

Expected Arrival Time

3:30 
p.m.

4:00 
p.m.

4:30 
p.m.

5:00 
p.m.

5:30 
p.m.

6:00 
p.m.

6:30 
p.m.

7:00 
p.m.

SR-163 Travel time 
(min)

16.30 17.52 18.55 18.97 19.18 21.18 20.38 16.77

Departure 
time

3:13 p.m. 3:42 p.m. 4:11 p.m. 4:41 p.m. 5:10 p.m. 5:38 p.m. 6:09 p.m. 6:43 p.m.

I-5 Travel time 
(min)

14.80 16.53 18.18 19.43 20.23 21.72 18.95 16.03

Departure 
time

3:15 p.m. 3:43 p.m. 4:11 p.m. 4:40 p.m. 5:09 p.m. 5:38 p.m. 6:11 p.m. 6:43 p.m.

SR-15 Travel time 
(min)

14.25 15.05 16.55 17.92 17.82 19.67 18.02 14.92

Departure 
time

3:15 p.m. 3:44 p.m. 4:13 p.m. 4:42 p.m. 5:12 p.m. 5:40 p.m. 6:11 p.m. 6:45 p.m.
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Figure D.37. Half-hour TT-CDFs for three routes in San Diego under the weather condition, 
for aggressive drivers.
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Figure D.37. Half-hour TT-CDFs for three routes in San Diego under the weather condition. 
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Determine How Much Extra Time Is Needed (MU2)
A user wants to know how much extra time to allow so that he or she can arrive on 
time for a special event (e.g., a baseball game). This use case assumes that the user has 
some idea how long the trip ought to take. Table D.50 presents the key question, steps, 
inputs, and the result for this use case.

TABLE D.49. 90TH PERCENTILE DEPARTURE TIMES AND TRAVEL TIMES CORRESPONDING TO DIFFERENT ARRIVAL 
TIMES UNDER WEATHER CONDITIONS FOR THREE ROUTES

Route

Travel and 
Departure 
Times

Expected Arrival Time

3:30 
p.m.

4:00 
p.m.

4:30 
p.m.

5:00 
p.m.

5:30 
p.m.

6:00 
p.m.

6:30 
p.m.

7:00 
p.m.

SR-163 Travel time 
(min)

22.50 26.90 27.42 33.32 31.10 32.22 33.90 29.30

Departure 
time

3:07 p.m. 3:33 p.m. 4:02 p.m. 4:26 p.m. 4:58 p.m. 5:27 p.m. 5:56 p.m. 6:30 p.m.

I-5 Travel time 
(min)

17.33 21.98 25.12 26.32 28.57 29.90 26.42 18.17

Departure 
time

3:12 p.m. 3:38 p.m. 4:04 p.m. 4:33 p.m. 5:01 p.m. 5:30 p.m. 6:03 p.m. 6:41 p.m.

SR-15 Travel time 
(min)

16.55 25.87 27.12 26.90 30.45 33.80 31.27 26.23

Departure 
time

3:13 p.m. 3:34 p.m. 4:02 p.m. 4:33 p.m. 4:59 p.m. 5:26 p.m. 5:58 p.m. 6:33 p.m.

TABLE D.50. DETERMINE HOW MUCH EXTRA TIME IS NEEDED (MU2)
User Driver

Question How much extra time is needed for a common trip to generally arrive on time?

Steps

1.  Select the origin and destination.

2.  Select the condition(s) under which the trip is to be made.

3.  Decide what is meant by arriving on time (e.g., the probability of being late).

4.  Assemble TT-PDFs for the time at which the trip is to be made, the routes that might be chosen, 
and the network conditions that would exist.

5.  Develop a PDF of the extra time that might be needed given the TT-PDFs from Step 4 and the 
probabilities that the trip might be made under the conditions indicated.

Inputs
Historical TT-PDFs for the departure times that might be selected and the routes that might be used 
given the network conditions that might exist for those times. 

Result A PDF of the extra time that should be allowed to arrive on time. 
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Step 1 involves selecting the origin and destination. In this use case, the ones shown 
in Figure D.1 are again selected.

Step 2 involves selecting the conditions under which the trip is being made. In this 
specific case, the driver wishes to attend a special event that starts by 7:00 p.m., and 
hence wants to make the trip between 6:30 and 7:00 p.m. 

Step 3 involves deciding what being on time (probability of being late) means. In 
this specific use case the driver wants to know the likelihood of arriving at the destina-
tion on time with 90% certainty (i.e., 90% probability of on-time arrival). 

Step 4 involves assembling the data and creating TT-CDFs for the given operating 
condition for each route. Because this is a special event, the likelihood of an incident 
taking place is high. To accommodate for any delay that might be caused by an inci-
dent, two nonrecurring event conditions were considered: special events and incidents. 
It was further assumed that the driver falls into the aggressive driver class. The meth-
odology used in developing TT-CDFs here is similar to the one used in Use Case MC5, 
and details of the methodology are omitted.

TRANSIT USE CASES

Transit use cases focus on operators and users of transit services. On the supply (ser-
vice provider) side, three main emphases exist: service planning (developing bus routes, 
identifying required bus headways, and considering ways to improve ridership), sched-
uling (assigning buses and drivers as efficiently as possible to meet planning, opera-
tional, and customer needs), and operations (using real-time and archived information 
to better manage day-to-day service issues). For these use case examples, San Diego 
bus system vehicles equipped with an AVL-based tracking system are used. Buses on 
10 of the routes were AVL equipped: 

•	 Route 6: Fashion Valley–North Park;

•	 Route 7: Downtown–Balboa Park/Zoo–La Mesa;

•	 Route 10: Old Town–University and College;

•	 Route 11: Paradise Valley and Meadowbrook Drive to San Diego State University 
Transit Center

•	 Route 15: Downtown–San Diego State University;

•	 Route 20: Downtown–Del Lago Transit Station;

•	 Route 41: Fashion Valley–USCD/VA Medical Center;

•	 Route 50: 9th Avenue and C Street to the UTC Transit Center

•	 Route 88: Old Town–Fashion Valley; and

•	 Route 150: Downtown–UTC/VA Express.

On some routes, many of the buses had AVL equipment installed, so there was 
plenty of data; other routes had less. The routes chosen for analysis here had the most 
data and served O–D pairs that were instructive to analyze.
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The AVL-equipped buses generate the following information for every stop:

•	 Route ID;

•	 Trip ID (based on factors such as the time of departure);

•	 The latitude and longitude of the bus when it stops;

•	 Stop ID of the location where the bus stops (based on the latitude and longitude 
of the location where it stops);

•	 The distance of the bus from the predefined location of the Stop ID;

•	 The time when the doors open and when they close;

•	 The time when the bus was supposed to stop at the Stop ID given the trip it was 
on; and

•	 Many other data items not used in this analysis, including the number of people 
who get on and off the bus and how many are on-board the bus when it leaves 
the stop.

This is a rich data set that can be used extensively and effectively to study the qual-
ity of the transit services provided.

Transit Planners
The following use cases demonstrate system functionalities that are helpful for transit 
system planners who are responsible for determining where major improvements are 
needed, where the buses should go, and how much service should be provided.

Determine Routes with the Least Travel Time Variability (TP1)
A service planner wants to determine which routes have the poorest reliability, that 
is, which routes have the most variability in on-time performance at the stops. This 
information is helpful as a supplement to passenger demand analysis when designing 
express bus routes, as it allows the planner to analyze which routings minimize the 
average travel time or the travel time variability, or both. Table D.51 presents the key 
question, steps, inputs, and the result for this use case.

TABLE D.51. DETERMINE ROUTES WITH THE LEAST TRAVEL TIME VARIABILITY (TP1)
User Transit planner

Question Which routes have the least travel time variability?

Steps

1.  Select the routes and conditions of interest.

2.  Assemble PDFs for the deviations from scheduled stop times. 

3.  Rank the routes based on greatest deviations from the scheduled stop times. 

Inputs
A database of deviations from scheduled stop times by route for the conditions of interest (could be all 
conditions).

Result
A rank ordering of the routes based on their deviations from scheduled stop times, from poorest to best 
performance.
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Step 1 involves selecting the routes and conditions of interest. In this case, the 
routes are the nine with AVL-equipped buses, and the time frame is August 2011, the 
month for which data were collected. 

Step 2 involves assembling PDFs for the deviations from the scheduled stop times. 
Figure D.38 presents these PDFs for the 10 routes that had AVL-equipped buses. As 
the figure shows, in the worst cases the departures can be as much as (or in one case 
more than) 6 minutes early and as much as 16 minutes late. 

Route 88 has the best performance, which can be observed in Figure D.38 by com-
paring the CDFs and also seen numerically in Table D.52. The standard deviation for 
Route 88 is only 2.0; all the other routes have higher values. Route 11 has the largest 
standard deviation. It appears to be buried in the cluster of CDFs in the figure, but 
in fact it has a significant tail in terms of early departures (negative values), reaching 
down to 5 minutes early. 

Figure D.38. Deviations from scheduled stop times by route.
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in the worst cases the departures can be as much as (or in one case more than) 6 minutes early 

and as much as 16 minutes late.  

 

[Insert Figure D.38] 

[caption] 

 

Figure D.38. Deviations from scheduled stop times by route. 

 

Route 88 has the best performance, which can be observed in Figure D.38 by comparing 

the CDFs and also seen numerically in Table D.52. The standard deviation for Route 88 is only 

2.0; all the other routes have higher values. Route 11 has the largest standard deviation. It 

appears to be buried in the cluster of CDFs in the figure, but in fact it has a significant tail in 

terms of early departures (negative values), reaching down to 5 minutes early.  

 

Table D.52. Standard Deviations for Differences from Scheduled Stop Times by Route 
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TABLE D.52. STANDARD DEVIATIONS FOR DIFFERENCES FROM SCHEDULED STOP TIMES 
BY ROUTE

Route Standard Deviation (min)

6 4.49

7 4.02

10 4.63

11 9.37

15 3.24

20 4.07

41 3.49

50 3.01

88 2.00

150 3.62

Step 3 involves ranking the routes based on the reliability of their services. For the 
nine routes shown in Figure D.39, this means creating a list going from the most- to 
the least reliable route, effectively from the CDF with the narrowest range of values 
to the one with the largest. This ranking is reflected in the standard deviations shown 
in Table D.52. A reasonable ranking of reliable routes based on the values displayed, 
from the most reliable to the least reliable, is 88, 50, 15, 41, 150, 7, 20, 6, 10, and 
finally 11. 

Interestingly, and compared with the standard deviation rankings, the routes that 
seem to stand out in Figure D.39 are different: Route 88, the one with the narrowest 
range of values and the smallest deviations at the higher percentiles; Route 15, the 
one that seems to be latest the most often; Route 11, which apparently has the worst 
reliability according to Table D.52; Route 7, which has the greatest deviations for the 
percentile values above 80%; and Route 6, which seems to have a significant percent-
age of early departures. These other metrics provide additional ways to extract infor-
mation from the CDFs about the relative performance of the routes. 

Compare Exclusive Bus Lanes with Mixed-Traffic Operations (TP2)
A planner wants to compare the reliability of buses traveling in mixed traffic with 
those operating on exclusive bus lanes. This type of assessment is useful when studying 
the possibility of moving an existing service to a dedicated lane, such as might happen 
during the development of a bus rapid transit route. Table D.53 presents the key ques-
tion, steps, inputs, and the result for this use case.

The bus system in San Diego does not technically have a route that operates on an 
exclusive bus lane, so this use case cannot be addressed directly. However, a hypotheti-
cal analysis can be performed based on, say, the contrast between the performance of 
Route 88 and Route 7. 
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TABLE D.53. COMPARE EXCLUSIVE BUS LANES WITH MIXED-TRAFFIC OPERATIONS (TP2)
User Transit planner

Question How much would an exclusive bus lane help with reliability?

Steps

1.  Select the routes and conditions of interest.

2.  Assemble PDFs for the deviations from scheduled stop times for routes that do and do not have 
exclusive bus lanes. If there are no routes with exclusive bus lanes, assemble data for those routes 
that operate in the least-congested conditions, or create a simulation model. 

3.  Assess the reduction in deviations from scheduled stop times that can be achieved by having the 
buses operate in their own lane. 

Inputs
A database of deviations from scheduled stop times for routes with and without exclusive bus lanes. If 
none exists, use data for routes that operate in the least-congested conditions. 

Result An assessment of the extent to which on-time performance is improved by exclusive bus lanes. 

Figure D.39. Distributions of the deviation from scheduled stop times for Route 88 versus Route 7.
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Figure D.39. Distributions of the deviation from scheduled stop times for Route 88 versus Route 

7. 

 

<H2>Transit Schedulers 

The following use cases illustrate how the monitoring system can help transit schedulers, who 

need to know what schedules are feasible, what reliability they can have, and whether existing 

schedules need to be adjusted so that advertised stop times can be achieved. 

 

<H3>Acquire Reliability Data for Building Schedules (TS1) 

A scheduler wants to determine the amount of recovery time to include in an existing bus route’s 

schedule to ensure that most late-arriving buses will be able to depart for their next trip on time. 

The steps in the analysis process are as follows. Step 1 is to select the routes and con-
ditions of interest. In this instance, August data for the nine routes with  AVL-equipped 
buses will be used. Step 2 is to assemble PDFs for the deviations from scheduled stop 
times for routes that do and do not have exclusive bus lanes. If there are no routes with 
exclusive bus lanes, assemble data for those routes that operate in the least-congested 
conditions, or create a simulation model. In this instance, the best- performing bus 
route will be used as the basis for comparison. Step 3 involves assessing the reduction 
in deviations from scheduled stop times that can be achieved by having the buses oper-
ate in their own lane.
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As Figure D.39 shows, Route 88 performs much better than Route 7. At the 90th 
percentile, the buses on Route 7 are as much as 8 minutes late leaving their stops, 
but the buses on Route 88 are only 3 minutes late. In addition, the buses on Route 7 
are on rare occasions more than 3 minutes early leaving their stops, but the buses on 
Route 88 are never more than slightly over 2 minutes early. 

If the Route 88 buses were operating on a busway and the Route 7 buses were 
in mixed traffic, there would be evidence that the busway helped to improve on-time 
performance.

Transit Schedulers
The following use cases illustrate how the monitoring system can help transit sched-
ulers, who need to know what schedules are feasible, what reliability they can have, 
and whether existing schedules need to be adjusted so that advertised stop times can 
be achieved.

Acquire Reliability Data for Building Schedules (TS1)
A scheduler wants to determine the amount of recovery time to include in an existing 
bus route’s schedule to ensure that most late-arriving buses will be able to depart for 
their next trip on time. This is a basic scheduling activity. The total round-trip time (or 
cycle time) on a bus route typically is based on four elements (1):

•	 The average round-trip running time for the route;

•	 The minimum break time (layover time) for drivers required by policy or contract;

•	 Any additional recovery time (ideally zero) required (the greater of zero or the 
round-trip buffer time minus the layover time); and

•	 Any additional time (ideally zero) required to achieve a desired headway.

This use case helps schedulers to build timetables based on the variability associ-
ated with roadway and environmental conditions, as well as with passenger demand 
or any other variability specifically associated with the provision of transit service. 
Table D.54 presents the key question, steps, inputs, and the result for this use case.
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This use case addresses an issue that lies at the heart of building good route sched-
ules. As with the highway- (auto-) focused use cases, in transit scheduling travel time 
matters less than the reliability of the travel time. The objective is to build schedules 
that can actually be followed. Otherwise, the bus drivers get frustrated: no matter how 
hard they try, they cannot make the stops at the scheduled times. Riders too are frus-
trated because they cannot get to their destinations at the times listed in the schedule, 
and they miss their transfers. An unreliable schedule has no value.

A little background about Route 7 is helpful before addressing the use case directly. 
Route 7 runs between downtown San Diego and La Mesa along Broadway, Park Bou-
levard, and University Avenue as shown in the top portion of Figure D.40. The length 
of the route is about 17.6 miles, and it requires a little more than an hour to traverse 
end to end. The timetable shows varying stop patterns, as shown in the bottom portion 
of Figure D.40. There are some even shorter stop patterns, not shown, that seem to be 
used only when the public schools are in session. The database contains eight stopping 
patterns, ranging from 32 stops up to 66 stops. 

The steps in the process for this use case are as follows. Step 1 is to select the route 
of interest. Route 7 will be employed (as shown above). Step 2 is to assemble PDFs 
for the deviations from advertised stop times by trip for the typical and adverse condi-
tions of interest. Step 3 is to define what is meant by being on time (the limits of being 
either early or late and the probability of being within that window). Step 4 involves 
assessing the extent to which adjustments in the schedule would improve the on-time 
performance.

TABLE D.54. ACQUIRE RELIABILITY DATA FOR BUILDING SCHEDULES (TS1)
User Transit scheduler

Question What schedule can be achieved given the variability in the travel times along the route?

Steps

1.  Select the route of interest.

2.  Assemble PDFs for the deviations from advertised stop times by trip for the typical and adverse 
conditions of interest. 

3.  Define what is meant by being on time (the limits of being either early or late and the probability 
of being within that window).

4.  Assess the extent to which adjustments in the schedule would improve the on-time performance. 

Inputs A database of deviations from scheduled stop times by trip for the route and conditions of interest.

Result
An assessment of the extent to which adjustments in the schedule would improve the on-time 
performance of the route. 
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That there are challenges with schedule reliability is evident from Figure D.41. 
Shown are all the differences from scheduled stop times for all equipped buses and all 
routes for the data received. The nth stop does not always refer to the same location in 
this particular plot because the stop sequences are different, but even with this caveat, 
it is clear that the bus drivers find it challenging to keep the buses on time. They some-
times start the run early, by as much as 20 minutes, and leave intermediate stops early 
so they can be on time for the stops whose times are printed in the timetable (the stop 
times for all stops are not included in the published timetable). Unfortunately, even 
with their efforts, some of the buses are as much as 10 to 20 minutes late by the time 
they reach the end of the route; that is, they slip to about the times published for the 
bus that left ahead of them. 
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A little background about Route 7 is helpful before addressing the use case directly. 

Route 7 runs between downtown San Diego and La Mesa along Broadway, Park Boulevard, and 

University Avenue as shown in the top portion of Figure D.40. The length of the route is about 

17.6 miles, and it requires a little more than an hour to traverse end to end. The timetable shows 

varying stop patterns, as shown in the bottom portion of Figure D.40. There are some even 

shorter stop patterns, not shown, that seem to be used only when the public schools are in 

session. The database contains eight stopping patterns, ranging from 32 stops up to 66 stops.  

 

[Insert Figure D.40] 

[caption] 

 
Figure D.40. Route 7 in San Diego.
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Figure D.41. Schedule deviations for Route 7 in San Diego. 

 

Figure D.42 is more precise in that it shows the growth in average lateness for the stop 

sequence that involves 66 stops (the maximum number of stops). If the average lateness 

remained close to zero, then the buses would, on average, be on time. But it is clear they are not. 

The average lateness continues to increase along the route. This means the schedule is too 

aggressive; the buses cannot keep up, and more slack is needed. The one exception is the 

stopping pattern involving 53 stops. The buses following that stop schedule seem to stay on time. 

 

[Insert Figure D.42] 

[caption] 

Figure D.41. Schedule deviations for Route 7 in San Diego.

Figure D.42 is more precise in that it shows the growth in average lateness for the 
stop sequence that involves 66 stops (the maximum number of stops). If the average 
lateness remained close to zero, then the buses would, on average, be on time. But it 
is clear they are not. The average lateness continues to increase along the route. This 
means the schedule is too aggressive; the buses cannot keep up, and more slack is 
needed. The one exception is the stopping pattern involving 53 stops. The buses fol-
lowing that stop schedule seem to stay on time.

The standard deviation of the lateness shows similar trends. The standard devia-
tion could easily be constant across the route, meaning buses would be likely to be 
both early and late, and the extent to which they deviated from the scheduled stop 
times would be constant across the route. This is in fact true for the stopping pattern 
involving 53 stops. But for the others, the standard deviation grows, which says that 
the deviations from the average lateness are growing as the bus progresses along the 
route. This reemphasizes the fact that more schedule slack is needed.
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For qualitative affirmation that the route has schedule challenges, the on-time per-
formance of several buses can be examined. Plotted in Figure D.43 are the schedule 
deviations by stop for five buses. It is clear that Bus 2 encountered problems. Between 
about the fourth and sixth stop it got delayed, and it never recovered. It was late for 
the rest of the stops. Its pattern closely resembles that of Bus 5, which also struggled to 
stay on time as it progressed along the route. In fact, all of the buses except Bus 3 get 
farther behind as they progress along their routes. 

The message seems clear. The schedule needs to be lengthened. Perhaps the exist-
ing schedule dates from an earlier year when the streets were not as congested as 
they were when the data were collected. Perhaps uncongested travel times were used 
instead of the conditions that pertain when the buses are operating.
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Figure D.42. Schedule deviations for Route 7 in San Diego for 66 stops. 

 

The standard deviation of the lateness shows similar trends. The standard deviation could 

easily be constant across the route, meaning buses would be likely to be both early and late, and 

the extent to which they deviated from the scheduled stop times would be constant across the 

route. This is in fact true for the stopping pattern involving 53 stops. But for the others, the 

standard deviation grows, which says that the deviations from the average lateness are growing 

Figure D.42. Schedule deviations for Route 7 in San Diego.
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A good sense of how much time to add to the route can be obtained by examin-
ing Figure D.44. Shown is the CDF for the lateness of buses at Stop 60, almost at the 
end of the route. Two stop IDs pertain to this stop; the CDFs for both are shown. The 
actual end of the route is not used because it is the depot, and lateness at the depot is 
not of concern from a schedule standpoint. As can be seen, 90% of the buses are late 
by 12 minutes or less. There is not a right answer for how much time to add, but add-
ing 12 minutes so that 90% of the buses can complete the route on time seems reason-
able. Only one in 10 will be late. The tail begins to extend significantly beyond that 
point, probably reflecting delays over which the bus drivers have little or no control. 
Figures D.41, D.42, and D.43 all suggest that the place to add this time is after about 
the 25th stop, so that is the strategy suggested here.
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as the bus progresses along the route. This reemphasizes the fact that more schedule slack is 

needed. 

For qualitative affirmation that the route has schedule challenges, the on-time 

performance of several buses can be examined. Plotted in Figure D.43 are the schedule 

deviations by stop for five buses. It is clear that Bus 2 encountered problems. Between about the 

fourth and sixth stop it got delayed, and it never recovered. It was late for the rest of the stops. Its 

pattern closely resembles that of Bus 5, which also struggled to stay on time as it progressed 

along the route. In fact, all of the buses except Bus 3 get farther behind as they progress along 

their routes.  

The message seems clear. The schedule needs to be lengthened. Perhaps the existing 

schedule dates from an earlier year when the streets were not as congested as they were when the 

data were collected. Perhaps uncongested travel times were used instead of the conditions that 

pertain when the buses are operating. 

 

[Insert Figure D.43] 

[caption] 

 
Figure D.43. Schedule deviations for five buses.

Figure D.44. Schedule deviations at Stop 60 (out of 66 stops).
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Figure D.43. Schedule deviations for five buses. 

 

A good sense of how much time to add to the route can be obtained by examining Figure 

D.44. Shown is the CDF for the lateness of buses at Stop 60, almost at the end of the route. Two 

stop IDs pertain to this stop; the CDFs for both are shown. The actual end of the route is not used 

because it is the depot, and lateness at the depot is not of concern from a schedule standpoint. As 

can be seen, 90% of the buses are late by 12 minutes or less. There is not a right answer for how 

much time to add, but adding 12 minutes so that 90% of the buses can complete the route on time 

seems reasonable. Only one in 10 will be late. The tail begins to extend significantly beyond that 

point, probably reflecting delays over which the bus drivers have little or no control. Figures 

D.41, D.42, and D.43 all suggest that the place to add this time is after about the 25th stop, so 

that is the strategy suggested here. 

 

[Insert Figure D.44] 

[caption] 

 

Figure D.44. Schedule deviations at Stop 60 (out of 66 stops). 
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Choose Departure Times to Minimize Arrival Uncertainty (TS2)
A scheduler wants to choose departure times for a route that will minimize the likeli-
hood that the stops are not on time. This analysis is useful when planning the schedule 
for a specific route. The scheduled departure and arrival times may be flexible, but the 
transit vehicle needs to arrive when scheduled. This analysis helps a user schedule a 
route to minimize travel time variability. Table D.55 presents the key question, steps, 
inputs, and the result for this use case.

This use case is very much like TS1 except the focus is on the departure time for 
the route rather than the intermediate stop times. It is as though an earlier stop time 
helps ensure the stops are made on time. To some degree, this is a reasonable thought, 
especially if the first stop is some distance from the depot. 

The analysis of Route 7 conducted in TS1 can be used to illustrate the application 
of this use case. Assume the objective was to reach Stop 60 on time based on the cur-
rent timetable. Two things would need to be done. First, as suggested by Figure D.45, 
the buses would need to start their routes about 12 minutes earlier than they presently 
do; second, the intermediate stop times would need to be adjusted to earlier times so 
that the timetable reflected a schedule that got the bus to Stop 60 on time.

TABLE D.55. CHOOSE DEPARTURE TIMES TO MINIMIZE ARRIVAL UNCERTAINTY (TS2)
User Transit scheduler

Question
When should a specific trip start to minimize the likelihood that the stops will not be on time?

Steps

1.  Select the route and trip of interest.

2.  Assemble PDFs for the deviations from advertised stop times for the typical and adverse conditions 
of interest. 

3.  Define what is meant by being on time (probabilities of being late and early).

4.  Assess the extent to which an adjustment in the departure time will improve the on-time 
performance at the stops. 

Inputs A database of stop times by trip for the route, trip, and conditions of interest.

Result
An assessment of the extent to which an adjustment in the departure time will improve the on-time 
performance of the route. 
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The TT-PDF between 99343 and 10314 is shown in Figure D.45. The CDF is based on 

115 observations of trip times between these two stops during August. It seems the trip can take 

anywhere from 35 minutes to nearly 80 minutes. Even the 90th percentile travel time is 58 

minutes, nearly double the shortest time observed. 

 

[Insert Figure D.45] 

[caption] 

 

Figure D.45. Travel Times on Route 7 from Broadway and 11th Street (99343) to University 

Avenue and Maple Street (10314). 

 

Table D.61 shows the distribution of trips based on whether the departure from the origin 

was early, on time, or late; and whether the arrival at the destination was early, on time, or late. 

On time was defined as being a half-minute early to 2 minutes late. 

 

[COMPOSITION: Please do not align decimal places in table.] 

Figure D.45. Travel Times on Route 7 from Broadway and 11th Street (99343) to 
 University Avenue and Maple Street (10314).

Transit Operators
Transit operators care about travel time reliability because it is strongly linked with

•	 Costs. Less reliable services have higher costs. Extra buses and drivers are needed 
to fill in for buses that are late. Bus bunching occurs. The bus loadings are uneven. 
The amount of time required for a bus to make a round trip ultimately determines 
how many buses and drivers are required to provide a given service frequency. 
Simply put, the need for more buses equates to higher operations and capital costs;

•	 Ridership. More people use the service when it is more reliable. When the ser-
vice is unreliable, bus loadings become highly variable, and bus bunching occurs. 
 Passengers have to wait longer than expected for a bus and experience over-
crowded conditions. More reliable service makes transit more competitive with 
other travel options; and

•	 Revenue. Reliable service is more attractive to passengers, which generates more 
ridership and, in turn, more revenue. 

As suggested by TCRP Report 100: Transit Capacity and Quality of Service 
 Manual (2), many factors influence transit service reliability: traffic conditions and 
road construction, vehicle and maintenance quality, vehicle and driver availability, 
existence of transit preferential treatments, schedule achievability, evenness of pas-
senger demand, variations in bus operator experience, wheelchair lift and ramp usage, 
route length and number of stops, and operations control strategies. 
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A reliability monitoring system needs to give transit system service providers two 
types of reliability information. First, reliability metrics for general traffic along bus 
routes that operate in mixed traffic (more than 99% of all route miles in the United 
States) are needed; this requires access to the same data described in the previous use 
cases. Second, transit-specific travel time information measured relative to a schedule 
or designated headway is needed; this requires collecting data from transit vehicles 
equipped with tracking devices, typically a GPS-based AVL system.

To support transit-specific reliability monitoring, these use cases introduce spe-
cialized metrics such as schedule adherence and headway regularity. Note that transit 
providers may use a travel time slightly faster than the average travel time (e.g., a 40th 
percentile travel time) for scheduling purposes (to reduce the possibility that buses 
will need to sit and wait at a time point), and the buffer time used in scheduling may 
be based on something other than a 95th percentile travel time (e.g., a 90th percentile 
travel time).The following use cases demonstrate system functionalities that are help-
ful for a transit provider’s bus operations department.

Identify Routes with the Poorest Reliability (TO1)
A transit operator wants to determine which routes have the poorest reliability. This 
information helps prioritize routes for further analysis to find the sources of the 
 unreliability. Table D.56 presents the key question, steps, inputs, and the result for this 
use case.

This use case is effectively the same as Use Case TP1. The objective is to identify 
routes that have the poorest reliability. Table D.52 helps answer that question in the 
context of the routes with AVL-equipped buses. At a standard deviation of 9.37 min-
utes, Route 11 has the poorest reliability. The second worst reliable route is Route 10, 
with a standard deviation of 4.63 minutes. 

Note that the ranking of the routes, based on Table D.52, is slightly different 
from the impression conveyed by Figure D.38. In viewing the CDFs it appears that 
Routes 7 and 15 are the ones whose performance is the poorest, because Route 7 has 

TABLE D.56. IDENTIFY ROUTES WITH THE POOREST RELIABILITY (TO1)
User Transit operator

Question What routes have the poorest reliability performance?

Steps

1.  Select the routes of interest (could be all routes).

2.  Select the operating conditions of interest (could be all conditions).

3.  Assemble a database of variations from scheduled stop times for all the stops on the routes, 
classified by operating condition.

4.  Identify the routes with the worst PDFs for the variations from scheduled stop times.

Inputs
Historical database of stop times by stop for the routes and conditions of interest plus the scheduled 
stopping times. 

Result
A rank-ordered list of the routes based on the extent to which the actual stopping times for the stops 
on the routes differ from the intended stopping times. 
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the greatest deviations from the scheduled stop times from the 80th percentile onward, 
and Route 15 has the greatest deviations from the 20th to the 80th percentiles. These 
differences help illustrate the fact that there is not a single right answer to the question 
of which route is the poorest. The answer depends on the perspective one has on how 
poorest should be measured.

Review Reliability for a Route (TO2)
A user wants to review the reliability performance of a single route. This helps the 
transit operator identify the possible cause(s) of variation in on-time performance and, 
ultimately, a potential solution. Possible reasons for the unreliability include insuf-
ficient running time in the schedule (trips arriving consistently late at the end of the 
route), insufficient recovery time (trips consistently starting later than scheduled), spot 
issues along a route (reliability issues consistently starting within a particular segment 
of a route), driver performance (trips operated by a particular driver being consistently 
late), or bus bunching. Table D.57 presents the key question, steps, inputs, and the 
result for this use case.

This use case is similar to Use Case TS1. The question is: How does the on-time 
performance vary? The answer in the context of Route 7 is that it varies a lot: as 
Figure D.44 shows, buses on a 1-hour run may be as late as 20 minutes. Figure D.45 
shows that the buses tend to be late, on average, and that the deviation in that lateness 
increases along the route. Figures D.46 and D.47 suggest that the problems with the 
route are more related to the later stops than the earlier stops. The biggest delays arise 
after Stop 20. It appears that adding 12 minutes to the timetable would resolve the 
on-time problems.

Examine the Potential Impacts of Bus Priority on a Route (TO3)
This use case explores the merits of introducing bus priority on a route. Bus priority 
is one way to enhance reliability. The buses can control the green times and extend 
the green so they are not delayed, or delay the green to avoid having to merge with 

TABLE D.57. REVIEW RELIABILITY FOR A ROUTE (TO2)
User Transit operator

Question How does the on-time performance vary for a specific route?

Steps

1.  Select the route of interest.

2.  Select the operating conditions of interest (could be all conditions).

3.  Assemble a database of variations from scheduled stop times for all the trips on the route, classified 
by operating condition.

4.  Investigate why the worst deviations arise (could be due to a variety of reasons).

Inputs
Historical database of stop times for the route of interest and the conditions of interest relative to the 
scheduled stop times. 

Result
PDFs for the deviations of specific stop times from their intended stop times, a ranking of the stops 
based on this deviation, and ideas about why the deviations arise. 
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occurred 11 times, and for which the average travel time was 43.05 minutes with a standard 

deviation of 4.93 minutes. About 48% of the time (3 + 25 + 27 observations) the bus arrives late 

at the destination; about 30% of the time (2 + 2 + 27), it is late leaving.  

Figure D.46 shows the CDF for deviation from the scheduled stop time at the destination. 

Although about 35% of the time the bus will arrive at or before the scheduled stop time, 65% of 

the time it is late; and at the 90th percentile, it is about 12 minutes late.  

 

[Insert Figure D.46] 

[caption] 

 

Figure D.46. CDF for lateness (deviation from scheduled stop time) at the destination. 

[Same caption for Figure D.47. CDF for lateness (deviation from scheduled stop time) at the 

destination??] 

 

180 
2014.04.23 15 L02 Guide Appendix D_Final for composition.docx 

Step 3 involves determining the options for departure times. Step 4 is to select the departure time 

that ensures an acceptable arrival time. 

At the heart of this analysis is a plot like the one in Figure D.47, which shows the travel 

times from the origin stop to the destination by time of day (by bus departure time, which means 

the same run). It is clear that the time required to make the trip varies widely and is heavily 

dependent on the time of day. 

 

[Insert Figure D.47] 

[caption] 

 

Figure D.47. Travel times from the origin stop to the destination by time of day. 

 

Not enough data were available for any given departure time to create a complete CDF, 

but the spread in the data for August can certainly be observed.  

Figure D.46. CDF for lateness (deviation from scheduled stop time) at the destination.

Figure D.47. Travel times from the origin stop to the destination by time of day.
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conflicting traffic. Data on the amount of signal delay experienced by buses would 
help support the case for transit signal priority and justify its potential impacts on 
other traffic. Table D.58 presents the key question, steps, inputs, and the result for this 
use case.

This use case is much like Use Case TP2. In TP2 the question was whether an 
exclusive bus lane would add value. Here the question is whether bus priority would 
help. In both cases, the question is whether some special treatment for buses would 
help improve reliability, either by removing them from the mixed-traffic stream or 
giving them the ability to be served by priority traffic signal operations. The method 
of analysis is the same in both cases. As illustrated in Use Case TP2, CDFs should be 
assembled for the on-time performance based on the deviations from planned stop 
times. If bus priority improves this performance, which was the case in comparing 
Route 7 with Route 88, then the treatment has merit.

Assess a Mitigating Action for an Adverse Condition (TO4)
In this use case, a transit operator wants to plan operational changes for future adverse 
conditions (e.g., incidents, severe weather, construction, or special events) and prepare 
riders for what the service will be like during these conditions. Table D.59 presents the 
key question, steps, inputs, and the result for this use case.

TABLE D.58. EXAMINE THE POTENTIAL IMPACTS OF BUS PRIORITY ON A ROUTE (TO3)
User Transit operator

Question By how much would bus priority (e.g., at signals) improve the reliability of a transit route?

Steps

1.  Select the route of interest.

2.  Select the operating conditions of interest (could be all conditions).

3.  Identify other routes on which bus priority has been introduced or the impacts of signal delay are 
less significant. If none exist, build a simulation model that can be used to do the assessment.

4.  Compare the TR-PDFs (rates) for the route of interest with TR-PDFs for the routes on which bus 
priority has been introduced or the impacts are less significant. Do this using simulation if necessary.

5.  See how much impact bus priority has. 

Inputs
A database of trip times for the route and conditions of interest and for routes on which bus priority 
has already been introduced. 

Result Differential TT-PDFs that show how the route’s reliability could be improved if bus priority were introduced.
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This use case focuses on seeing if a mitigating action improves the reliability of 
a bus route under adverse conditions. Unfortunately, during August 2011, the time 
period during which the data were collected, no significant adverse conditions arose, 
nor were actions taken to mitigate those adverse conditions. Hence, this use case can-
not be addressed directly by the data available. 

However, the use case analysis is again comparable to Use Cases TP2 and TO3. 
The objective is to see if the on-time performance is enhanced during the adverse con-
dition by the action taken. For example, if heavy rains were an issue, then the question 
would be whether a mitigating action like adding extra buses would help mitigate the 
negative impacts. The analysis technique would be the same as that used in those two 
use cases.

Transit Passengers
This section focuses on transit riders, who benefit from reliability information when 
planning specific trips, either pretrip or en route. Like motorists, transit passengers are 
primarily concerned with trips: when should they start their trip, what route(s) they 
should take, and how much extra time they should allow for on-time arrivals. Unlike 
motorists, however, their options are constrained by the transit service network and 
schedule.

Determine the On-Time Performance of a Trip (TC1)
A user wants to know the on-time performance of a specific trip on a bus route. The 
trip has an origin, destination, and departure time. The user wants to know, in general, 
how long the trip will take. Table D.60 presents the key question, steps, inputs, and 
the result for this use case.

TABLE D.59. ASSESS A MITIGATING ACTION FOR AN ADVERSE CONDITION (TO4)
User Transit operator

Question
What benefit would be obtained by taking an action intended to mitigate the impacts of an adverse 
condition?

Steps

1.  Select the route of interest.

2.  Select the adverse condition of interest. 

3.  Select the mitigating action to be tested (one or more could be assessed).

4.  Assemble a database of TR-PDFs (rates) for routes under typical conditions and under conditions for 
which the mitigating action has been implemented. If none exist, build a simulation model that can 
be used to conduct that assessment. 

5.  Compare the TR-PDFs (rates) for typical and adverse conditions with and without the mitigating 
action. 

6.  See if the mitigating action has a significant impact.

Inputs
A database of trip times for the route and conditions of interest and for routes on which bus priority 
has already been introduced. Use simulation if necessary.

Result
Differential TR-PDFs that show how the route’s reliability would be improved if the mitigating actions 
were used. 
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This use case is the fundamental building block of the analysis procedures related 
to transit riders. It focuses on determining the on-time performance for a specific trip, 
from an origin stop to a destination stop, on the same bus route. 

Step 1 is to select the bus route, departure stop, and arrival stop. In this instance 
Route 7 will be used with boarding Stop 99343 (Broadway and 11th Street) and alight-
ing stop 10314 (University Avenue and Maple Street). Step 2 is to assemble a database 
of TT-PDFs for the route and stop pair of interest, and Step 3 is to develop a PDF for 
the deviation from scheduled arrival time at the stop of interest.

The TT-PDF between 99343 and 10314 is shown in Figure D.45. The CDF is 
based on 115 observations of trip times between these two stops during August. It 
seems the trip can take anywhere from 35 minutes to nearly 80 minutes. Even the 90th 
percentile travel time is 58 minutes, nearly double the shortest time observed.

Table D.61 shows the distribution of trips based on whether the departure from the 
origin was early, on time, or late; and whether the arrival at the destination was early, 
on time, or late. On time was defined as being a half-minute early to 2 minutes late.

TABLE D.61. ON-TIME ASSESSMENT FOR ROUTE 7 FROM BROADWAY AND 11TH STREET 
(99343) TO UNIVERSITY AVENUE AND MAPLE STREET (10314)

Origin

Destination

Early On Time Late

Early

No. of observations 11 9 3

Average travel time (min) 43.05 48.33 53.01

Standard deviation 4.93 5.41 4.88

On time

No. of observations 24 11 25

Average travel time (min) 44.73 50.89 55.14

Standard deviation 5.59 6.40 7.72

Late

No. of observations 2 2 27

Average travel time (min) 44.55 47.88 55.15

Standard deviation 12.49 3.72 6.57

TABLE D.60. DETERMINE THE ON-TIME PERFORMANCE OF A TRIP (TC1)
User Transit passenger

Question How often does a specific bus trip arrive at a specific stop on time?

Steps

1.  Select the bus route, departure stop, and arrival stop.

2.  Assemble a database of TT-PDFs for this bus route and stop pair of interest (if available) for the 
arrival time and condition(s) of interest. 

3.  Develop a PDF for the deviation from scheduled arrival time at the stop of interest.

Inputs
Historical database of TT-PDFs for the bus route and trip of interest (if available) for the conditions of 
interest.

Result A PDF for the deviation from scheduled arrival time at the stop of interest. 
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Of the 115 observations, the buses are late departing from the origin stop and late 
arriving at the destination 27 times. The average travel time in this condition is 55.15 
minutes, and the standard deviation is 6.57 minutes. This is strikingly different from 
the best performance, which occurred 11 times, and for which the average travel time 
was 43.05 minutes with a standard deviation of 4.93 minutes. About 48% of the time 
(3 + 25 + 27 observations) the bus arrives late at the destination; about 30% of the 
time (2 + 2 + 27), it is late leaving. 

Figure D.46 shows the CDF for deviation from the scheduled stop time at the des-
tination. Although about 35% of the time the bus will arrive at or before the scheduled 
stop time, 65% of the time it is late; and at the 90th percentile, it is about 12 minutes late. 

Determine an Arrival Time Just Before a Trip (TC2)
A rider wants to determine, just before a trip, when he or she might arrive. This is 
similar to TC1, but it uses data about current conditions. In addition, since the inquiry 
is occurring just before a trip, the departure time is relatively fixed and the arrival time 
becomes the focus. Table D.62 presents the key question, steps, inputs, and the result 
for this use case.

Step 1 involves selecting an origin and destination. The same two stops employed 
in TC1 will be used. Step 2 involves determining what on time (the probability of being 
late) means. Step 3 involves determining the options for departure times. Step 4 is to 
select the departure time that ensures an acceptable arrival time.

At the heart of this analysis is a plot like the one in Figure D.47, which shows the 
travel times from the origin stop to the destination by time of day (by bus departure 
time, which means the same run). It is clear that the time required to make the trip 
varies widely and is heavily dependent on the time of day.

Not enough data were available for any given departure time to create a complete 
CDF, but the spread in the data for August can certainly be observed. 

A logical answer to the question is something like this. In the morning, say before 
10:00 a.m., an hour needs to be allowed. The bus might actually arrive in 50 minutes, 
but allowing for 60 minutes is safe. Across the middle of the day, 70 minutes should 
be allowed, although (unfortunately) there are times when only 50 minutes will be 

TABLE D.62. DETERMINE AN ARRIVAL TIME JUST BEFORE A TRIP (TC2)
User Transit rider

Question Just before making a trip, when does the rider have to leave to arrive at a destination on time? 

Steps

1.  Select the origin and destination.

2.  Decide what being on time (probability of being late) means.

3.  Determine the options for departure times.

4.  Select the departure time that ensures an acceptable arrival time. 

Inputs
Forecasts of passenger TT-PDFs by departure time for the routes that might be chosen given the 
current and anticipated network conditions.

Result
Plots of the TT-CDFs for the various departure times so the most appropriate departure time can be 
selected.
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needed. Toward evening, the time needed drops back to 60 minutes and then to less 
than 50 minutes, and by about 11:00 p.m., only 40 minutes needs to be allowed. 
Moreover, the travel times are very consistent. The value in having real information 
about the trip times—in this case by time of day—is strikingly apparent.

Determine a Friend’s Arrival Time (TC3)
In this use case, the TTRMS user wants to know when his or her friend will arrive. The 
use case is similar to TC2 because it focuses on the arrival time and depends on infor-
mation about current conditions. However, in this case, the route is already known, 
so the question is: When will the friend arrive? Table D.63 presents the key question, 
steps, inputs, and the result for this use case.

In state-of-the-art bus systems, the progress of individual buses can be tracked via 
a web page or cell phone app. Such systems make it easy to answer this question. But 
most systems today are not state of the art, so historical information needs to be used 
instead.

Step 1 is to select the origin, destination, route, and bus being ridden. Without loss 
of generality, Route 7 will again be selected, origin 99343, destination 10314, and—to 
make it interesting—departure time 1:00 p.m. As can be seen in Figure D.50 later in 
the appendix, the trip for this departure time can take anywhere from 55 to 72 min-
utes, which is a spread of 17 minutes. 

The guidance might be to plan on being ready for the friend as early as 55 minutes 
after he or she leaves, do not plan on doing something until at least 72 minutes after he 
or she departs, and have his or her cell phone number. There is enough variation that 
making a call to find out where the bus is would be valuable.

In contrast, late at night, say with an approximately 11:00 p.m. departure, there is 
less need for contingency planning. The shortest travel time is about 35 minutes, and 
the longest is about 40 minutes. Hence, it would be fine to show up at the bus stop 
about 35 minutes after the friend leaves the origin and expect to wait no more than 
about 5 minutes for the bus to arrive.

TABLE D.63. DETERMINE A FRIEND’S ARRIVAL TIME (TC3)
User Friend of a transit rider

Question When will the friend arrive? 

Steps

1.  Select the origin, destination, route, and bus being ridden.

2.  Assemble current information for this bus run (if available) and historical TT-PDFs for this bus route 
and this specific run (if available). 

3.  Develop an arrival time PDF for this bus trip at the stop of interest. 

Inputs
Information about this bus run (if available) and historical TT-PDFs for this bus route and this specific 
run (if available). Adjust for the current conditions. 

Result Arrival time PDF for this bus trip at the stop of interest. 
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Understand a Trip with a Transfer (TC4)
A rider wants to find out, in advance, what time to leave and what route(s) to take to 
reach a destination on time when a transfer is involved. Missing the bus at the origin 
and missing the transfer are both concerns, as well as being late or early at the destina-
tion. The use case is based on historical data, rather than current conditions, and as 
such is suitable for travelers who want to plan a trip in advance rather than immedi-
ately before they leave. Table D.64 presents the key question, steps, inputs, and the 
result for this use case.

This use case focuses on understanding departure times and routes for a trip that 
involves a transfer. Without loss of generality, a bus trip from the Gaslight district to 
the San Diego Zoo can be used to illustrate. In August 2010 when the bus data were 
collected, the San Diego Zoo was open from 9:00 a.m. to 9:00 p.m. on weekdays. 
Hence, arrival at the zoo will be targeted within this window. 

A transfer is an important feature of this trip. The San Diego transit trip planner 
suggests several possible paths, one of which uses bus Routes 11 and 7. For a 1:00 p.m. 
trip on a weekday, the trip planner suggests the following path:

1. Walk 0.4 mile north from the Gaslamp Quarter Trolley Station to Market Street 
at 6th Avenue.

2. At 12:50 p.m. take the MTS BUS Route 11 SDSU via Downtown/Adams Ave.

3. Get off the stop on Park Boulevard and University Avenue at approximately 
01:19 p.m.

4. Walk 0.1 mile south from Park Boulevard and University Avenue to Park  Boulevard 
at University Avenue.

5. At 01:25 p.m. take the MTS BUS Route 7 Downtown via University Ave.

6. Get off the bus at the stop on Park Boulevard at Zoo Place at approximately 
01:29 p.m.

7. Walk 0.2 mile west to the Zoo.

TABLE D.64. UNDERSTAND A TRIP WITH A TRANSFER (TC4)
User Transit rider

Question What departure times are needed when a transfer is involved?

Steps

1.  Select the origin, destination, desired arrival time, and route.

2.  Decide what being on time (probability of being late) means.

3.  Analyze the TT-PDFs to identify options for departure times.

4.  Create a CDF of the travel times so that an acceptable departure bus can be selected. 

Inputs Historical passenger TT-PDFs for the departure times that are logical based on conditions.

Result
Table of departure times depending on the conditions. The table is created by analyzing the TT-PDFs 
for the routes involved and network conditions. 
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The team hoped that all the buses on Routes 11 and 7 would be equipped with 
monitoring devices, but such was not the case. Only about half of them were. If they 
all had been equipped, it would have been possible to construct trip travel times by 
selecting a boarding a bus, riding it to the transfer point, transferring from it to the 
next transfer bus, and then riding to the destination. This proved infeasible because all 
the buses were not instrumented. A different strategy was needed.

The analysis involved two steps: preprocessing the bus trip data to develop infor-
mation needed to conduct the analysis and generating a synthesized set of hypotheti-
cal representative trips through Monte Carlo simulation. These steps are described 
in detail in Appendix B: Methodological Details, in the section on developing transit 
rider PDFs for trips.

To conduct these analyses with the San Diego data, a somewhat lengthy but 
straightforward nine-step process is involved:

1. For each route separately, combine the data for the individual weekdays into a 
combined data set for all the weekdays in August.

2. Extract the records for which the latitude and longitude fields are not blank (this 
happens to be the case for about 50% of the records). 

3. Compute average latitude and longitude values for every Stop ID based on the 
nonblank records.

4. Backfill the latitude and longitude fields with average values computed above for 
all the records that are blank so that every record has these fields filled.

5. If any records remained with no latitude and longitude data, use the latitude and 
longitude values for the stops on either side to determine what the latitude and longi-
tude most likely were for the stops with no latitude and longitude data (this situation 
arose for one Route 7 stop).

6. Create a set of unique stop names (cross-street descriptors) for every Stop ID based 
on the latitude and longitude for the stop.

7. Add the stop names to every record in the database.

8. Extract from the data set the stops of interest for the trip time analysis (Sixth 
and Market and University Avenue and Park Boulevard for Route 11; University 
 Avenue and Park Boulevard and Park Boulevard and Zoo Place for Route 7).

9. Extract the records for these stops into two new data sets, one for each route.

To provide a sense of the result, the Route 7 database for the two stops of inter-
est in the direction of interest includes 484 records. The Route 11 database contains 
1,415 records. 

Some analysis results taken directly from these data sets indicate how these two 
routes operate for the stops involved in the trip being studied. Figure D.48 shows the 
distribution of relative departure times for the two stops on Route 11 and the two 
stops on Route 7. Sometimes the buses leave early, but most of the time they leave late, 
by as much as 5 minutes or more. The figure also shows the distribution of travel times 
between the two stops of interest. For Route 11, the travel times are much longer, and 
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Figure D.48. Distributions of relative departure times and travel times between stops.
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Figure D.48. Distributions of relative departure times and travel times between stops. 

 

Figure D.49 displays the correlations among these various times. The top two plots show 

the correlations between the differential stop time at the first and second stops. The correlation is 
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they are skewed toward longer values. For Route 7, the distribution is almost uniform 
between 120 and 300 seconds (2 to 5 minutes).

Figure D.49 displays the correlations among these various times. The top two 
plots show the correlations between the differential stop time at the first and second 
stops. The correlation is very pronounced in the case of Route 7, probably because the 
stops are close to one another. The bottom two plots show the absence of correlation 
between the differential stop time at the first stop and the travel time to the transfer 
(or destination) stop. 

The correlations between the differential stop times motivated a change in the 
strategy for conducting the Monte Carlo simulations. Instead of fitting PDFs to the 
data, which is what the team expected to do, it was decided to directly sample the 
observed data sets. That is, during simulation, to obtain values for Δt1, Δt2, and Δt3 
for the first Route 11 bus (or Δt5, Δt6, and Δt7 for the second one), the team directly 
sampled values from the 484 Route 11 values developed by the data analysis. In the 
case of Δt10, Δt11, and Δt12 for the first Route 7 bus (or Δt14, Δt15, and Δt16 for the second 
one), the same action was performed: values were sampled from the 1,415 records 

Figure D.49. Correlations among the differential stop and travel times.
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very pronounced in the case of Route 7, probably because the stops are close to one another. The 

bottom two plots show the absence of correlation between the differential stop time at the first 

stop and the travel time to the transfer (or destination) stop.  

 

[Insert Figure D.49] 

[caption] 

 

Figure D.49. Correlations among the differential stop and travel times. 

 

The correlations between the differential stop times motivated a change in the strategy for 

conducting the Monte Carlo simulations. Instead of fitting PDFs to the data, which is what the 

team expected to do, it was decided to directly sample the observed data sets. That is, during 
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developed by the data analysis. A large-scale simulation would have been needed to 
sample all of the records in the two data sets; but by sampling the data sets directly, 
the team could ensure that the combinations of values used in the simulation were 
combinations observed in the field, not ones created through a synthesizing process.

Finally, for the passenger arrival times at the initial stop, the distribution observed 
by Bowman and Turnquist (3) was used. Consistent with the guidance they provide, 
the original observations for buses with a 20-minute headway service were scaled to 
reflect values for a 15-minute headway service. The resulting distribution is shown in 
Figure D.50. Again, for purposes of simulation, the distribution shown was directly 
sampled to obtain arrival times for the passengers relative to the scheduled arrival time 
of the bus.

A simulation of 1,000 trips produced the cumulative density function shown in 
Figure D.51. The shortest travel time is 30 minutes, and the longest is 72 minutes. The 
50th percentile is reached at 44 minutes, and the 95th percentile is reached at 58 min-
utes. The average is 44 minutes. Thus, the longest travel time is 32% longer than the 
mean and twice as long as the shortest time. Guidance to potential passengers might 
be that they should expect the trip to take 44 minutes, but one of every 20 trips takes 
longer than 58 minutes.

Figure D.50. Arrival times for transit passengers relative to the scheduled arrival time of 
the bus.
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Figure D.50. Arrival times for transit passengers relative to the scheduled arrival time of the bus. 

 

A simulation of 1,000 trips produced the cumulative density function shown in Figure 

D.51. The shortest travel time is 30 minutes, and the longest is 72 minutes. The 50th percentile is 

reached at 44 minutes, and the 95th percentile is reached at 58 minutes. The average is 44 

minutes. Thus, the longest travel time is 32% longer than the mean and twice as long as the 

shortest time. Guidance to potential passengers might be that they should expect the trip to take 

44 minutes, but one of every 20 trips takes longer than 58 minutes. 

 

[Insert Figure D.51] 

[caption] 
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FREIGHT USE CASES

This section presents use cases for freight service providers and customers. The  vehicles 
involved are assumed to be trucks and vans, but the methodologies pertain to other 
freight modes, such as rail, water, and air freight. The use cases are clustered in two 
groups: those that pertain to the customers (e.g., shippers and receivers) and those that 
pertain to the service providers (e.g., trucking companies). 

Service providers are further subdivided into three groups relative to the motiva-
tions for the use cases: 

•	 Truckload carriers. Entire truckloads of freight are picked up at one location and 
delivered to another. Chemical Leaman is an example.

•	 Less-than-truckload carriers. Shipments (e.g., pallets, not packages) are trans-
ported from shippers to receivers. Yellow Freight is an example. Local trucks make 
pickups and bring the shipments to a terminal. The shipments are then transported 
by one or more line haul trucks to a terminal that services the area where the re-
ceiver is located. A local delivery truck then carries the shipment to the receiver 
(along with other shipments going to other receivers). 

•	 Parcel carriers. Shipments (predominantly packages) are carried from shippers to 
receivers. United Parcel Service is an example. The logistics are much the same as 
the less-than-truckload carriers in that the trucks make a series of pickups and 
deliveries of relatively small packages along a route that may vary from day to day.

Figure D.51. Distribution of travel times for 1,000 simulated trips.
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Figure D.51. Distribution of travel times for 1,000 simulated trips. 

 

<H1>Freight Use Cases 

This section presents use cases for freight service providers and customers. The vehicles 

involved are assumed to be trucks and vans, but the methodologies pertain to other freight 

modes, such as rail, water, and air freight. The use cases are clustered in two groups: those that 

pertain to the customers (e.g., shippers and receivers) and those that pertain to the service 

providers (e.g., trucking companies).  

Service providers are further subdivided into three groups relative to the motivations for 

the use cases:  
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Travel time reliability matters to all these carriers, especially the ones that have 
promised delivery times, like FedEx. Shippers and receivers often specify pickup and 
delivery windows because they are ship or receive multiple items per day. The shippers 
and receivers want the shipments to be picked up and delivered within those windows, 
and the carriers strive to ensure that they do the pickups and deliveries during those 
windows. In fact, as illustrated by FedEx or United Parcel Service, people are willing to 
pay more for the service either to have the shipment delivered faster or to ensure that 
it is delivered on time. Most freight drivers accumulate information about travel times 
and reliability through experience and know how to avoid spots in the network where 
the travel times are unreliable. Carriers also use route guidance devices to direct their 
trucks around problem spots to make sure that deliveries are made on time. 

Freight Service Providers 
The next set of use cases shows how the monitoring system can be helpful to trucking 
companies trying to ensure that their deliveries will occur on time. 

Identify the Most Reliable Delivery Time (FP1)
A trucking company wants to find the best time of day and route for a specific delivery. 
Both the probability of being on time and the travel time are important. This analysis 
is useful for carriers with flexible departure and arrival times, but who need to arrive 
as scheduled. Table D.65 presents the key question, steps, inputs, and the result for 
this use case.

In this use case, Step 1 involves selecting the origin and destination. The example 
presented here uses the same origin and destination used in Figure D.1 involving the 
three routes in San Diego.

Step 2 is to assemble the TT-PDFs by route and time of day and perhaps network 
condition. In this use case, only the normal condition is examined, reflecting decision 
making under normal conditions. The same Monte Carlo simulation technique used 
in the traveler use cases was employed to generate individual vehicle travel times for 
the I-5, SR-15, and SR-163 routes. For each normal 5-minute time period during the 

TABLE D.65. IDENTIFY THE MOST RELIABLE DELIVERY TIME (FP1)
User Trucking company

Question When should a delivery be made if the most reliable delivery time is desired?

Steps

1.  Select the origin and destination.

2.  Assemble TT-PDFs by route and time of day and perhaps network condition.

3.  Define on-time delivery (e.g., percentage within an on-time window).

4.  Identify the time of day and route that minimize the duration of the on-time window.

Inputs
A database of TT-PDFs for truck travel times by route and time of day from the origin to the destination 
under the network operating conditions that pertain. 

Result
 A rank ordering of the departure times and routes based on the duration of the on-time window 
(narrowest to widest). 
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weekdays in 2009, 100 truck trips were simulated, one for each percentile based on 
the average travel time observed. 

Step 3 is to define what is meant by the on-time delivery window. In this use case, 
it was decided that attention would be focused on the narrowest window in which 
80% of the arrivals occurred. That meant that the analysis would seek the ith and jth 
percentile arrival times such that (a) the total arrivals between the two percentiles was 
80% (e.g., between the 5th and 85th percentiles), and (b) the difference in the arrival 
times between these two percentiles was the smallest (e.g., the difference in arrival 
times between the 7th and the 87th percentile arrival travel times was the smallest of 
all possible percentile travel times encompassing 80% of the arrivals).

Step 4 involves identifying the time of day and route that minimize the duration 
of the on-time window. In this case, each percentile delivery time was calculated for 
every 5-minute time period to obtain the minimum on-time window that would satisfy 
the 80% requirement. All of the minimums for every 5-minute period for each route 
were compared. Finally, a table was created showing the routes and on-time window 
for each 5-minute period between 8:00 a.m. and 5:00 p.m. 

Figure D.52 shows the result of routes corresponding to the time window. The 
x-axis stands for departure times, and the y-axis stands for the corresponding on-time 
windows. The two vertical lines stand for the boundary from 8:00 a.m. to 5:00 p.m. 
Minimum_Window stands for the smallest on-time window of each 5-minute depar-
ture time among the three routes. The figure shows that SR-15 performs better during 
peak hours, and I-5 performs better during off-peak hours. The minimum on-time win-
dow is between 2 and 3 minutes during off-peak hours and varies from 3 to 6 minutes 

Figure D.52. Route selection. (The x-axis stands for departure times, and the y-axis stands for 
the corresponding on-time windows. Minimum_Window = the smallest on-time window of each 
5-minute departure time among the three routes.)
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5-minute time period, it can be seen that the smallest on-time window (2.02 minutes) occurs 

when the departure time is 8:00 a.m. on route SR-15. 

 

[Insert Figure D.52] 

[caption] 

 

Figure D.52. Route selection. (The x-axis stands for departure times, and the y-axis stands for the 

corresponding on-time windows. Minimum_Window = the smallest on-time window of each 5-

minute departure time among the three routes.) 

 

<H3>Estimate a Delivery Window (FP2) 

A user wants to see what the delivery window is for a departure time and route. This helps the 

trucking company find a window that minimizes the impact of traffic. It also helps with 
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during the p.m. peak. After comparing the three routes and each 5-minute time period, 
it can be seen that the smallest on-time window (2.02 minutes) occurs when the depar-
ture time is 8:00 a.m. on route SR-15.

Estimate a Delivery Window (FP2)
A user wants to see what the delivery window is for a departure time and route. This 
helps the trucking company find a window that minimizes the impact of traffic. It also 
helps with deliveries in rural areas where a limited number of routes exist for an origin 
and destination. Table D.66 presents the key question, steps, inputs, and the result for 
this use case.

Step 1 involves selecting the origin and destination. In this instance, the same ori-
gin and destination are used as those in Figure D.1, which shows the three routes in 
San Diego. For departure times, 8:00 a.m. to 5:00 p.m. are used without loss of gen-
erality inasmuch as these are typical working hours. For the route, SR-163 is selected.

Step 2 involves deciding what the on-time percentage is to be. In this use case, the 
80% on-time window was selected, consistent with the previous use case. 

Step 3 involves assembling the TT-PDFs by time of day and route, and possibly by 
the network operating conditions.

Step 4 involves determining when the delivery window begins and ends given the 
on-time percentage. Figure D.53 shows the travel times to the beginning and end of 
the on-time window for departures between 8:00 a.m. and 5:00 p.m., marked with 
vertical lines. The figure indicates, for example, that if the truck were to leave at 8:00 
a.m., the smallest on-time window begins about 13 minutes later (at 8:13 a.m.) and 
ends about 16 minutes later (shortly after 8:16 a.m.). The x-axis is the departure time, 
and the y-axis shows the travel time. 

As Figure D.53 shows, the arrival times do not vary by much, and the travel time 
grows to above 20 minutes late in the afternoon. The departure times with the small-
est on-time windows (the ones with the smallest difference between the starting and 
ending times) occur between 10:00 and 10:30 a.m. 

It is helpful to plot the length of the on-time window as a function of the departure 
time during the day, or the difference between the red and blue lines in Figure D.53. 
This trend is presented in Figure D.54.

TABLE D.66. ESTIMATE A DELIVERY WINDOW (FP2)
User Trucking company

Question What delivery window should be promised?

Steps

1.  Select the origin, destination, departure time, and route.

2.  Decide what the on-time percentage is to be (i.e., probability of being neither late nor early).

3.  Assemble TT-PDFs by time of day (and perhaps network operating condition) for the route.

4.  Determine when the delivery window begins and ends given the on-time percentage.

Inputs
A database of TT-PDFs for truck travel times by time of day for the selected route under the network 
operating conditions of interest. 

Result The delivery window (beginning to end) for the on-time percentage. 
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By reviewing the plot in Figure D.54, it is possible to see that the smallest on-time 
window occurs at 10:15 a.m. and lasts for approximately 2.5 minutes. 

Identify How to Maximize the Probability of an On-Time Delivery (FP3)
In this use case, the trucking company wants to know when a truck needs to leave and 
what route it should follow to maximize the probability of an on-time delivery. This 
is important for time-sensitive shipments. Table D.67 presents the key question, steps, 
inputs, and the result for this use case.
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Step 2 involves deciding what the on-time percentage is to be. In this use case, the 80% 

on-time window was selected, consistent with the previous use case.  

Step 3 involves assembling the TT-PDFs by time of day and route, and possibly by the 

network operating conditions. 

Step 4 involves determining when the delivery window begins and ends given the on-

time percentage. Figure D.53 shows the travel times to the beginning and end of the on-time 

window for departures between 8:00 a.m. and 5:00 p.m., marked with vertical lines. The figure 

indicates, for example, that if the truck were to leave at 8:00 a.m., the smallest on-time window 

begins about 13 minutes later (at 8:13 a.m.) and ends about 16 minutes later (shortly after 8:16 

a.m.). The x-axis is the departure time, and the y-axis shows the travel time.  

 

[Insert Figure D.53] 

[caption] 

 

Figure D.53. Travel times to the beginning and end of the on-time window. 

 

Figure D.53. Travel times to the beginning and end of the on-time window.

Figure D.54. Length of the on-time window as a function of departure time.
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As Figure D.53 shows, the arrival times do not vary by much, and the travel time grows 

to above 20 minutes late in the afternoon. The departure times with the smallest on-time 

windows (the ones with the smallest difference between the starting and ending times) occur 

between 10:00 and 10:30 a.m.  

It is helpful to plot the length of the on-time window as a function of the departure time 

during the day, or the difference between the red and blue lines in Figure D.53. This trend is 

presented in Figure D.54. 

 

[Insert Figure D.54] 

[caption] 

 

Figure D.54. Length of the on-time window as a function of departure time. 

 

By reviewing the plot in Figure D.54, it is possible to see that the smallest on-time 

window occurs at 10:15 a.m. and lasts for approximately 2.5 minutes.  
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Step 1 involves selecting the origin and destination. In this use case, the O–D pair 
shown in Figure D.1 was used again. 

Step 2 is to define the on-time window, or the time frame during which shipments 
are considered to be delivered on-time. The half hour from 4:00 to 4:30 p.m. was 
selected.

Step 3 involves assembling the TT-PDFs by time of day and route. The TT-PDFs 
mentioned in FP1 was used, for SR-163 under normal conditions.

Step 4 involves finding the route and departure time that maximize the probability 
of arriving within the on-time window. The same Monte Carlo simulation technique 
used in the traveler use cases was employed to generate individual vehicle travel times 
for each route. Figure D.55 shows the results. The graph shows that for all three 
routes the departure times between 3:50 and 4:05 p.m. maximize the on-time arrival 
percentage.

TABLE D.67. IDENTIFY HOW TO MAXIMIZE THE PROBABILITY OF AN ON-TIME DELIVERY (FP3)
User Trucking company

Question
When should a truck leave and what route should it use to maximize the likelihood of an on-time 
delivery?

Steps

1.  Select the origin and destination.

2.  Define the on-time window (earliest to latest delivery times).

3.  Assemble TT-PDFs by time of day and route (and perhaps network operating condition).

4.  Find the route and departure time that maximize the probability of arriving within the on-time 
window. 

Inputs
A database of TT-PDFs for truck travel times by time of day and route under the network operating 
conditions of interest. 

Result The departure time and route to use to maximize the probability of making an on-time delivery. 

Figure D.55. Effects of departure time on the on-time arrival percentage.
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traveler use cases was employed to generate individual vehicle travel times for each route. Figure 

D.55 shows the results. The graph shows that for all three routes the departure times between 

3:50 and 4:05 p.m. maximize the on-time arrival percentage. 

 

[Insert Figure D.55] 

[caption] 

 

Figure D.55. Effects of departure time on the on-time arrival percentage. 

 

<H3>Assess the On-Time Probability for a Scheduled Shipment (FP4) 

A user wants to obtain the probability of an on-time arrival based on a scheduled departure time, 

a desired delivery time, and route. This information helps the trucking company assess whether a 

proposed delivery schedule incorporates too much risk of not being on-time. Table D.68 presents 

the key question, steps, inputs, and the result for this use case. 

 

Table D.68. Assess the On-Time Probability for a Scheduled Shipment (FP4) 
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Assess the On-Time Probability for a Scheduled Shipment (FP4)
A user wants to obtain the probability of an on-time arrival based on a scheduled de-
parture time, a desired delivery time, and route. This information helps the trucking 
company assess whether a proposed delivery schedule incorporates too much risk of 
not being on-time. Table D.68 presents the key question, steps, inputs, and the result 
for this use case.

Step 1 involves selecting the origin, destination, and scheduled departure and 
delivery times. In this use case, the O–D pair shown in Figure D.1 was used again. 

Step 2 involves defining the on-time delivery window. Here, the on-time delivery 
window was defined as being from 4:00 to 4:30 p.m.

Step 3 involves assembling TT-PDFs by time of day and route (see Figure D.58 
later in the appendix).

Step 4 involves identifying the probability that the truck will arrive during the 
on-time delivery window. As shown in Figure D.58, the probability of being on-time 
can be seen for given departure times. When the departure times are between 3:00 and 
4:20 p.m., the probability of being on time grows from zero to almost one between 
3:50 and 4:05 p.m. and then drops back to zero.

Assess the Impacts of Adverse Highway Conditions (FP5)
A trucking company wants to obtain information concerning the likelihood that a 
route will involve large delays (e.g., due to inclement weather). Knowing this will re-
duce the likelihood of severe delays. This information would help the company assess 
the likelihood of a given (rural) route being closed prior to the arrival of a truck or 
during the passage of the truck along the route and, if necessary, identify alternative 
routes. The assessment is based on a combination of current weather forecasts, current 
road conditions, and historical experience. Table D.69 presents the key question, steps, 
inputs, and the result for this use case.

TABLE D.68. ASSESS THE ON-TIME PROBABILITY FOR A SCHEDULED SHIPMENT (FP4)
User Trucking company

Question What on-time probability can be expected for a scheduled shipment?

Steps

1.  Select the origin, destination, and scheduled departure and delivery times.

2.  Define the on-time delivery window.

3.  Assemble TT-PDFs by time of day and route (and perhaps network operating condition).

4.  Identify the probability that the truck will arrive during the on-time delivery window. 

Inputs
A database of TT-PDFs for truck travel times by time of day and route under the network operating 
conditions of interest. 

Result The probability of being on-time given the departure time and delivery time window. 
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Step 1 involves selecting the origin, destination, and route of interest. In this use 
case, the O–D pair shown in Figure D.1 was used again. The route of interest is SR-163.

Step 2 involves assembling TT-PDFs for the route and time frames during which 
the trips would take place. The TT-PDFs for the SR-163 route employed in FP1 can 
again be used.

Step 3 involves analyzing the TT-CDFs to identify the likelihood that the trips will 
take more than various amounts of time. In this case, a comparison is made of the 
effects on travel time of events such as special events, incidents, weather events, and 
high demand. 

Step 4 involves determining how long the trips might take and the probabilities 
that those times might materialize. Figure D.56 shows the travel times for SR-163 
under different conditions. For this route, the minimum travel time is 15.43 minutes, 
and the corresponding departure time is 10:15 a.m. From the figure it can be seen that 
the biggest impact at 10:15 a.m. is a special event that causes the travel time to increase 
to 21.68 minutes.

TABLE D.69. ASSESS THE IMPACTS OF ADVERSE HIGHWAY CONDITIONS (FP5)
User Trucking company

Question What is the likelihood that a route will involve large delays?

Steps

1.  Select the origin, destination, and route of interest.

2.  Assemble TT-PDFs for the route and time frames during which the trips will take place.

3.  Analyze the TT-CDFs to identify the likelihood that the trips will take more than various amounts of 
time.

4.  Determine how long the trips might take and the probabilities of those times. 

Inputs A database of TT-PDFs for truck trips on the route of interest during the seasons (time frames) of interest. 

Result The probability that the trip might take as long as or longer than specific amounts of time. 
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Determine the Start Time for a Delivery Route (FP6)
This use case focuses on a truck making multiple deliveries. The truck follows a tour 
from the depot to the delivery locations and back to the depot. The objective is to 
determine when the tour should start and what the delivery times should be, or how 
much schedule slack (extra time) should be provided, to maximize the probability 
that all the deliveries will be made on time. In the literature, this is referred to as the 
stochastic vehicle routing problem. If the travel times and unloading times are all 
fixed, then no slack is needed; but if either or both are variable, as they most often are, 
then extra time is needed. For this use case, the important piece of information is the 
schedule slack. The length of the tour and the return time to the depot are ignored. 
(Sometimes it is not possible to do this.) Table D.70 presents the key question, steps, 
inputs, and the result for this use case.

Figure D.56. Travel times for SR-163.
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Step 4 involves determining how long the trips might take and the probabilities that those 

times might materialize. Figure D.56 shows the travel times for SR-163 under different 

conditions. For this route, the minimum travel time is 15.43 minutes, and the corresponding 

departure time is 10:15 a.m. From the figure it can be seen that the biggest impact at 10:15 a.m. 

is a special event that causes the travel time to increase to 21.68 minutes. 

 

[Insert Figure D.56] 

[caption] 

 

Figure D.56. Travel times for SR-163. 

 

<H3>Determine the Start Time for a Delivery Route (FP6) 

This use case focuses on a truck making multiple deliveries. The truck follows a tour from the 

depot to the delivery locations and back to the depot. The objective is to determine when the tour 
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Find the Departure Time and Routing for a Set of Deliveries (FP7)
A trucking company wants to plan the schedule for a delivery route (tour) that has 
both flexible and inflexible deliveries. The objective is to devise a plan that minimizes 
cost yet ensures on-time arrival for those deliveries requiring it. This type of plan can 
help less-than-truckload and package delivery carriers set schedules and routings for a 
series of deliveries with varying degrees of flexibility. As with FP6, some of the deliver-
ies have specific on-time windows; the others do not. Sequencing is an issue for the 
deliveries that do not. In the classic literature this is referred to as the stochastic vehicle 
routing problem with some on-time windows. Table D.71 presents the key question, 
steps, inputs, and the result for this use case.

TABLE D.70. DETERMINE THE START TIME FOR A DELIVERY ROUTE (FP6)
User Trucking company

Question
When should the truck leave (how much schedule slack should be provided) to maximize the likelihood 
that all of the deliveries in a tour will be on time?

Steps

1.  Select the tour (delivery route) of interest.

2.  Establish the on-time windows for the destinations. 

3.  For every i to j pair of nodes in the tour, assemble TT-PDFs for tij for every reasonable departure time 
from i (i.e., either the depot or the previous delivery location). 

4.  For each possible departure time from the depot use the tij TT-PDFs to develop PDFs for the 
deliveries at each of the destinations. (This assumes the time spent making delivery is fixed.)

5.  Find the departure time that maximizes the smallest of these on-time delivery probabilities or some 
weighted combination of them. 

Inputs
A database of TT-PDFs for truck trips on the links between the delivery nodes for every reasonable 
departure time from the departure node. 

Result
An estimate of the extra time at the beginning of the trip needed to maximize the probability that the 
deliveries are made on time. 

TABLE D.71. FIND THE DEPARTURE TIME AND ROUTING FOR A SET OF DELIVERIES (FP7)
User Trucking company

Question
When does a truck need to leave and in what sequence should it make its deliveries to maximize its on-
time delivery performance?

Steps

1.  Select the locations to which deliveries need to be made.

2.  Specify the on-time windows for deliveries that have them.

3.  Assemble TT-PDFs for all the nonstop paths between the places to be visited (because the sequence 
is unknown). If the TT-PDFs are time dependent, then assemble TT-PDFs by departure time. 

4.  Solve the stochastic vehicle routing problem with partial on-time windows. 

Inputs
A database of truck TT-PDFs for nonstop paths between the delivery locations, differentiated by 
departure time if necessary. 

Result
A tour that that maximizes the probability that the time-constrained deliveries occur within their on-
time windows. Also, for each delivery node, the range of delivery times to be expected. 
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Solve the Multiple Vehicle Routing Problem Under Uncertainty (FP8)
A user wants to create a set of routes (tours) for pickups and deliveries that minimizes 
the number of drivers required, while ensuring that the drivers return to the depot 
no later than a set time. The earliest time the trucks can leave and the latest they can 
return are both constrained. This use case extends Use Case FP7 to multiple trucks 
and imposes a return time. Parcel delivery companies solve this problem every day. 
They determine how many trucks are needed and what packages go on what trucks 
so that the drivers return within the allowed time. This analysis helps parcel carriers 
create routes that use their drivers and vehicles as efficiently as possible, while avoiding 
 potential costs (e.g., overtime). Table D.72 presents the key question, steps, inputs, and 
the result for this use case.

Alter Delivery Schedules in Real Time (FP9)
In this use case, a trucking company needs to alter the delivery schedules for one or 
more trucks in real time due to some type of unexpected event. For example, an inci-
dent on a freeway might have created severe delays on one or more of the paths the 
trucks were planning to use. The trucking company would note the estimated severity 
of the incident, identify which delivery vehicles are affected (based on their present 
positions and deliveries yet to be made), and generate new tours for each to minimize 
the impact of the incident on the on-time delivery likelihoods. This analysis is particu-
larly helpful to parcel carriers that would have to revise their tours due to unexpected 
sources of delay that occur on the roadway system while deliveries are in progress. 
Table D.73 presents the key question, steps, inputs, and the result for this use case.

TABLE D.72. SOLVE THE MULTIPLE VEHICLE ROUTING PROBLEM UNDER UNCERTAINTY (FP8)
User Trucking company

Question
How many trucks and drivers are needed to make a set of deliveries, what departure times should be 
used, and how should the trucks be routed to maximize on-time deliveries and pickups?

Steps

1.  Select the locations for pickups and deliveries.

2.  Identify the on-time windows for pickups and deliveries that have them.

3.  Assemble TT-PDFs for the paths between the places to be visited. If the TT-PDFs for the paths vary 
by time of day, then assemble TT-PDFs for each departure time for each path. 

4.  Solve the stochastic multiple vehicle routing problem. 

Inputs
A database of TT-PDFs for truck trips on paths between the locations to be visited (including the 
depot), differentiated by departure time when necessary. 

Result
A set of tours (pickup and delivery sequences) that minimizes the number of trucks and drivers required 
while maximizing the on-time delivery percentages and complying with the maximum allowed return. 
Also, for each destination, the range of pickup or delivery times to be expected. 
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Freight Customers
The following use cases demonstrate monitoring system functionalities that are helpful 
for freight customers.

Minimize Shipping Costs Due to Unreliability (FC1)
A user wants to ship packages from an origin to a destination with minimum costs due 
to unreliability. That means there is a cost for being early and late, similar to a utility 
function. This analysis helps customers identify the shipping methods that will meet 
their specifications at the lowest cost. Table D.74 presents the key question, steps, in-
puts, and the result for this use case.

TABLE D.73. ALTER DELIVERY SCHEDULES IN REAL TIME (FP9)
User Trucking company

Question
How should the existing multivehicle delivery schedule be altered when there is a disruption in the 
network?

Steps

1.  Identify the locations to which deliveries need to be made for each vehicle.

2.  Identify those vehicles that are affected by the disruption.

3.  Reaffirm the on-time windows for each remaining delivery.

4.  Update the TT-PDFs for the paths between the places to be visited based on the network 
disruption. If the paths and TT-PDFs are time dependent, then differentiate by departure time. 

5.  Solve the stochastic vehicle routing problem for the remaining delivery locations based on the 
updated TT-PDFs. 

Inputs
Updated TT-PDFs for truck trips on paths from one location to another, differentiated by departure time 
if necessary. 

Result
A new delivery schedule that maximizes the on-time probabilities. Also, for each destination, the range 
of delivery times to be expected. 

TABLE D.74. MINIMIZE SHIPPING COSTS DUE TO UNRELIABILITY (FC1)
User Freight customer

Question How can the shipping costs due to unreliability be minimized?

Steps

1.  Select the origin and destination.

2.  Assemble costs and the PDFs for travel times for various shipping options. 

3.  Identify the costs of being early and late by certain amounts.

4.  Compute the expected cost of each option based on its TT-PDF. 

Inputs
A database of TT-PDFs for various shipping options and the costs of being early and late by certain 
amounts. 

Result  The shipping option with the lowest cost due to unreliability. 
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Step 1 involves selecting the origin and destination. In this use case, an origin and 
destination between which there are four routes for delivery options are assumed.

Step 2 involves assembling costs and the PDFs for travel times for various shipping 
options. In this use case, four routes are assumed, each of which has a specific travel 
time distribution for delivery options. The assumed on-time window is 100 to 110 
minutes. Figure D.57 shows the CDFs for travel times for the four routes.

Figure D.57 shows that the four options have different minimum travel times, but 
they do not vary by much. In this step, the cost for traveling must be calculated, as well 
as the cost for being early or late. The travel time for the whole trip, including arrivals 
and returns, must be obtained. The same method for getting the arrival travel times is 
used to get the total travel times for the four routes, as shown in Figure D.58. 

To get the cost for total travel time, it is assumed that the rate is $0.01/minute. 
Figure D.59 shows that the cost for travel time is consistent with total travel time. 
Options with less travel time have less travel time cost.

Step 3 involves identifying the costs of being early and late by certain amounts. 
For arrival travel time, it is assumed the on-time window is from 100 minutes to 110 
minutes. The penalty rate for being early is $1/minute, but the penalty rate for being 
late is $2/minute. Figure D.60 shows the cost for penalties of the four options.

Figure D.60 shows that for almost 93% probability, Option 3 is the best option 
among the four options, but Option 4 is the best option when probability is larger 
than 93%.

Figure D.57. CDFs of minimum travel times for four routes. (The assumed on-time 
window is 100 to 110 minutes.)
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Step 2 involves assembling costs and the PDFs for travel times for various shipping 

options. In this use case, four routes are assumed, each of which has a specific travel time 

distribution for delivery options. The assumed on-time window is 100 to 110 minutes. Figure 

D.57 shows the CDFs for travel times for the four routes. 

 

[Insert Figure D.57] 

[caption] 

 

Figure D.57. CDFs of travel times for four routes. (The assumed on-time window is 100 to 110 

minutes.) 

 

Figure D.57 shows that the four options have different minimum travel times, but they do 

not vary by much. In this step, the cost for traveling must be calculated, as well as the cost for 

being early or late. The travel time for the whole trip, including arrivals and returns, must be 

obtained. The same method for getting the arrival travel times is used to get the total travel times 

for the four routes, as shown in Figure D.58.  
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[Insert Figure D.58] 

[caption] 

 

Figure D.58. Total travel times for four routes. 

 

To get the cost for total travel time, it is assumed that the rate is $0.01/minute. Figure 

D.59 shows that the cost for travel time is consistent with total travel time. Options with less 

travel time have less travel time cost. 

 

[Insert Figure D.59] 

[caption] 

Figure D.58. Total travel times for four routes.
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Figure D.59. Cost for total travel time. 

 

Step 3 involves identifying the costs of being early and late by certain amounts. For 

arrival travel time, it is assumed the on-time window is from 100 minutes to 110 minutes. The 

penalty rate for being early is $1/minute, but the penalty rate for being late is $2/minute. Figure 

D.60 shows the cost for penalties of the four options. 

 

[Insert Figure D.60] 

[caption] 

Figure D.59. Cost for total travel time.

Step 4 involves computing the expected cost of each option based on its TT-PDF. 
The cost is calculated for the whole trip, including the penalty rate for being late or 
early, as well as arrival travel time and return travel time. Figure D.61 shows the cumu-
lative distribution function. 
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From Figure D.61, it can be seen that when probability is below 40%, the best 
option is Option 4. When probability is greater than 40% and smaller than 70%, the 
best option is Option 2, but Option 3 is best when probability is 75% to 95%. When 
probability is near 100%, either Option 4 or Option 1 is preferable.

Figure D.60. Cost for on-time penalties.
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Figure D.60. Cost for on-time penalties. 

 

Figure D.60 shows that for almost 93% probability, Option 3 is the best option among the 

four options, but Option 4 is the best option when probability is larger than 93%. 

Step 4 involves computing the expected cost of each option based on its TT-PDF. The 

cost is calculated for the whole trip, including the penalty rate for being late or early, as well as 

arrival travel time and return travel time. Figure D.61 shows the cumulative distribution function.  

 

[Insert Figure D.61] 

[caption] 

Figure D.61. Cost for the whole trip (travel time and penalty).
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Figure D.61. Cost for the whole trip (travel time and penalty). 

 

From Figure D.61, it can be seen that when probability is below 40%, the best option is 

Option 4.When probability is greater than 40% and smaller than 70%, the best option is Option 

2, but Option 3 is best when probability is 75% to 95%. When probability is near 100%, either 

Option 4 or Option 1 is preferable. 

 

<H3>Determine Storage Space for Just-in-Time Deliveries (FC2) 

A user wishes to set up a just-in-time delivery system and wants to know how much storage 

space is needed at the receiving location. Because shipments may arrive late, some stock needs 

to be carried in inventory; and since shipments may be early, some storage space for those 

arrivals needs to be provided. This information helps size the facility effectively. Table D.75 

presents the key question, steps, inputs, and the result for this use case. 
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Determine Storage Space for Just-in-Time Deliveries (FC2)
A user wishes to set up a just-in-time delivery system and wants to know how much 
storage space is needed at the receiving location. Because shipments may arrive late, 
some stock needs to be carried in inventory; and since shipments may be early, some 
storage space for those arrivals needs to be provided. This information helps size the 
facility effectively. Table D.75 presents the key question, steps, inputs, and the result 
for this use case.

Find the Lowest-Cost Reliable Origin (FC3)
A user needs items shipped to a location by a specified time while minimizing ship-
ping costs. This use case is similar to Use Case FC1, but more than one origin is pos-
sible. This information helps a customer assess the trade-off between cost and delivery 
 reliability. Table D.76 presents the key question, steps, inputs, and the result for this 
use case.

TABLE D.75. DETERMINE STORAGE SPACE FOR JUST-IN-TIME DELIVERIES (FC2)
User Freight customer

Question
How much storage space is needed given the reliability of deliveries for a just-in-time manufacturing 
facility?

Steps

1.  Select the manufacturing facility of interest.

2.  Assemble PDFs for the deviations from intended delivery times. Separate these by shipment size 
and origin if there are different reliabilities. 

3.  Determine a tolerable stock-out probability.

4.  Build a Monte Carlo model of the storage facility given the PDFs for delivery time deviations and 
determine how large the on-site storage needs to be to ensure that the stock-out probability is met. 

Inputs A database of PDFs for deviations from intended delivery times separated by shipment sizes and origin.

Result
 A three-dimensional trade-off surface between travel time, on-time performance, and shipping cost. 
Given weights among these three, the optimal shipping option can be selected.

TABLE D.76. FIND THE LOWEST-COST RELIABLE ORIGIN (FC3)
User Freight customer

Question What origin provides the most reliable deliveries at an acceptable cost?

Steps

1.  Select the destination of interest and the possible origins.

2.  Define reliable delivery (e.g., percentage within the on-time window).

3.  Define two cost functions: one related to travel time and the other related to whether the shipment 
is early or late. 

4.  Assemble TT-PDFs and PDFs for the deviations from intended delivery times by origin. 

5.  Select the origin that has the best CDF for cost. 

Inputs A database of PDFs for travel times and deviations from intended delivery times by origin. 

Result The origin with the best CDF in terms of cost.



623

GUIDE TO ESTABLISHING MONITORING PROGRAMS FOR TRAVEL TIME RELIABILITY

Find the Warehouse Site with the Best Distribution Reliability (FC4)
A user wants to site a distribution center so that it maximizes delivery reliability to 
the destinations it serves. Several sites are possible. The number of truck trips to each 
location served is important because the best choice needs to account for the trip fre-
quency. The times of day are also important because the travel time reliability varies 
depending on when the deliveries take place. Table D.77 presents the key question, 
steps, inputs, and the result for this use case.
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TABLE D.77. FIND THE WAREHOUSE SITE WITH THE BEST DISTRIBUTION RELIABILITY (FC4)
User Freight customer

Question What warehouse location has the best delivery reliability?

Steps

1.  Select the possible warehouse sites, the destinations to be served, the number of truck trips per 
week to those destinations, and the times when the deliveries would take place.

2.  Assemble TT-PDFs for trips from the warehouse sites to the destinations for the times when the 
deliveries would take place. 

3.  Identify the warehouse site that maximizes the likelihood that trucks will be on time in reaching the 
destinations.

Inputs
A database of TT-PDFs for truck trips from the warehouse sites to the destinations for the times when 
the deliveries would take place. 

Result
 A rank ordering of the warehouse sites based on the truck trip–weighted reliability of reaching the 
destinations on time. 
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